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wrapture, Release 1.0.0b4

Wrap anything, capture everything, change nothing.

wrapture (wrapt + capture) is a Python library for attaching bindings to arbitrary call sites, without modifying the
code being observed, and doing something useful with what flows through them.

It is a sibling project to wrapt and autowrapt, building on the safe monkey-patching machinery wrapt provides.

ò Note

wrapture is in beta ahead of 1.0.0, with pre-releases published to PyPI. Until 1.0.0 is final, a plain pip install
wrapture picks up the latest pre-release automatically, so there is no need to pin a specific version. The API is
complete for the three uses described below and is not foreseen to break, and the recording path has been through
a performance pass, so code written against it today is expected to carry forward to 1.0.0. What the beta series
needs now is use: unittest.mock and OpenTelemetry’s own instrumentation are the established tools for the two
halves of what wrapture does, and the open question is whether an alternative doing both from one mechanism
is something people want. The blog posts and workshops page lists the quickest ways to try it, including guided
workshops that run in the browser with nothing installed. Reports of it working, or not, on real code, and of what
confused or was missing, are what will decide whether anything changes before a release candidate.

START HERE 1
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CHAPTER

ONE

WHAT IT DOES

One mechanism, three uses, in increasing order of machinery:

1. Monkey patching. A clean lifecycle and behaviour vocabulary over wrapt’s wrap_object(). Point at a method
by name and stub it, fail it, transform its arguments or result, or wrap it with a decorator, then remove it again,
with honest reporting if something else displaced the patch in the meantime. Useful entirely on its own, with
nothing else switched on.

2. Unit testing. Observe and assert on how calls actually flowed through a real call graph (nesting, ordering,
arguments and return values) and optionally intervene (stub, transform, fail-inject). Unlike a unittest.mock
Mock, which fabricates values and cannot see calls an object makes to itself, wrapture watches the real code run,
and when a test must supply a stand-in it provides strict, recorded ones: stub() for a callable, spec-required
mock() for a collaborator.

3. Ad-hoc tracing. Attach bindings to a running application, including one you cannot modify or redeploy, and
emit a structured, nested trace to process or chart elsewhere. Name a handful of methods and a call tree appears;
no code changes required: with a wrapture.toml naming the methods and a sink, python -m wrapture
manage.py runserver traces the application untouched. With autowrapt installed, not even the launcher is
needed: AUTOWRAPT_BOOTSTRAP=wrapture in the environment applies the same config at interpreter startup,
so the program starts with plain python.

On top of the tracing layer sits OpenTelemetry export: the same recorded events sent to any OTLP backend as traces,
metrics and correlated logs, switched on by one [otel] table in the config, with the trace identity arriving and leaving
in W3C traceparent headers so two observed services join one distributed trace. These are layers of one mechanism,
not separate products: the binding vocabulary that stubs a method in a test is the same one that traces it in production,
and the config that names methods for a printed call tree is the config that exports spans, so what starts as a monkey
patch or a test assertion can grow into full observability without the code being rewritten along the way.

The distinction that matters: most instrumentation, OpenTelemetry’s own included, either has to be written into the
code as SDK calls, or arrives as auto-instrumentation covering only the frameworks it already knows. wrapture needs
neither: you point at your own methods by name and a trace appears, and the same pointing is how it lands in a test, a
terminal, or a backend.

3
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CHAPTER

TWO

AT A GLANCE

None of the classes below import wrapture or know they are observed:

place = wrapture.binding(OrderService, "place")
charge = wrapture.binding(Gateway, "charge")
record = wrapture.binding(Ledger, "record")

with wrapture.timeline(place, charge, record) as tape:
OrderService().place(500)

print(tape.tree())

OrderService.place(amount=500) -> {'id': 'ch_500', 'amount': 500}
Gateway.charge(amount=500, currency='USD') -> {'id': 'ch_500', 'amount': 500}
Ledger.record(entry={'id': 'ch_500', 'amount': 500}) -> 'led_ch_500'

New here? Start with the getting started page; everything on it can be pasted into an interpreter. Coming from
unittest.mock? The comparison page maps each mock idiom to its wrapture counterpart.

5
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CHAPTER

THREE

HOW IT WAS BUILT

wrapture’s code and documentation were written by an AI assistant under the direction of Graham Dumpleton, the
author of wrapt, through a long process of specification, layered implementation, and validation against real-world test
suites. How wrapture was built explains the process and the thinking, so you can judge the provenance with the facts
in hand.

7
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CHAPTER

FOUR

DOCUMENTATION

The guides are organised by mechanism: bindings and behaviours, then recording in tests, then tracing a running
process. The design concepts page opens the section and is the recommended first read: every idea the guides build
on, a paragraph apiece, and how they fit together. The worked examples are organised by the question you arrive with,
and each one combines several of those mechanisms on a small concrete scenario, building up from the problem to a
finished test or configuration.

4.1 Getting started
wrapture is on PyPI. Add it to a project:

$ uv add wrapture

or, to just try it, start an interpreter with wrapture temporarily available, no project or virtual environment to set up or
clean up:

$ uv run --with wrapture python

Everything on this page can be pasted into that interpreter, line by line.

4.1.1 Your first binding
A binding names one attribute of a class or module, and holds behaviour to apply at that call site. Define something to
bind to:

>>> import wrapture

>>> class Gateway:
... def charge(self, amount, currency="USD"):
... return {"id": f"ch_{amount}", "amount": amount}

>>> charge = wrapture.binding(Gateway, "charge")
>>> charge
<Binding '__main__:Gateway.charge' callable unapplied>

Creating a binding never patches anything, and configuring behaviour on it does not either. The binding is an ordinary
object you hold, and its repr always tells you its state:

>>> charge.on_call.returns({"id": "stub"})
<CallBehaviour of <Binding '__main__:Gateway.charge' callable unapplied configured>>

(continues on next page)

9
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(continued from previous page)

>>> gateway = Gateway()
>>> gateway.charge(500)
{'id': 'ch_500', 'amount': 500}

The word configured in the repr says the binding will intervene once applied; explain() says how, one line per
configured step:

>>> print(charge.explain())
<Binding '__main__:Gateway.charge' callable unapplied configured>
on_call returns: {'id': 'stub'}

Still the real method: nothing is applied yet. apply() installs the patch, and from then on the configured behaviour
answers:

>>> charge.apply()
<Binding '__main__:Gateway.charge' callable active configured>
>>> gateway.charge(500)
{'id': 'stub'}

A binding can be made inert without being removed, which is safe to do even while other code is calling the method:

>>> charge.suspend()
<Binding '__main__:Gateway.charge' callable active suspended configured>
>>> gateway.charge(500)
{'id': 'ch_500', 'amount': 500}
>>> charge.resume()
<Binding '__main__:Gateway.charge' callable active configured>

And removing it restores the original exactly:

>>> charge.remove()
<Binding '__main__:Gateway.charge' callable unapplied configured>
>>> gateway.charge(500)
{'id': 'ch_500', 'amount': 500}

For the common case of a patch scoped to a block, a binding is a context manager, and behaviour reads naturally in one
line:

>>> with wrapture.binding(Gateway, "charge").on_call.raises(TimeoutError("down")):
... gateway.charge(500)
Traceback (most recent call last):

...
TimeoutError: down

>>> gateway.charge(500)
{'id': 'ch_500', 'amount': 500}

10 Chapter 4. Documentation
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Behaviour is not limited to stubbing and failing. The real method can keep running while one thing about the call is
changed, which is the case substitution-based tools cannot express:

>>> pinned = wrapture.binding(Gateway, "charge")
>>> pinned.on_call.transforms_result(lambda r: {**r, "id": "ch_TEST"})
<CallBehaviour of <Binding '__main__:Gateway.charge' callable unapplied configured>>

>>> with pinned:
... gateway.charge(500)
{'id': 'ch_TEST', 'amount': 500}

The real charge() ran; only the result’s id was rewritten on the way out.

4.1.2 Your first recording
Bindings also observe. Build a small call graph:

>>> class Ledger:
... def record(self, entry):
... return f"led_{entry['id']}"

>>> class OrderService:
... def __init__(self):
... self.gateway = Gateway()
... self.ledger = Ledger()
... def place(self, amount):
... result = self.gateway.charge(amount)
... self.ledger.record(result)
... return result

timeline() opens a recording scope: bindings passed to it are applied on entry and removed on exit, and every call
through them lands on the tape as an event, nested the way the calls actually nested:

>>> place = wrapture.binding(OrderService, "place")
>>> charge = wrapture.binding(Gateway, "charge")
>>> record = wrapture.binding(Ledger, "record")

>>> with wrapture.timeline(place, charge, record) as tape:
... _ = OrderService().place(500)
... print(tape.tree())
__main__:OrderService.place(amount=500) -> {'id': 'ch_500', 'amount': 500}

__main__:Gateway.charge(amount=500, currency='USD') -> {'id': 'ch_500', 'amount': 500}
__main__:Ledger.record(entry={'id': 'ch_500', 'amount': 500}) -> 'led_ch_500'

That is the call graph as it ran: arguments normalized against the real signatures, real return values, nesting from actual
causality. No code in OrderService, Gateway or Ledger was written with observation in mind.

Events are queried and asserted on through each binding, inside the timeline:

>>> with wrapture.timeline(place, charge, record) as tape:
... _ = OrderService().place(500)
... _ = charge.events.with_args(amount=500).assert_once()

(continues on next page)

4.1. Getting started 11
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(continued from previous page)

... _ = record.events.raising().assert_never()

... charge.events.first.result
{'id': 'ch_500', 'amount': 500}

Assertions follow one rule everywhere: methods starting with assert_ raise on failure, and everything else returns
data. A failed assertion prints the events it looked at, so the failure output shows what actually happened.

4.1.3 Your first pytest test
The same two moves, a behaviour patch and a recording, as a test file. Save this as test_orders.py; it is self-
contained:

import wrapture

class Gateway:
def charge(self, amount, currency="USD"):

return {"id": f"ch_{amount}", "amount": amount}

class OrderService:
def __init__(self):

self.gateway = Gateway()

def place(self, amount):
return self.gateway.charge(amount)

def test_charge_is_stubbed():
with wrapture.binding(Gateway, "charge").on_call.returns({"id": "stub"}):

assert OrderService().place(500) == {"id": "stub"}

def test_what_flowed_through():
charge = wrapture.binding(Gateway, "charge")

with wrapture.timeline(charge):
OrderService().place(500)

charge.events.with_args(amount=500).assert_once()

and run it the same no-setup way:

$ uv run --with wrapture --with pytest pytest test_orders.py

For a real suite, wrapture ships an opt-in pytest plugin that sweeps every test for patches left applied and attaches
recordings to failure reports; one line in conftest.py enables it:

pytest_plugins = ["wrapture.pytest_plugin"]

12 Chapter 4. Documentation
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4.1.4 Where next
• Coming from unittest.mock? The comparison page maps each mock idiom to its wrapture counterpart, and

says when mock remains the right tool.

• The monkey patching page is the full reference for bindings: behaviour, lifecycle, groups, attribute bindings,
iterators.

• The unit testing page covers the recording workflow in depth: scoping patterns, event filters and assertions,
expectations, capture policies, and the pytest plugin.

• The design philosophy page explains the thinking: why wrapping beats substitution, and why the API fails loudly.

• The blog posts and workshops page lists the posts that walk through each area and the guided workshops, which
run in the browser on Binder with nothing to install.

4.2 Design philosophy
wrapture attaches bindings to call sites in code you do not want to, or cannot, modify. One mechanism scales from
simple monkey patching, through testing, to tracing a live application. This page explains the thinking behind that
mechanism, and how it relates to unittest.mock.

4.2.1 The code stays real
The foundational choice is to wrap rather than replace. A binding installs a wrapt wrapper around the real callable;
unless you configure behaviour that says otherwise, the real code runs.

That choice has consequences that run through the whole library:

• You can intervene surgically: rewrite one argument, or one field of a result, while everything else executes for
real.

• Calls an object makes to itself pass through the wrapper too, so nothing is structurally invisible the way it is to a
substituted double.

• Removing the wrapper restores the original exactly, and the wrapper composes with wrappers other parties in-
stalled on the same target.

4.2.2 Loud failure over silent wrongness
A patching tool that misfires quietly produces tests that pass for the wrong reason. wrapture’s API is shaped to make
mistakes noisy:

• A misspelled attribute name raises at binding() creation, on the line that made the mistake, not later as a patch
that never fires.

• Mixing the two lifecycle styles raises AlreadyAppliedError rather than letting an inner scope silently remove
a patch an outer scope owns.

• active is queried, not cached: if something else replaces or unwraps the target behind your back, the binding
reports displaced instead of claiming the patch is in place.

• Calls skipped while suspended are counted on suspended_calls, so a quiet patch can be told apart from a
broken one.

4.2.3 Declaration is free, effect is explicit
binding() declares; it never patches. Bindings can be created at class or module scope, stored, and reused across
apply/remove cycles. Effects happen only at explicit points: apply() installs, remove() restores, suspend() disables
in place. Each axis is independent, and each is reversible.

4.2. Design philosophy 13
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4.2.4 Built on wrapt, not hiding it
wrapture does not reimplement patching; it adds lifecycle and vocabulary over wrapt, and every binding exposes the
underlying handle through its wrapper, target and name attributes, so anything core wrapt can do remains available.
If wrapture’s API does not cover a case, you can always drop down a level.

4.2.5 wrapture and unittest.mock
The short version: unittest.mock substitutes objects and asserts on what the substitute recorded; wrapture wraps the
real code and intervenes or observes in flight, strictly and recorded, with substitution available as a deliberate opt-in
(stub() for one callable, mock(Spec) for one collaborator) rather than the silent baseline. The two coexist happily
in one suite. The Coming from unittest.mock page walks the comparison case by case, with the same test written both
ways, and ends with the one kind of double wrapture deliberately does not provide.

4.3 Coming from unittest.mock
unittest.mock substitutes objects: a patched attribute becomes a Mock, and the test asserts against what the Mock
recorded. wrapture defaults to the opposite strategy: wrap the real code and intervene in flight, with call signatures
checked, real return values recorded, and order and nesting kept across everything observed. When a test does want
a substitute, substitution is a deliberate, scoped opt-in rather than the silent baseline: stub() supplies one callable,
mock(Spec) one collaborator, both strict and recorded. The one thing wrapture does not provide is fabrication without
a spec; the end of this page says why.

The quick translation, expanded below:

unittest.mock wrapture
@patch("pkg.mod.fn") as a decorator, mock injected @bound("pkg.mod", "fn") as a decorator, binding

injected by name
@patch.dict(os.environ, {"K": "v"}) as a
decorator

@bound(os.environ, item="K").
overrides("v")

patch.object(C, "m", return_value=v) binding(C, "m").on_call.returns(v)
patch.object(C, "m", side_effect=exc) binding(C, "m").on_call.raises(exc)
patch.object(C, "m", autospec=True, ...) the default; strict=False to opt out
side_effect=fn (fabricate per call) on_call.decorates(fn)
side_effect=[a, b, exc] (a sequence) on_call.returns_from([a, b]), then then().

raises(exc)
Mock(wraps=real) on_call.transforms_args(fn) /

transforms_result(fn) / decorates(fn)
patch.multiple(C, a=..., b=...) bindings(a=wrapture.binding(C, "a"),

b=wrapture.binding(C, "b")), per-member
behaviour

Mock(spec=Connection) /
create_autospec(Connection) as a collabora-
tor

mock(Connection): the spec’d path is the only path

bare Mock() as a collaborator no translation by design: a mock requires a spec and fab-
ricates nothing beyond it

AsyncMock inside a spec’d collaborator mock(Connection): each method’s kind comes from
the spec

Mock() supplied as a callable (a hook, a receiver, a call-
back)

stub(); stub("label") to name its events

Mock(return_value=v) handed over as a callable stub(returns=v); stub(raises=exc) for
side_effect=exc

continues on next page
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Table 1 – continued from previous page
unittest.mock wrapture
Mock(side_effect=fn) handed over as a callable observed(fn): the function itself is the behaviour, its

calls recorded
create_autospec(fn) supplied as a callable stub(mimics=fn): signature-checked, arguments by

name
AsyncMock() supplied as a coroutine callable stub(kind="coroutine"), or stub(mimics=fn)

with the kind inferred
a Mock faking an iterator, __next__ scripted with
side_effect=[a, b, StopIteration()]

stub(kind="generator", returns=[a, b]): a
real generator, exhaustion included

m.assert_called_once_with(a=1) events.with_args(a=1).assert_once()
m.call_args_list events (filterable) or tape.all
m.assert_not_called() events.assert_never() or expect_never()
AsyncMock(return_value=v) / side_effect=exc on_call.returns(v) / raises(exc) on the async

def: delivered on await, as the real method would
m.assert_awaited_once(), m.await_count events.finished().assert_once(), events.

finished().count
m.assert_not_awaited() events.finished().assert_never(); events.

pending() is what was called and never awaited
m.reset_mock() no equivalent by design; open timeline() around the

step to assert on (tapes are not cleared)
m.assert_has_calls([call(a), call(b)]) tape.assert_order(m.events.with_args(...),

m.events.with_args(...), consecutive=True)
m.mock_calls == [call(a), call(b)] tape.assert_order(..., exact=True)
manager.attach_mock(...) then manager.
mock_calls for cross-mock order

tape.assert_order(charge, record), any bind-
ings, arguments optional

patch.dict(os.environ, {"K": "v"}),
monkeypatch.setenv("K", "v")

binding(os.environ, item="K").
overrides("v")

monkeypatch.delenv("K"), monkeypatch.
delitem(d, "k")

binding(os.environ, item="K").hides(),
binding(d, item="k").hides()

patch.dict(d, {"k": v}), monkeypatch.
setitem(d, "k", v)

binding(d, item="k").overrides(v), or
binding(d, mode="mapping").updates({"k":
v}) for several at once

patch.dict(d, {...}, clear=True) binding(d, mode="mapping").overrides({...
}); overrides({}) for an empty d

monkeypatch.setattr(mod, "CONST", v),
patch("mod.CONST", v)

binding("mod", attr="CONST").overrides(v);
or binding("mod", "CONST").on_get.
returns(v) to also see each read

patch.dict(registry, {"GET": fake}) for a
callable

binding(registry, item="GET",
mode="callable").on_call... (wrapped,
recorded, removable)

4.3.1 Stubbing a return value
Both tools do this well, and for a pure stub there is little to choose between them:

# unittest.mock
from unittest.mock import patch

with patch.object(Gateway, "charge", return_value={"id": "stub"}):
order_service.place("widget", 1)

4.3. Coming from unittest.mock 15
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# wrapture
import wrapture

with wrapture.binding(Gateway, "charge").on_call.returns({"id": "stub"}):
order_service.place("widget", 1)

One of mock’s habits deserves a warning even here. A MagicMock fabricates attributes on demand, so the moment
the substitution is any wider than one method (patching the class itself, or injecting Mock() as a collaborator), every
method on the fabricated object succeeds with a fabricated result, and a misspelled method call passes silently unless
spec checking was configured. wrapture has no spec-less fabrication anywhere: a binding names one real attribute and
a misspelled name raises AttributeError at creation; a collaborator double is built with mock(Connection) from
the named class and answers to exactly its surface; and everything a binding does not explicitly change stays the real
code.

The same goes for the call itself. mock validates a stubbed call’s arguments against the real signature only if
autospec=True (or create_autospec) was asked for; without it, charge(500, bogus=True) returns the stub
happily and the drift shows up in production. A wrapture binding is strict by default: a call that returns(), raises()
or decorates() would answer without reaching the real method is bound to the method’s signature first and raises
TypeError as the real call would. binding(..., strict=False) turns that off for the rare patch that means to
accept a different shape.

4.3.2 Injecting a failure
Again equivalent on the surface:

# unittest.mock
with patch.object(Gateway, "charge", side_effect=TimeoutError("down")):

...

# wrapture
with wrapture.binding(Gateway, "charge").on_call.raises(TimeoutError("down")):

...

In both versions the patched method itself never runs: the call raises instead, exactly as with mock’s side_effect.
The difference is everything around the failure. In the mock version the rest of the pipeline is typically also mocked,
so the test can only assert that the exception propagated. With wrapture only the one bound method is replaced and the
rest of the pipeline stays real: the reservation is really taken, the ledger write really does or does not happen, and by
recording on a timeline the test can assert on what the rest of the system did about the failure.

4.3.3 A sequence of outcomes
mock’s side_effect also takes a list, consumed one entry per call, with exceptions raised and anything else returned:

# unittest.mock
with patch.object(Gateway, "charge", side_effect=[{"id": "A"}, TimeoutError("down"), {"id
→˓": "B"}]):

...

wrapture keeps values and exceptions apart. returns_from() hands out successive values from an iterable, lazily, and
then() adds a phase that takes over, here once the sequence is exhausted; each phase has the full behaviour vocabulary,
so the third outcome is another phase in turn:

# wrapture
charge = wrapture.binding(Gateway, "charge")

(continues on next page)
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(continued from previous page)

charge.on_call.returns_from([{"id": "A"}])

down = charge.on_call.then()
down.raises(TimeoutError("down"))

back = down.then(after=1)
back.returns({"id": "B"})

More lines for the same three outcomes, but each phase says what it is, and the same shape covers what a list cannot:
then(after=n) and then(until=fn) change behaviour on a count or on a condition seen in the calls, advance()
moves on from the test, and binding.phase and in_phase(n) on the recording tell you which regime a call ran
under. Phased behaviour has the details.

4.3.4 Patching several methods at once
Mock does this too: stack the context managers, or use patch.multiple(). Each patched attribute becomes its own
Mock, configured separately:

# unittest.mock
with (

patch.object(Gateway, "charge", return_value={"id": "stub"}),
patch.object(Gateway, "refund", side_effect=TimeoutError("down")),

):
...

With wrapture, several bindings are a group: one object, one lifecycle, each member carrying its own behaviour, and
the members need not even be on the same class:

# wrapture
group = wrapture.bindings(charge=wrapture.binding(Gateway, "charge"),

refund=wrapture.binding(Gateway, "refund"),
record=wrapture.binding(Ledger, "record"))

group.charge.on_call.returns({"id": "stub"})
group.refund.on_call.raises(TimeoutError("down"))

with group:
...

Two things here have no mock equivalent. The record member has no behaviour at all: it stays the real method
and is there to be observed, so inside a timeline the group mixes stubbed, failing, and purely-watched methods in
one declaration. And the group never half-applies: if any member fails to apply, the ones already applied are removed
again, where a stack of patch.objectmanagers that fails midway unwinds only through the ordinary context manager
machinery. Because bindings wrap rather than replace, several bindings can also stack on the same method, composing
with wrappers other parties installed.

4.3.5 Setting a value rather than replacing a call
Not every patch is a call. patch.dict(os.environ, {...}), monkeypatch.setenv, monkeypatch.setitem
and monkeypatch.setattr(mod, "CONST", v) put a value somewhere for the duration of a test. wrapture spells
all of these as a value binding: name the owner, name the slot with attr= or item=, and say what it holds:

# unittest.mock / pytest
with patch.dict(os.environ, {"API_KEY": "sk_test"}):

(continues on next page)
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(continued from previous page)

...
monkeypatch.setattr(config, "TIMEOUT", 0.5)
monkeypatch.delenv("DEBUG", raising=False)

# wrapture
with wrapture.binding(os.environ, item="API_KEY").overrides("sk_test"):

...
wrapture.binding("config", attr="TIMEOUT").overrides(0.5)
wrapture.binding(os.environ, item="DEBUG").hides()

The mechanics are the same as patch.dict: the owner is changed in place and restored on exit, so a settings dict
imported elsewhere sees the change. What a value binding adds is the binding lifecycle: it is a context manager, it
can be suspended and resumed, it goes in a bindings() group with everything else the test patches, and the pytest
plugin’s leak sweep reports one left applied. It records nothing, and says so, since there is no call to observe. See Value
bindings.

patch.dict(d, {...}) on a whole mapping, merging several entries or with clear=True replacing the content out-
right, is a mapping binding, mode="mapping" on the dict: updates({...}) merges, overrides({...}) replaces,
and overrides({}) empties it. As with patch.dict the one dict is changed in place, so every holder of it sees the
change, and the original entries come back on exit:

# unittest.mock
with patch.dict(config.SETTINGS, {"currency": "EUR"}, clear=True):

...

# wrapture
with wrapture.binding(config, "SETTINGS", mode="mapping").overrides({"currency": "EUR"}):

...

See Mapping bindings.

4.3.6 Running the real code while modifying the call
This is where substitution runs out of road. Mock(wraps=real) forwards calls but cannot modify the arguments the
original receives, cannot post-process its result, and create_autospec(spec, wraps=real) accepts wraps and
ignores it. The stdlib has no way to say “run the real method, but change one thing”.

With wrapture this is the ordinary case:

# run the real charge, but pin its result id for stable assertions
with wrapture.binding(Gateway, "charge").on_call.transforms_result(

lambda r: {**r, "id": "ch_TEST"}
):

...

# run the real charge, but force the sandbox currency on the way in
with wrapture.binding(Gateway, "charge").on_call.transforms_args(

lambda args, kwargs: (args, {**kwargs, "currency": "EUR"})
):

...
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4.3.7 Seeing calls an object makes to itself
patch.object(OrderService, "_take_payment") replaces the method, so the real payment logic no longer runs.
But a Mock injected as a collaborator cannot see self._take_payment() at all: the call never crosses the seam the
double sits behind. wrapture wraps the method on the class, so an internal self-call passes through the wrapper like
any other call, with the real code still running.

4.3.8 Asserting on what happened
unittest.mock records calls on the mock and asserts with assert_called_once_with() and friends: a flat call
list, arguments by reference, no return values. wrapture records on a timeline, through the same bindings that intervene:

with wrapture.timeline(charge, record):
place_order("widget")

charge.events.with_args(amount=500).assert_once()
record.events.raising(TimeoutError).assert_never()

Events carry signature-normalized arguments, real return values (which mock does not record), exceptions, nesting and
ordering, and the same handle asserts on them. Two habits transfer directly, upgraded: argument matching is by parame-
ter name against the normalized call, so with_args(amount=500)matches however the caller spelled it, and keywords
the target collects in **kwargs match the same way, so a mock-style assert_called_with(..., priority=5)
against a def dispatch(job, **options) target translates to with_args(priority=5) unchanged; and where
mock’s misspelled assert_calld_once famously passed silently for years, a misspelled wrapture assertion is an
AttributeError.

One thing here has no mock counterpart at all: a patched class method in mock is one Mock, so calls made on different
instances merge into a single call list and the test cannot say which object was charged. A binding on the class records
the bound instance per event, and with_instance(obj) filters to the calls made on exactly that object (by identity,
so even two equal-but-distinct instances stay apart).

Order is the other habit. mock’s assert_has_calls([call(500), call(500)]) checks a contiguous run of calls
on one mock, and mock_calls == [...] the exact list; across several mocks, ordering needs them attached to a
parent mock whose mock_calls is then compared by hand. wrapture asserts order on the tape, across any bindings,
with filtered logs saying which calls:

# unittest.mock
charge.assert_has_calls([call(500), call(500)])
assert manager.mock_calls == [call.charge(500), call.charge(500), call.record("failed")]

# wrapture
charge_500 = charge.events.with_args(amount=500)
tape.assert_order(charge_500, charge_500, consecutive=True)
tape.assert_order(charge_500, charge_500, record.events.with_args(status="failed"),␣
→˓exact=True)

Without a flag assert_order is a subsequence check, other events allowed between; consecutive=True is
assert_has_calls, and exact=True is the mock_calls comparison, each concerned only with the bindings the
steps name.

The unit testing page covers the workflow: filters, assertions, declared expectations, the call tree, and the pytest plugin.
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4.3.9 Async code
AsyncMock exists for two reasons: a plain Mock in place of an async def returns a value that cannot be awaited,
and the bug async tests most need to catch is a call that was never awaited, which assert_awaited_once() and
assert_not_awaited() name separately from assert_called_once(). wrapture covers both without a separate
kind of binding. A stub on an async def target follows the target’s convention, returns() and raises() arriving
on await, and an event has a completion separate from its call, so events.finished() is the awaited subset and
events.pending() what was created and forgotten:

# unittest.mock
with patch.object(Notifier, "send", new_callable=AsyncMock) as send:

await service.notify("hello")
send.assert_awaited_once_with("hello")

# wrapture
with wrapture.timeline(send):

await service.notify("hello")
send.events.with_args(message="hello").finished().assert_once()
send.events.pending().assert_never()

And with wrapture the real send ran, or was stubbed in place with the rest of the code still real, per everything above.

4.3.10 Asserting on log messages
The comparison extends one step past unittest.mock, to pytest’s caplog fixture, because the shape is the same. caplog
attaches a handler at the root logger and hands the test a flat list of records, so the strongest assertion it supports is “this
message was logged at some point during the test”. wrapture’s capture_logs() records messages as events on the
same tape as the calls, which keeps the flat assertion one line, and adds the one caplog cannot express, position:

logs = wrapture.capture_logs("myapp.orders")

with wrapture.timeline(charge, logs) as tape:
place_order(declined_card)

logs.events.at_level("WARNING").with_message("*declined*").assert_once()

# The assertion caplog has no words for: the warning was logged
# by this call, not merely somewhere during the test.
warning = logs.events.at_level("WARNING").first
assert tape.parent_of(warning) is charge.events.first

Capture also does not touch the handler configuration: it hears each record on the logger that emitted it, before propa-
gation, so a library that sets propagate = False is captured the same as any other, with no fixture-side forcing. The
unit testing page covers the full selection and filtering surface.

4.3.11 Where unittest.mock still fits
Everything above follows one rule with one opt-out. The rule: wrap the real code, strictly, and record what actu-
ally flowed. The opt-out: when the test itself must supply the thing being called, stub() supplies one callable and
mock(Spec) one collaborator, still strict (signatures checked, surfaces fixed by the spec) and still recorded on the same
tape as everything else.

What wrapture deliberately does not provide is the spec-less form: a bare Mock() or MagicMock whose attributes
exist on first touch and whose call chains all answer. A fabricated object that answers everything verifies nothing;
the misspelled method, the drifted signature and the unconfigured chain all pass silently, and that is a bug farm, not a
feature gap. A test that cannot name the class it is substituting has a question to answer before it has a double to build.
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That leaves unittest.mock two genuine holds. It is in the standard library: zero dependencies, universally understood,
on every team’s common ground, and sometimes that alone decides. And it is the tool for fabrication without a spec,
where a test wants an object invented as it is touched. The two libraries coexist happily in one suite; translating between
them is what the table at the top is for.

4.4 Blog posts and workshops
Two sets of material sit beside these docs for learning wrapture by doing. A series of blog posts each take one area of
the library and work through it, and a collection of guided workshops run in JupyterLab and check your work as you
go. These docs are the reference; the posts and the workshops are the tour.

The workshops need nothing installed. The Binder badge above, or this link, starts them on mybinder.org, a free public
service that builds the workshops repository into a temporary JupyterLab running in your browser. Building takes a
minute or two. A session is discarded when it ends, so finish a workshop in the session you started it in, and shut the
session down when you are done rather than closing the tab.

The Codespaces badge, or this link, starts them instead in GitHub Codespaces, which builds the repository into a
container of your own in the cloud and opens it in VS Code in the browser, with JupyterLab served on a forwarded
port. It needs a GitHub account and uses your account’s Codespaces allowance. Unlike a Binder session, a codespace
is kept until you delete it, so your work survives between visits; delete it from github.com/codespaces when you have
finished with the workshops. The repository README describes the codespace in full.

4.4.1 Blog posts
The posts are on Graham Dumpleton’s blog, collected on the guide page Testing and tracing with wrapture, which is
the list that grows as posts are added. In reading order:

Introduction

• Introducing wrapture. What wrapture is, why it was built, and how it came to be written.

Unit testing

• Unit testing with wrapture. Testing by wrapping rather than replacing: the real code still runs, and everything
that flows through it is recorded.

• Recording calls with wrapture. Timelines and the tape: what an event holds, and reading the record back through
filters, assertions and expectations.

• Phased behaviour in wrapture. Scripting what a binding does over successive calls, for retry loops, circuit break-
ers and polling.

• Beyond callables in wrapture. Bindings on attributes, values, mappings and generators, not only on functions
and methods.

Tracing

• Live tracing with wrapture. Bindings with a sink and no timeline, so a running program narrates its own calls.

• Zero-code tracing with wrapture. The same trace from a wrapture.toml beside an unchanged program, under
python -m wrapture or injected at startup by autowrapt.

• Tracing Flask with wrapture. Each HTTP request recorded as one tree from a single instrumentation entry in the
config.

• Finding slow code with wrapture. Reading time off a call tree, telling slow from slow because of a child, and
aggregate reports over many requests.
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• OpenTelemetry export in wrapture. The recorded events sent to an OpenTelemetry backend as spans and metrics,
with one trace id carried across services.

4.4.2 Workshops
The workshops live in GrahamDumpleton/wrapture-workshops on GitHub. Each takes one thing you might want to do
with wrapture and walks you through doing it in a live JupyterLab, with the instructions in a side panel whose actions
drive the session (terminals, files, the editor, notebooks and kernels) and check what you have done. A workshop installs
wrapture into a virtual environment of its own inside the workshop directory, the way a project would, so nothing is
installed into the JupyterLab environment and nothing is left behind.

The workshops are written against a released version of wrapture, pinned in the repository, so these docs may describe
a newer version than the one a workshop uses. A feature described here may not be in a workshop until its pin moves.

Besides Binder and Codespaces, the workshops run locally under any JupyterLab: the repository’s README has the
steps, with uv and with pip. The list below is in the order to take them, with roughly how long each takes; the repository
README carries the fuller description of each.

1. Your first binding (first-binding, 10 minutes). Create a binding on a method, apply, suspend, resume and
remove it, scope it to a block, and change one thing about a call while the real method runs.

2. Testing by wrapping, not replacing (wrap-not-replace, 15 minutes). The same unit tests written with
unittest.mock and with wrapture, ending with the decorator form and the pytest plugin.

3. Recording what real code did (recording-calls, 15 minutes). Record real calls on a timeline and read the
tape back: events, filters, assertions, expectations, the call tree and the stack, and a record turned into a pytest
test that fails until the code is fixed.

4. Behaviour that changes over time (phased-behaviour, 15 minutes). Script a binding’s behaviour with
phases: a count for a retry loop, a condition for a circuit breaker, a sequence for a polling loop, and advance()
from the test.

5. Bindings that are not calls (beyond-callables, 15 minutes). Bind an attribute, an environment variable, a
module constant, a settings dict, a callable kept in a registry, and a generator.

6. A program that narrates itself (live-tracing, 10 minutes). Bindings with a Printer sink and no timeline,
redaction, and narrowing the trace at the sink, at the binding and for a subtree.

7. Tracing without touching the program (zero-code-tracing, 15 minutes). The bindings and the sink in
a wrapture.toml, run under python -m wrapture and then injected by autowrapt; the trace kept as JSON
Lines and drawn as a sequence diagram.

8. Analysing a trace in a notebook (analysing-a-trace, 15 minutes). Three hundred orders under a JSON
Lines sink treated as data: a DataFrame, the tree rebuilt from parent links, charts of where the time and the
errors went, and latency by tenant.

9. One request as one tree (tracing-flask, 15 minutes). The shop behind Flask, each HTTP request recorded
as one tree from a single [[instrument]] entry, with the health checks kept out.

10. Where the time goes (finding-slow-code, 15 minutes). Self time against total time, asserted on in a test, and
an Aggregate report over thirty requests from a window in the config.

11. The same events, sent to a backend (opentelemetry-export, 20 minutes). OpenTelemetry export switched
on from one [otel] table and read from the console exporters, then one trace id across a client and a service.

12. wrapture and pytest, properly (wrapture-with-pytest, 20 minutes). Scoping bindings in a suite, yield
fixtures, shared declarations applied per test, the plugin’s leak sweep and tape fixture, and a query budget from
a counter.

13. Converting a mock test suite (coming-from-mock, 20 minutes). A unittest.mock test module converted to
wrapture one idiom at a time, green after every step, and the one test to leave as mock.
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14. When the test must supply the callable (supplying-stand-ins, 15 minutes). Stubs and strict collaborator
doubles for a pipeline whose transport and completion hook the test has to supply.

15. Testing what a consumer does with a stream (streaming-and-generators, 15 minutes). Consumers of
a paginated catalogue tested against the real generator: one event per iteration, a proxy that sees every item, a
failure injected at a chosen page, and items transformed on the way through.

16. Async methods and generators (testing-async-code, 15 minutes). A notifier whose client is async all the
way down: stubs whose outcome arrives on await, a timeout through the real loop, the coroutine that was never
awaited, concurrent sends, an async generator, and the suite under pytest-asyncio.

17. Changing what a library does (patching-third-party-code, 20 minutes). A vendored client patched with-
out editing it: a header injected, the patch suspended and reconfigured, a retry around the call, a post-import hook,
and the same patch from a config file.

18. Messages, phases and handled failures as events (logs-blocks-and-notes, 15 minutes). Log messages,
named blocks, annotations and noted exceptions on the same tape as the calls, all inert when nothing is listening.

19. Where events go (sinks-and-collectors, 20 minutes). A sink of your own, what a process sink hears that a
timeline cannot, fan-out, depth, filtering and sampling, Counter and Aggregate, terminal nodes with a category,
and resolvers naming each event.

20. Reading a trace after the fact (trace-files-and-tools, 15 minutes). JSON Lines as the durable form of
a trace: streamed to disk from a config file, converted for Perfetto, rendered as a golden file a test compares the
live tree against, and rotated on a schedule.

21. Reports on a schedule (watching-a-service-over-time, 15 minutes). A Window with every= in code and
then in the config: a summary each period, a report on demand from a signal, a JSON Lines stream that rotates
rather than grows, and what a restart does to the schedule.

22. One trace across two processes (distributed-tracing, 20 minutes). One trace id across a client and a server
through the traceparent header, two JSON Lines files joined on the id, and deferred work linked back to its
origin rather than nested under it.

23. Requests in tests, and at the boundary (testing-web-requests, 15 minutes). The Flask instrumentation
inside a pytest test, then the on_request namespace on a WSGI binding: a canned response, a fault the server
sees, and a status rewritten on the way out.

24. Instrumenting a package nobody has covered (writing-instrumentation, 20 minutes). An
Instrumentation class for a small library: a hook per trigger module, settings validated when the config
loads, tested directly and through wrapture, and packaged with an entry point.

4.5 How wrapture was built
I am Graham Dumpleton, the author of wrapture, and also of wrapt and mod_wsgi. Every line of code and documen-
tation in wrapture, this page included, was written by an AI assistant working under my direction. I want to be upfront
about that, and equally upfront that this was not a one-shot prompt and a pile of generated code. It was a long, deliberate
endeavour, and I think the process is what makes the result worth trusting or not, so this page explains it.

4.5.1 The itch
Through wrapt, the library wrapture is built on, I have spent a good part of two decades on the mechanics of monkey
patching in Python. For much of that time I have carried a quiet dissatisfaction with unittest.mock: not that it is bad,
but that it falls a little short on correctness. A fabricated object answers every method and verifies nothing, a patched
call records a flat list with no return values and no nesting, and the things a test most needs to be sure of, that the right
calls happened, in the right order, with the real code actually running, sit just outside what substitution can express.

There is a second thread to this. I was also the original author of the New Relic Python agent for their APM product,
written while I worked there, and that left me with a keen and lasting interest in instrumenting Python programs for
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performance analysis and tracing: attaching observation to code you do not control, recording what flows through it,
and doing so without disturbing the program being watched. Testing and tracing look like different problems, but
underneath they want the same thing, a way to see the real calls as they happen.

I had long believed that wrapt’s machinery, wrapping real code rather than replacing it, could serve both: a testing tool
where the real call graph stays intact, everything that flows through it is recorded and introspectable, and strictness is
the default rather than an opt-in, and, from the same recorded calls, a tracing tool. wrapture is me finally scratching
that itch, and satisfying my curiosity about whether the idea held up.

4.5.2 The process
The work started well before any code. I spent days specifying what I wanted: the goals, the scope, the shape of the
API, and the layers it would be built in, written down as design documents that the AI and I argued over and refined
before implementation began.

From there the work proceeded in deliberate layers, each one specified, discussed, implemented, tested and documented
before the next began. Two disciplines did most of the steering. Documentation grew with the code rather than after
it, and every example in these pages runs as a doctest, so the docs are continuously proven against the implementation,
and writing them repeatedly exposed designs that read worse than they demoed. And the test suite runs against every
supported Python version, including the free-threaded builds, on every change.

The step I would most recommend to anyone attempting something similar came late: validation against reality. I took
the unit test suites of well-known Python packages that lean heavily on unittest.mock and had the AI replicate their
tests using wrapture instead, side by side with the originals. Every point of friction became a decision: sometimes a
documented position on why wrapture deliberately differs, and sometimes a missing feature that got specified, built
and documented like everything else. Several of the pieces described in these docs exist because a real test suite could
not be expressed cleanly without them.

Throughout, the division of labour was consistent: the AI wrote the code, the tests and the prose; I set the direction,
made the design calls, reviewed what came back, and sent plenty of it back. My experience with wrapt and with
Python’s darker corners is all through the result, in what was asked for as much as in what was refused.

4.5.3 A clean slate
One advantage a new library has over an old one is coherence. Mature packages accrete: features are added one release
at a time, each sensible alone, and there is never a moment when the whole API can be redesigned to match what was
learned along the way. Because wrapture’s functionality arrived in a compressed period with the whole design still in
view, its API could be kept consistent from end to end: naming conventions hold across the entire package with no
exceptions, because nothing predates them, the same concepts reappear wherever they apply rather than each corner
growing its own variant, and when validation showed a design could be better, it was redesigned rather than worked
around.

4.5.4 An experiment
It is worth being honest about what wrapture is for me. In large part it is an experiment: a chance to find out whether
an idea I had carried around for years actually held up once built, and, just as much, whether a library of this kind could
be produced this way, with an AI doing the writing and me doing the directing, to a standard I would be happy to put
my name to. Both of those questions I now have answers to, and getting them was the point.

What it was never premised on is anyone else using it. I built wrapture because I wanted to see it exist, not because I
had identified a gap in the market or a user base waiting for it. If people find it useful and pick it up, that is wonderful,
and I will happily support it. If nobody does, that is fine too: the experiment still ran, the questions still got answered,
and I still had the satisfaction of scratching the itch.
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4.5.5 If you would rather not
Some people are firmly opposed to AI-written software. If that is you, I understand, and I am not going to argue with
your position; it is a reasonable one to hold, and this page exists so you can make the call with the facts in hand rather
than discover them later. If AI involvement rules wrapture out for you, then wrapture is not for you, and no hard feelings
whatsoever. The code of wrapt, written the old way, remains underneath.

4.6 Design concepts
wrapture is one mechanism worn three ways: monkey patching, unit testing, and ad-hoc tracing. The guides go deep on
each; this page is the map to read first. It introduces every concept the guides build on, a paragraph or two apiece, and
shows how they compose, so that when a guide says “the binding records onto the tape”, both halves of that sentence
already mean something. Nothing here is exhaustive, and everything links to the page that is.

4.6.1 The wrapped call site
Everything starts from one move: wrap real code at a named location, without the code knowing. The classes being
observed do not import wrapture, inherit from anything, or register themselves; wrapture reaches them by name and in-
stalls a wrapper around the real callable, using wrapt’s monkey-patching machinery. Unless told otherwise the wrapper
is transparent: the real code runs, with wrapture in a position to watch the call, change it, or answer it. Removing the
wrapper restores the original exactly, and wrappers compose, so a site someone else has already decorated or patched
still works.

Wrapping rather than replacing is the load-bearing choice. Because the real method still sits under the wrapper, calls
an object makes to itself pass through it too, an intervention can be surgical (rewrite one argument, keep everything
else real), and what gets recorded is what the real code actually did. The design philosophy page explains the thinking;
here it is enough that every concept below sits on this one move.

4.6.2 Bindings: naming a location
The central object is the binding. One binding names one location and carries three separable things: where (the
addressing), what should happen there (the behaviour), and whether it is currently installed (the lifecycle).

Addressing takes the forms code itself uses: a string module path resolved late (binding("myapp.
gateway", "Gateway.charge")), a class or instance in hand (binding(Gateway, "charge")), an attribute slot
(attr="TIMEOUT") or a mapping entry (item="API_KEY"). A misspelled name fails on the line that made the mistake,
not later as a patch that never fired.

Declaration and effect are separate: binding() only declares, and nothing changes until apply() installs the wrapper.
remove() restores the original, suspend() and resume() toggle it in place, and a with block scopes apply and remove
around a body. Several bindings form a group with bindings(), one object with one lifecycle that never half-applies.
All of this is the monkey patching guide’s subject.

A binding adapts its vocabulary to the shape of what it names. A callable is wrapped around its calls; an attribute
around its reads, writes and deletes; a plain value or mapping entry is held rather than wrapped; an iterable is wrapped
around its consumption. The next three sections take these in turn.

4.6.3 Behaviour: channels, verbs and phases
What a binding does at its site is configured on channels named for the interceptable operations: on_call for callables,
and on_get, on_set, on_delete for attributes. Each channel offers two kinds of verb. Stages compose, each seeing
the operation on its way in or out: transforms_args() and transforms_result() rewrite, validates_args()
and validates_result() check without changing. A terminal decides the outcome, and there is at most one:
returns() answers without running the real code, raises() fails the call, decorates() takes full control in wrapt’s
wrapper form, and passes_through() says explicitly that the real code runs.
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A binding with no behaviour at all is the most common kind: it observes. The real call runs and is recorded, and
nothing else happens. Stubbing, failing and transforming are opt-ins on top of watching, not the baseline.

Behaviour can also be scripted to change over time. then() starts a new phase after a count or a condition, with the full
vocabulary available in each phase, so “succeed twice, then time out” is three lines rather than a hand-written counter.
Phases are the tool for behaviour that must change within one call of the code under test; a test that sits between calls
simply reconfigures the binding in place.

4.6.4 Value and mapping bindings: holding instead of wrapping
Not every patch intercepts an operation. A test often just needs an environment variable set, a settings key changed, or a
module constant lowered, for a scope and then put back. A binding whose slot is named with attr= or item= is a value
binding: overrides() makes the slot hold a value, hides() makes it absent (which overrides(None) cannot say),
and removal restores what apply() found, including restoring absence. A mapping binding (mode="mapping") does
the same for a dict’s whole content, merging with updates() or replacing with overrides(), always mutating the
one real dict in place so every holder of it sees the change. These bindings hold state rather than wrap operations, so
they record nothing, and say so.

4.6.5 Iterator bindings: consumption is the event
For a generator or other iterable, the interesting moments are spread over its consumption, so mode="iterator" gives
channels for exactly those: on_item as each element passes, on_finishwhen the iteration completes, on_errorwhen
it raises, on_abandon when the consumer walks away without finishing. The last one answers a question nothing else
can see asked: the loop that stopped early, the generator dropped half-consumed. Details are in the monkey patching
guide alongside the other modes.

4.6.6 Timeline and tape: scoped recording
Bindings intervene; recording is what turns them into evidence. A timeline is a scope: with wrapture.timeline(.
..) opens it, and while it is open, every call through every applied binding records an event. The record itself is the
tape, and the two words are two views of one thing: the timeline is the scope, the tape is what it holds. Bindings handed
to timeline() are applied on entry and removed on exit; bindings applied by other means record onto the open tape
as well.

An event is richer than a mock’s call record: signature-normalized arguments (so charge(500) and
charge(amount=500) assert identically), the real return value or the exception, the instance the method was called
on, and its position and nesting in the whole run. On top of that one vocabulary does all the asserting: fil-
ters narrow (with_args(), with_instance(), matching(), raising()), assertions conclude (assert_once(),
assert_never(), assert_times()), tape.assert_order() checks sequence across any bindings, and tape.
tree() prints the nested call tree.

An event keeps two facts about failure apart. Its exception is the exception that escaped the scope, set by the recording
path itself. Its caught sequence holds the exceptions the observed code handled inside the scope and reported with
wrapture.note_exception(), the way a framework’s error handler can, the scope itself completing with a result;
event.failed is either, and raising() matches either.

Timelines scope as well as record. A tape is never cleared; a test that wants fresh counts for each phase opens one
timeline per phase, and timelines nest, an inner one reading only what happened inside it while an outer one keeps the
whole run. Scoping, not erasing, is the recording idiom throughout.

4.6.7 Expectations: asserting up front
Assertions read the tape after the fact. An expectation is the same claim declared on the binding before the run:
expect_once(), expect_never(), expect_times(), expect_at_least(). Expectations are verified when their
scope closes, a timeline exit or a decorator’s teardown, and an expectation with nothing recording is a loud error rather
than a silent pass. They read as a contract at the top of the test, with the body free of bookkeeping.
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4.6.8 Stand-ins: stub, mock and observed
Sometimes the test must supply the thing being called, because the code under test receives it rather than importing
it. wrapture’s stand-ins follow one taxonomy. A binding wraps a callable that already lives somewhere. observed()
wraps one the test has in hand, a closure, a callback, a hook about to be registered, leaving it as the behaviour and
recording its calls. stub() makes up a callable where the arguments do not matter and the test dictates the outcome
(returns=, raises=, with mimics= borrowing a real signature and kind= making it genuinely a coroutine or genera-
tor function). mock(Spec)makes up a whole collaborator: an instance-shaped double of a named class, every method
a signature-checked recording stub, nothing fabricated beyond the spec.

Two threads run through all four. Strictness: signatures are checked, absent names raise, and nothing is invented on
first touch, which is the deliberate difference from unittest.mock’s spec-less Mock. And recording: stubs, mocks
and observed callables record to the same tape as bindings, so one assert_order() spans the real and the supplied
alike. The unit testing guide covers all of this; coming from unittest.mock maps each mock idiom to its counterpart
here.

4.6.9 Scoping forms: with, decorators, fixtures
Everything above is scoped somehow, and tests get three equivalent spellings. The with block is the primitive and the
most precise about extent. The decorators say the same thing at the function level: @wrapture.bound(...) mirrors
a binding’s fluent chain and injects the built binding into the test as a keyword argument; @wrapture.taped() opens
a timeline around the call and injects the tape. Pytest fixtures give reuse across tests, and the pytest plugin supplies an
ambient tape fixture so test bodies read identically under any of the three. The forms mix freely; a target born inside
the test body is bound in the body, with the with-block.

4.6.10 Log capture: messages as events
A log message the observed code emits is an observation like any other, so capture_logs() records standard library
logging as events of kind "log", selected by logger-name pattern and level threshold. The capture applies like a binding,
timeline() accepts it alongside them, and its events speak the usual filter-then- assert vocabulary, with at_level()
and with_message() joining the family. What no logging fixture can offer comes from the tape’s structure: each
message nests inside the call that emitted it, so a test asserts “this call logged this warning”, not “this warning appeared
somewhere”, and a trace shows messages in place in the tree. The same events flow to sinks, so a config file’s [[log]]
entries put an application’s log messages into its trace with no code changes.

4.6.11 Block events: phases the code declares
The third event producer, after bindings (calls observed from outside) and log capture (messages the code emitted),
is a declaration the code makes itself: wrapture.block(name) is a context manager recording the enclosed stretch
of code as one event of kind "block", with the body’s duration, an escaping exception, and data= plus annotate()
filling its data. Everything recorded inside nests under it, so blocks name the phases of an operation that no callable
boundary covers, assertable in tests with tape.blocks(name) and scoped views from tape.within(event), and
rendered as spans by a tracing sink. Like a log statement, the marker is inert when nothing listens, so it can live in
production code permanently. There is no decorator form: a whole function is a "call" event, via @observed or a
binding; block() marks what is smaller than a function.

4.6.12 From tests to tracing
Take the same bindings, remove the test around them, and the remaining question is where events go. A sink answers it:
Printer renders calls live, JSONLines streams them to disk, counters aggregate without retaining, and sinks compose
with fan-out, sampling and filtering. Listening can be process-wide or scoped, so a long-running application can be
observed continuously or in slices.

None of that requires the application’s cooperation. A wrapture.toml names the targets (down to whole-
module discovery) and the sinks; python -m wrapture app.py applies it at launch, and with autowrapt installed,
AUTOWRAPT_BOOTSTRAP=wrapture in the environment does the same for a plain python start, so an application that
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cannot be modified or redeployed differently still yields a trace. On top sit the request-shaped and time-shaped con-
veniences: WSGI and ASGI tracing group events per request, and scheduled tracing opens windows on a schedule or
trigger, feeding collectors that turn a slice of events into a report. The ad-hoc tracing guide is the reference for all of
it.

4.6.13 Instrumentation: packaged patching for a target
When the patching a config needs is richer than naming members, it is an instrumentation: a subclass of wrapture.
Instrumentation declaring the one target package it covers, the version range it supports and the settings it takes, with
a decorated hook method per trigger module that wrapture calls when that module is imported, and cleanup registration
that undoes it on removal. An [[instrument]] entry names the class, by entry point name for a published package
(one distribution may register many, one class per target) or by module:attr reference for a class next to the config
file, and its other keys are the declared settings, validated at load. wrapture checks the declaration (triggers under the
target, no two instrumentations for one target, requirements present), gates on the installed version, reports what each
applied instance has done, and takes it down again on revert; wrapture.instrumentation(...) scopes the same to
a block in a test, and python -m wrapture.tools instrumentation lists what an environment has installed and
writes the template to switch it on. Instrumentation packages is the author’s guide.

4.6.14 Trace identity: one trace across processes
Event linkage is process local; a trace identity extends it. On by default, every tree of events rooted in an operation,
a call, a request or a block, carries a W3C trace id (W3C trace context is the one wire format, the one the ecosystem
converged on), minted at the root or joined from an arriving request’s traceparent header, shared by every event in
the tree and stamped on every serialised line, so two services both observed by wrapture join their trace files on one id
with no tracing backend required. Instrumentation injects the identity into outbound requests through a two-function
public surface, current_trace() and trace_headers(), and an identity wrapture parses but nothing claims passes
through verbatim: it never breaks a trace it does not understand. The [trace] config table switches identities off
process-wide, with trace = true on an observe entry as the case-by-case re-enable.

4.6.15 OpenTelemetry export: the same events, sent to a backend
The last step from a printed call tree to observability is not a different mechanism but another sink. With the
wrapture[otel] extra installed, one [otel] table in the config sends the same recorded events to any OTLP backend:
request, call and block events become spans, nested as the tape nests them; the durations of those events aggregate into
metrics; captured log messages become correlated logs, each carrying the trace and span it happened inside. The trace
identity is what ties it together: an identity minted at the root or joined from a traceparent header is the span’s trace
id, so two observed services appear as one distributed trace in the backend without either calling an OTel API. The
OpenTelemetry export guide is the reference.
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4.6.16 The map

Concept In one line Where
Binding Names one location; carries behaviour and lifecycle Monkey patching
Channels and
verbs

on_call/on_get/on_set/on_delete; stages compose,
one terminal decides

Monkey patching

Phases Behaviour scripted to change over time with then() Monkey patching
Value / mapping
binding

Holds a value or dict content in place, restored on removal Monkey patching

Iterator binding Wraps consumption: items, finish, error, abandonment Monkey patching
Timeline / tape The recording scope and the record it holds Unit testing
Events and asser-
tions

Normalized arguments, real results; filter then assert Unit testing

Expectations The same claims declared up front, verified at scope close Unit testing
observed() Wraps a callable the test has in hand; it stays the behaviour Unit testing
stub() A made-up callable; the test dictates its outcome Unit testing
mock(Spec) A made-up collaborator, strictly shaped by its spec Unit testing
bound() /
taped()

The with-block’s meaning as decorators, handles injected Unit testing

Log capture Log messages as events, nested in the call that emitted them Unit testing, Ad-hoc tracing
Block events block() declares a stretch of code as an event, children

nested under it
Unit testing, Ad-hoc tracing

Sinks Where events go outside a test: print, stream, count, com-
pose

Ad-hoc tracing

Config and injec-
tion

wrapture.toml plus a launcher or autowrapt: tracing with-
out code changes

Ad-hoc tracing

Instrumentation A class declaring one target and patching it on import,
named from the config

Ad-hoc tracing, Instrumenta-
tion packages

Request tracing Events grouped per WSGI/ASGI request WSGI , ASGI
Trace identity Every operation-rooted tree carries a distributed trace id,

propagated over HTTP
Ad-hoc tracing

OpenTelemetry
export

The same events as spans, metrics and logs to an OTLP
backend, via [otel]

OpenTelemetry export

Windows and col-
lectors

Scheduled slices of observation turned into reports Scheduled tracing

If you are new, read getting started next; it walks the first binding, the first recording and the first pytest test with
everything pasteable into an interpreter. Then follow the guides in the order above: the mechanism, the testing workflow,
the tracing machinery.

4.7 Monkey patching
wrapture provides a lifecycle and a behaviour vocabulary over wrapt’s monkey-patching machinery. You name a target
attribute, configure what should happen when it is used, and apply the patch. Removing it restores the original.

4.7.1 Creating a binding
A binding names one attribute of a module, class or instance:

import wrapture

charge = wrapture.binding(Gateway, "charge")
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The positional arguments name a location. The first is a module, class, instance, or a string using the colon convention
that event paths, config observe targets and discover() share: "module" or "module:path". Each further positional
string is an attribute step from there, itself possibly dotted, so these are all the same binding:

wrapture.binding(myapp.gateway, "Gateway.charge")
wrapture.binding(myapp.gateway, "Gateway", "charge")
wrapture.binding("myapp.gateway:Gateway", "charge")
wrapture.binding("myapp.gateway", "Gateway.charge")
wrapture.binding("myapp.gateway:Gateway.charge")

In a string the colon is the boundary between the module and the attribute path; module names contain dots too, so
binding("myapp.gateway.Gateway.charge") cannot be resolved and says so. When the member has an owning
class, prefer the colon form: point the string at the owner and keep the last step the bare member name. That reads
consistently with discover() and config observe entries, where the target is always the owner whose members are
being selected.

Creating a binding does not patch anything. Declaring bindings at class or module scope is safe; the patch is only
installed when you ask for it.

A misspelled attribute name raises AttributeError at creation, on the line that made the mistake. This check is a
side effect of mode detection (see Binding modes), so it has two exceptions. Passing an explicit mode= skips detection,
and a typo in such a binding only surfaces when apply() resolves the target. Passing missing_ok=True deliberately
accepts a name that does not resolve, to allow binding a name that genuinely is not defined on the class, typically one
assigned in __init__; a typo is then accepted too.

The target module must already be imported. wrapt’s trailing ? syntax for deferred patching is rejected with
DeferredTargetError, because a binding must hold the wrapper it applied in order to remove, suspend and re-
port on it. To patch a module the application has not imported yet, create the binding inside a post-import hook instead;
see patching a module before it is imported.

4.7.2 Applying and removing
apply() installs the wrapper; remove() uninstalls it and restores the original:

charge = wrapture.binding(Gateway, "charge").on_call.returns({"id": "stub"})
charge.apply()
...
charge.remove()

apply() also returns the binding, so it can be chained onto creation where the compactness is wanted.

remove() is idempotent, and a removed binding can be applied again. Removal also deactivates the wrapper itself, so a
reference to the patched callable taken while the binding was applied (a from module import f inside the window)
keeps working but records nothing afterwards; the binding’s removed_calls counts such calls. For a scoped patch,
use the binding as a context manager instead:

with wrapture.binding(Gateway, "charge").on_call.returns({"id": "stub"}):
...

# removed again here

The two styles must not be mixed: calling apply() on an already applied binding raises AlreadyAppliedError.

In a test, a third form applies a binding around a whole test function: wrapture.bound() takes the same addressing
arguments and the same chain, and is used as a decorator, with the binding injected into the test as an argument. See
scoping with decorators.

Three properties report state honestly:
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charge.applied # did we install the wrapper
charge.active # is it still installed on the target (queried, not cached)
charge.suspended # is an applied wrapper currently inert
charge.configured # is any behaviour set, or does the binding only observe

active resolves the target and inspects the wrapper chain on every access, so if a third party replaces the attribute
wholesale, or removes the patch behind your back, the binding reports it. repr(charge) shows one of three states:
unapplied, active or displaced, followed by suspended while a suspension holds and by configured when any
behaviour is set. What the behaviour is comes from explain(); see asking a binding what it is set up to do.

The same chain inspection is available for an object in hand rather than the location: charge.is_wrapping(obj)
says whether obj is this binding’s wrapper or wraps around it, seeing through later decorators, so code that holds a
callable from a registry or a from-import can tell whether this binding is in it without knowing what kind of wrapper was
installed. The plain original, or another binding’s wrapper, answers False. The inverse, for code that holds the object but
not the binding, is wrapture.binding_of(obj), and wrapture.find_binding(Gateway, "charge") recovers
an applied binding from its location alone; both are described under finding a binding applied elsewhere.

4.7.3 Call behaviour: changing what a call does
Behaviour for calls is configured through the on_call namespace. Every method returns the namespace itself, so
several verbs chain on the channel without naming it again, and the namespace stands in for its binding everywhere one
is expected: as a with target, passed to timeline(), applied with apply(), or asked for its events.

charge = wrapture.binding(Gateway, "charge")

with charge.on_call.transforms_args(fn).returns(None):
...

Substituting results and failures

charge.on_call.returns(value) # return value; the real callable never runs
charge.on_call.raises(exc) # raise exc; the real callable never runs

Both replace the call outright: the wrapped callable is never invoked, matching what unittest.mock does with
return_value and side_effect. Everything else in the namespace runs the real callable and intervenes around
it.

A call the real callable never sees is still checked against its signature. A binding is strict by default: whenever the
active behaviour has a terminal (returns, raises, returns_from or decorates), the call is bound to the target’s
signature first, and one that does not fit raises TypeError exactly as the real call would, before anything is counted
or recorded. That is the safety unittest.mock’s create_autospec gives a mock, without asking for it: a call site
that drifts from the signature cannot pass on the strength of a stub. Pipelines without a terminal run the real callable,
which does its own checking, so a transforms_args that deliberately adapts the call shape is left alone; targets whose
signature cannot be read (some C-implemented callables) are not checked. binding(..., strict=False) switches
the check off, for the rare patch that means to accept a call shape the target would not, say a decorator that takes a
test-only keyword.

charge = wrapture.binding(Gateway, "charge")
charge.on_call.returns({"id": "stub"})

with charge:
gateway.charge(500, bogus=True) # TypeError: myapp.gateway:Gateway.charge␣

→˓(stubbed): got an unexpected keyword argument 'bogus'
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Transforming and validating

charge.on_call.transforms_args(fn) # fn(args, kwargs) -> (args, kwargs)
charge.on_call.transforms_result(fn) # fn(result) -> result
charge.on_call.validates_args(check) # check(*args, **kwargs); call unchanged
charge.on_call.validates_result(check) # check(result); result unchanged

The real callable runs; each of these adjusts or inspects one side of the call. A check reports failure the same way a test
does: by raising, and a plain assert inside the check is enough. Whatever the check returns is ignored, so returning
False fails nothing; there is no wrapture-supplied validation exception.

def positive_amount(amount, currency="USD"):
assert amount > 0, f"amount must be positive, got {amount}"

charge.on_call.validates_args(positive_amount)

Wrapping with a decorator

When touching one side at a time is not enough, decorates() controls the whole call: it decides whether and how
the real callable is invoked, and what the caller gets back. For example, running the real call and raising afterwards, to
simulate a response lost after the operation actually succeeded:

def charge_then_drop(wrapped, instance, args, kwargs):
wrapped(*args, **kwargs)
raise TimeoutError("response lost")

charge.on_call.decorates(charge_then_drop)

The return value of wrapped() is deliberately ignored here: the caller is going to see the raised exception instead, so
there is nothing to pass it back to. The real call still happened, which is the point, and its side effects stand.

decorates() takes a plain function with wrapt’s wrapper signature, fn(wrapped, instance, args, kwargs):
the same function you would apply @wrapt.decorator to, or hand to FunctionWrapper directly. A wrapper written
for a production decorator can therefore move to decorates() unedited. Pass that undecorated function, not the result
of applying @wrapt.decorator to it, which is a decorator rather than a wrapper.

The behaviour pipeline

Configured behaviour forms a pipeline rather than a single slot:

• transforms_* and validates_* are composing stages. They wrap around what follows and accumulate in
the order added.

• returns, raises and decorates are terminal. They decide what happens at the centre, and setting a new
terminal replaces the previous one while composing stages persist.

charge = wrapture.binding(Gateway, "charge")
charge.on_call.transforms_args(lambda a, k: ((a[0] * 100,), k))
charge.on_call.transforms_result(lambda r: {**r, "sandbox": True})
charge.apply()

passes_through() drops both the terminal and every composing stage, so the real call runs untouched, while leaving
the patch installed:

charge.on_call.passes_through()

(reset() does the same and also discards any later phases; see phased behaviour.)
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Reconfiguring a live binding

Behaviour can be set before or after apply(), and changed at any time while the patch is installed:

charge = wrapture.binding(Gateway, "charge").apply()
charge.on_call.returns({"id": "A"})
...
charge.on_call.returns({"id": "B"})
...
charge.remove()

Asking a binding what it is set up to do

The repr says whether a binding intervenes at all, with the word configured; explain() says how. It returns a multi-
line string meant for a person at a prompt or in a notebook, or for a test author reading a fixture someone else wrote,
rather than for a program: the wording is not a contract. The first line is the binding’s repr; the second, when any are
set, lists the options that shape recording (when, tree, capture, stack, leaf, category); then each channel with
behaviour follows, its stages in the order they run around the terminal:

charge = wrapture.binding(Gateway, "charge", capture=wrapture.redact("card"))
charge.on_call.transforms_args(add_auth_header)
charge.on_call.validates_args(check_amount)
charge.on_call.raises(TimeoutError("busy"))

print(charge.explain())

<Binding '__main__:Gateway.charge' callable unapplied configured>
capture: redact card
on_call transforms args: add_auth_header

validates args: check_amount
raises: TimeoutError('busy')

A binding with nothing configured ends with passes through. Every behaviour namespace has the method
too: charge.on_call.explain() describes that channel alone, a phase from then() describes only itself, and
on_request on a request binding, the channels of an iterator proxy and a binding group all answer in the same shape,
the group listing each member under its name. Value and mapping bindings, which have no channels, say what they
hold (holds: 'sk_test', holds: absent, updates in place: {...}) and, once applied, what remove()
will put back.

Callables are named as their author would recognise them, so a lambda shows as <lambda>; values are summarised
one level deep, a nested container that would run long collapsing to a placeholder such as <dict 2 keys>, so one
large canned result cannot swamp the description. A returns_from() sequence given as a list is listed, one given as
a generator shows as its repr, since it cannot be shown without consuming it.

Async targets

Result-side stages are await-aware. When the wrapped callable is async, transforms_result and
validates_result apply to the awaited value, not to the coroutine object (the testing async code example
works through the testing side of all this):

fetch = wrapture.binding(Service, "fetch")
fetch.on_call.transforms_result(lambda rows: rows[:10])

Stubs follow the target’s calling convention too. On a coroutine function, returns(), returns_from() and
raises() deliver their outcome on await: the call still hands back a coroutine, so code written as await service.
fetch(1) works against the stub exactly as against the real method, and a stubbed exception is raised where the real
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one would be, at the await. On an async generator function, returns(iterable) hands back an async generator over
the iterable (an async iterable is passed through as it is) and raises() raises on the first iteration. Argument stages
and the strict signature check still run at the call, where a coroutine function reports a bad call shape too; decorates()
owns its outcome and returns whatever it returns. A stub has no outcome to inspect, so it goes by what introspection
reports (inspect.iscoroutinefunction), which wrapt’s mark_as_async and mark_as_sync can correct for a
function whose signature lies.

fetch = wrapture.binding(Service, "fetch") # async def fetch
fetch.on_call.raises(TimeoutError("down"))

async def test_retries_after_timeout():
with fetch:

with pytest.raises(TimeoutError):
await service.fetch(1) # raised here, not at the call

4.7.4 Phased behaviour: changing what a call does over time
Everything above configures one behaviour that holds until you change it. Tests often need the behaviour to change
on its own as the code under test keeps calling: fail twice and then succeed, hand out a sequence of canned responses,
run the real thing until it breaks and then fail fast. Rather than a list that mixes return values with exceptions, wrapture
models this as phases: the behaviour you configure on on_call is phase 0, and then() adds the phase that takes over
from it, with the argument saying when the hand-over happens.

charge = wrapture.binding(Gateway, "charge")
charge.on_call.raises(TimeoutError("down")) # phase 0: the gateway is down

recovered = charge.on_call.then(after=2) # once phase 0 has handled two calls
recovered.passes_through() # the real call runs

The first two calls raise, every call after that is real. Each phase is a complete behaviour of its own, with the same verbs
as on_call, and nothing is inherited between phases: a phase with no terminal runs the real operation, a phase with no
stages runs none. Stating passes_through() on a fresh phase is therefore optional, and worth writing when running
the real thing is the point of the phase.

charge.on_call.explain() lays a chain out phase by phase, each with how it ends (ends after 2 calls, ends
when the sequence is exhausted, ends on advance()) and a final line saying which phase is deciding now.

then() is relative to the namespace it is called on: charge.on_call.then(...) is the phase after phase 0, and
recovered.then(...) is the phase after recovered. Calling then() again on the same namespace returns the
same successor rather than adding another, so setup code that runs twice does not grow the chain. The last phase,
having no successor, stays active for good.

The verbs on a phase return the phase, so a phase can be configured in one chain (then(after=1).
validates_args(check).returns(b)); holding it in a variable named for what the phase is, and configuring it
line by line as with on_call, usually reads better.

When a phase ends

Three kinds of exit condition, one per then():

• then(after=n): after this phase has handled n more calls.

• then(until=fn): once fn(event) is true for a call this phase handled. The event is the same Event a timeline
records, seen as the caller saw it: arguments normalised, result after any transforms_result, exception
set if anything in the pipeline raised. It is evaluated whether or not a timeline is running.
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• then(): no condition of its own. The phase ends when the test calls binding.advance(), or, for a phase
whose terminal is returns_from(), when its sequence runs out (below).

advance() works whatever the exit condition, so a test can force the next phase early, and past the last phase it does
nothing. Exhaustion of a returns_from() sequence likewise ends its phase whatever the condition, whichever comes
first. binding.phase is the index of the active phase, so a test can assert how far the chain got. Phases restart at 0 on
every apply(); suspend()/resume() leave them alone.

A circuit breaker: run the real call until one fails, then fail fast:

def failed(event):
return event.exception is not None

fetch = wrapture.binding(Client, "fetch")
fetch.on_call.passes_through()

tripped = fetch.on_call.then(until=failed)
tripped.raises(CircuitOpen())

Stepping from the test, when the trigger is not in this binding’s own calls. Here the remote stays down until a health
check, itself a binding, reports it healthy:

remote = wrapture.binding(Client, "request")
remote.on_call.raises(ConnectionError("down"))

online = remote.on_call.then()
online.passes_through()

health = wrapture.binding(Monitor, "check")

def note_recovery(status):
if status == "healthy":

remote.advance()

health.on_call.validates_result(note_recovery)

When the condition is visible in the call itself, then(until=...) says it more directly than a stage calling advance().

Sequences: returns_from()

For “return the next value on each call”, a phase per value would be tiresome, so returns_from(iterable) is a
terminal that draws successive values, one per call, lazily; a generator or itertools.cycle() works. When the
sequence runs out the phase ends, and the call that found it empty is handled by the successor. A bare then() after a
sequence therefore means “when it is exhausted” rather than “on advance() only”:

lookup.on_call.returns_from(numbers) # phase 0: one value per call

settled = lookup.on_call.then() # once the sequence is exhausted
settled.returns(default) # ...and this value from then on

With no successor, running out raises SequenceExhaustedError at the call site. iter() is called on the iterable
afresh at each apply(), so a list restarts and a generator continues.

A known sequence of “random” numbers makes code that samples or jitters deterministic without seeding tricks:
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with wrapture.binding(random, "random").on_call.returns_from([0.1, 0.9, 0.5]):
...

random.random is a module attribute, so this catches random.random() callers; code holding its own random.
Random() instance is covered by binding random.Random instead, and from random import random at import
time escapes, as it does from a unittest.mock patch.

Stages compose around each drawn value as they do around any terminal, so validates_result() on the same phase
can refuse a particular value when it comes through.

unittest.mock’s side_effect list, spelled out

unittest.mock accepts a list for side_effect, consumed one entry per call, with exceptions raised and anything
else returned. With phases, side_effect=[a, b, Err] becomes one phase per regime, values and exceptions kept
apart:

lookup.on_call.returns_from([a, b])

failing = lookup.on_call.then()
failing.raises(Err)

Phases and the timeline

Events of a phased binding carry the index of the phase that handled them as event.phase (None for a binding with
a single phase), so a recording can be filtered by regime with in_phase(n):

with wrapture.timeline(charge) as tape:
service.place_order(...)

tape.for_binding(charge).in_phase(0).assert_times(2)
tape.for_binding(charge).in_phase(1).assert_once()
assert charge.phase == 1

binding.phase counts transitions, in_phase() counts calls; a phase can be entered and left without handling a call,
so the two answer different questions.

Attribute bindings and groups

on_get, on_set and on_delete have then() too, each operation with its own chain, and on_get has
returns_from(). Reads are easy to trigger by accident (repr, hasattr, a debugger), so pair a read sequence with a
successor or itertools.cycle(). binding.phase refers to the one operation that has phases; with phases on more
than one, ask binding.on_get.phase (or on_set.phase, . . . ) instead. A binding group’s advance() advances
every member together.

passes_through() on a base namespace clears phase 0 only; to drop the whole chain and start again, use reset().

4.7.5 Suspending and resuming
suspend() makes an applied wrapper completely inert without removing it; resume() reactivates it:

charge = wrapture.binding(Gateway, "charge").apply(suspended=True)
...
charge.resume()
...
charge.suspend()

(continues on next page)
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charge.on_call.returns({"id": "other"}) # reconfigure with nothing in flight
charge.resume()

Unlike remove() followed by apply(), suspension changes nothing structural: the wrapper keeps its position in the
wrapper chain, so it is safe to toggle while other parties have wrapped the same target. Calls that arrive while suspended
run the original callable and are counted on charge.suspended_calls.

remove() clears suspension, so a re-applied binding starts active unless apply(suspended=True) says otherwise.

suspend() on a binding that is not yet applied is accepted too: it records that the next apply() should install the
wrapper suspended, which is apply(suspended=True) said in the other order, and the repr shows the pending state
as unapplied suspended. A resume() before the binding is applied withdraws the request.

4.7.6 Binding groups
bindings() groups bindings under names, to apply and remove as a unit. Each member is an ordinary binding(), so
it carries its own mode and options; the keyword is the name it is reached by on the group, by attribute or item access,
and its label stays its own. Like binding(), a group only declares: nothing is applied until the group is:

group = wrapture.bindings(charge=wrapture.binding(Gateway, "charge"),
ledger=wrapture.binding(Ledger, "record"))

group.charge.on_call.returns({"id": "stub"})
group["ledger"].on_call.raises(TimeoutError("down"))

with group:
...

Configuring behaviour before applying means no call can slip through in its real form between the patch landing and
the behaviour being set. Members can still be reconfigured while the group is applied, as with any binding.

If applying any member fails, the members already applied are removed again, so a group never half-applies; remove()
runs in reverse order of application. suspend(), resume(), advance() and apply(suspended=True) work across
the whole group. That is what a group gives over a nested with of separate bindings: one lifecycle with rollback, and
one object to hand to a fixture or timeline().

4.7.7 Binding modes: call versus attribute
A binding is either callable or attribute mode, detected from what is found at the target: functions, lambdas,
staticmethods and classmethods are callable; properties, __slots__ members and plain data are attributes. The mode
selects which behaviour namespaces exist: on_call for callable bindings; on_get, on_set and on_delete for at-
tribute bindings. Accessing a namespace the mode does not support raises WrongModeError.

A callable object stored as a data attribute is ambiguous and is treated as callable; pass mode="attribute" or
mode="callable" to override the detection:

wrapture.binding(Model, "author", mode="attribute")

See Attribute bindings for what the attribute-mode namespaces do. A binding created with an explicit mode= and a
misspelled name fails with AttributeError at apply(), since such bindings skip the creation-time check.

A third mode, value, is never detected: it is selected by naming a slot with attr= or item= instead of what to wrap,
and holds a value in that slot rather than intercepting anything. See Value bindings.
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4.7.8 Attribute bindings
An attribute-mode binding intercepts reads, writes and deletes of an attribute by installing a data descriptor on the class,
wrapping whatever previously occupied the attribute: a plain class default, a property or other descriptor, a __slots__
member, or nothing at all with missing_ok=True. The prior definition keeps working beneath the interception: a
property’s getter, setter and deleter still run, writes land in the instance dictionary when there is no prior setter, and
reads follow the normal lookup precedence, with an instance value beating a plain class default.

Behaviour is configured through three namespaces, one per operation:

status = wrapture.binding(Model, "status")

status.on_get.returns(value) # reading gives value; no real read
status.on_get.transforms(fn) # fn(value) -> value
status.on_get.validates(check) # check(value); read passes unchanged
status.on_get.decorates(fn) # fn(read, instance) -> value
status.on_get.raises(exc) # raise exc instead of reading

status.on_set.transforms(fn) # fn(value) -> value actually written
status.on_set.validates(check) # check(value); write passes unchanged
status.on_set.decorates(fn) # fn(write, instance, value)
status.on_set.rejects() # AttributeError instead of writing

status.on_delete.validates(check) # check(instance); delete passes
status.on_delete.decorates(fn) # fn(erase, instance)
status.on_delete.rejects() # AttributeError instead of deleting

Each namespace is an independent pipeline with the same composing and terminal rules as on_call, each has its own
passes_through(), and validation checks fail the operation by raising, exactly as in on_call. In the decorates()
forms, read(), write(value) and erase() perform the real operation, so the function decides whether and how it
happens.

status = wrapture.binding(Model, "status")
status.on_set.validates(lambda value: check_transition(value))
status.on_delete.rejects()

with status:
...

The lifecycle is identical to callable bindings: apply and remove or a context manager, groups (which can mix both
modes), and honest active/displaced state. A suspended attribute binding passes reads, writes and deletes straight
through, counting them on suspended_calls. Two attribute bindings on the same name compose, and removal
restores the original definition exactly, including removing the shadowing slot when the binding was over an inherited
default or a missing_ok name.

With missing_ok=True the binding covers an attribute that exists only on instances, typically assigned in __init__;
reads raise AttributeError until a value is written, exactly as without the binding, and writes made in __init__
pass through the binding’s set behaviour.

An attribute binding and a callable binding can be stacked on the same method, in either order, to observe both the
access and the call: the attribute binding sees the lookup that produces the bound method, the callable binding sees the
call itself. The attribute binding needs an explicit mode="attribute", since detection classifies a method as callable:

access = wrapture.binding(Service, "ping", mode="attribute")
access.on_get.validates(record_access)

(continues on next page)
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calls = wrapture.binding(Service, "ping")
calls.on_call.validates_args(record_call)

Module attributes

A module attribute is bound the same way, and a module’s plain data is detected as attribute mode, so a constant, a
flag or a settings object held on a module gets on_get, on_set and on_delete with the same vocabulary, phases and
events:

>>> import types, wrapture
>>> config = types.ModuleType("config")
>>> config.TIMEOUT = 30

>>> timeout = wrapture.binding(config, "TIMEOUT")
>>> timeout.mode
'attribute'

>>> _ = timeout.on_get.returns(5)
>>> _ = timeout.on_get.then(after=2).passes_through()
>>> _ = timeout.on_set.raises(RuntimeError("frozen while the test runs"))

>>> with timeout, wrapture.timeline() as tape:
... print(config.TIMEOUT, config.TIMEOUT, config.TIMEOUT)
... try:
... config.TIMEOUT = 1
... except RuntimeError as exc:
... print(exc)
5 5 30
frozen while the test runs

>>> [event.kind for event in tape.for_binding(timeout)]
['get', 'get', 'get', 'set']
>>> config.TIMEOUT
30

Under the covers the descriptor cannot go on ModuleType itself, so the binding gives the module a private subclass of
its type, assigned to the module’s __class__while any binding on that module is applied, and puts the descriptor there.
The value stays in the module’s __dict__, every binding on the module shares the one class, and the original type is
restored when the last binding is removed. Two consequences are visible: type(module) is types.ModuleType is
False while a binding is applied (isinstance and inspect.ismodule are unaffected, and the class is named module
so reprs and messages read the same), and a module whose type does not allow __class__ assignment, which some
extension modules do not, is refused with TypeError at apply().

What is intercepted is access through the module object: config.TIMEOUT, getattr(config, "TIMEOUT"),
setattr, del. Code that did from config import TIMEOUT holds the value already, and reads through
vars(config) or config.__dict__ bypass the descriptor, as they do for an attribute binding on a class. When
all that is wanted is a different value in place for the duration of a test, with nothing observed, binding(config,
attr="TIMEOUT").overrides(5) is the value binding form, and a value binding applied on top of an interception
binding on the same name is seen by it as a set, since that is what it does.
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Decorating a method on the fly

Because on_get runs with the instance in hand, an attribute binding on a method can mint a wrapper for the bound
method at each access, using wrapt directly. That makes the decoration decision per access rather than per definition:

import wrapt

def audit(wrapped, instance, args, kwargs):
record(instance, args)
return wrapped(*args, **kwargs)

charge = wrapture.binding(Gateway, "charge", mode="attribute")

def selective(read, instance):
bound = read()
if instance.audited:

return wrapt.FunctionWrapper(bound, audit)
return bound

charge.on_get.decorates(selective)

Only instances flagged audited get the wrapper; everything else receives the bare bound method. The instance argu-
ment inside audit is correct without further work: read() returns a bound method, and wrapt.FunctionWrapper
recognises one, extracting __self__ as the instance when called. Method semantics survive the wrapper: equality be-
tween accesses, signature introspection, __name__ and __self__ all behave, and a bound method stored as a callback
and called later stays decorated.

Prefer a callable-mode binding for unconditional decoration: it installs one wrapper once, where this pattern allocates a
wrapper per access. Note also that class-level access bypasses it: Gateway.charge(obj, 1) reaches the raw function,
since no instance access occurs.

One limit worth knowing here: the target must resolve to a class or a module. An instance target is refused with
TypeError, since the descriptor is installed on the class and would affect every instance, not just the one given. See
Known limitations for the full list, including that attribute bindings intercept access made through instances only.

4.7.9 Value bindings: holding a value in place
Everything above wraps something: a call or an attribute access passes through wrapture, which records it or changes
what it does. Some patches are not like that. A test wants an environment variable set, a key in a settings dict changed,
a module constant lowered, an attribute on one object pointed elsewhere, for the duration of the test and then put back,
and nothing needs to be observed. That is a value binding: name the owner positionally, name the slot in it with attr=
or item=, and say what the slot should hold:

timeout = wrapture.binding("myapp.config", attr="TIMEOUT").overrides(0.5)
api_key = wrapture.binding(os.environ, item="API_KEY").overrides("sk_test")

attr= names an attribute of the owner; item= names a mapping entry, any key: an os.environ variable, a dict
key, a sys.modules name, a list index. The positional part names the owner, in every form Creating a bind-
ing allows, so binding("os", "environ", item="API_KEY") and binding("myapp.config", "SETTINGS",
item="currency") read the way the code does. Three verbs, each returning the binding so it chains into apply() or
a with:

• overrides(value): the slot holds value while applied.

• hides(): the slot is absent while applied: the variable is unset, the key is not in the mapping, the attribute is
not on the owner. This is what “the setting is missing” tests need, which overrides(None) cannot say (None
is a value that is there).
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• passes_through(): leave the slot as it really is. A binding starts in this state, and it is the way back to it on an
applied binding without removing it.

with wrapture.binding(os.environ, item="API_KEY").hides():
with pytest.raises(ConfigError, match="API_KEY"):

make_client()

apply() (or entering the with) notes what the slot held, or that it held nothing, and writes the configured state;
remove() puts the prior state back, deleting the slot if it did not exist before. What comes back is the state noted at
apply(), whatever happened to the slot in between: the configured value is only the starting state, and the test may
reassign the slot directly, or delete it, with the original still restored on the way out. A test that walks one setting through
several values therefore needs one binding, not one scope per value:

with wrapture.binding(os.environ, item="APP_ENV").overrides("staging"):
assert detect_environment() == "staging"

os.environ["APP_ENV"] = "production"
assert detect_environment() == "production"

# APP_ENV holds what it held before, or is absent again

The restore covers the slot itself, not objects reachable through it: a test that digs out the slot’s original mutable
value and changes it in place has changed the original, and putting the reference back does not undo that. The owner
is never replaced, so every reference to it sees the change: os.environ is one object, and a settings dict imported
elsewhere with from config import SETTINGS is the same dict the binding wrote into. Rebinding the attribute
(binding("config", attr="SETTINGS").overrides({...})) is different: it gives config.SETTINGS a new
object, which reaches code that reads it through the module and not code that copied the name at import; use item=
on the dict itself when the point is a changed entry, or a mapping binding when the point is the whole content.

The verbs may be called before or after apply(), and on an applied binding they take effect at once, so the fixture
shape is one binding applied for the test and a verb per case:

@pytest.fixture
def api_key():

with wrapture.binding(os.environ, item="API_KEY") as key:
yield key # applied, holding nothing yet

def test_sandbox_key(api_key):
api_key.overrides("sk_test")
...

def test_missing_key(api_key):
api_key.hides()
...

Everything around bindings applies. suspend() puts the prior state back until resume(); active reports whether
the slot still holds what the binding put there, so a teardown can see that something else overwrote it (repr() shows
displaced); a group applies and removes several together, in order, with rollback; the pytest plugin’s leak sweep
reports a value binding left applied like any other.

What a value binding does not do is record: there is no call to observe, only a value in a slot. It has no on_* namespaces,
no events, no phases, and the recording options (capture=, stack=, when=, tree=, leaf=, category=) are refused
rather than ignored. If what you want is to see who reads a setting, or to transform the value as it is read, give the
code an accessor (get_setting("TIMEOUT"), config.timeout()) and bind that in callable mode: reads then go
through one callable with the whole vocabulary, and it is usually better code anyway.

Some cases worth knowing:
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• An instance attribute, on one object only: binding(client, attr="base_url").overrides("http://
localhost:9999"). If the value came from the class, the instance is left without its own copy afterwards,
exactly as before. (Positional binding(client, "base_url") is still refused: an attribute binding installs a
descriptor on a class, and the error now names attr= for this case.)

• A module constant: binding("myapp.http", attr="TIMEOUT").overrides(0.01). Positional
binding("myapp.http", "TIMEOUT") is the interception form, which sees and can shape each read;
the value binding just holds the value.

• A stand-in module: binding(sys.modules, item="boto3").overrides(fake), affecting imports made
while applied, as unittest.mock.patch.dict(sys.modules, ...) does.

• Replacing a function wholesale rather than wrapping it, binding("myapp.clock", attr="now").
overrides(lambda: FIXED), when a whole different object is wanted; on_call.returns() or
decorates() is usually the better tool, since the binding then records and can be phased.

• attr= takes no mode=: to wrap what an attribute holds, name it positionally, that spelling already exists. item=
also takes mode="callable", "wsgi" or "asgi", since nothing else can reach a callable or an application held
in a mapping: the entry is wrapped in place with the whole vocabulary of that mode and the original put back
on remove(). A handler in a dispatch table, with phases and recording:

handler = wrapture.binding("myapp.routes", "HANDLERS", item="GET", mode="callable")
handler.on_call.raises(ServiceUnavailable())
handler.on_call.then(after=2).passes_through()

with handler, wrapture.timeline() as tape:
...

This reaches what observed()was previously the only tool for, when the callable does sit in a mapping; the usual
caveat applies, as for a module function, that whoever pulled HANDLERS["GET"] into a local before apply()
holds the original.

4.7.10 Mapping bindings: substituting a mapping’s content
A value binding changes one slot. Sometimes the thing to change is the whole content of one mapping: the settings
dict should hold exactly these entries for the test, or the environment should be empty, and every holder of that dict,
including code that did from config import SETTINGS at import time, should see it. That is mode="mapping" on a
location whose object is a mutable mapping; the object is mutated in place and never replaced (the pinning configuration
example puts this and the other configuration shapes to work together):

>>> import types, wrapture
>>> config = types.ModuleType("config")
>>> config.SETTINGS = {"currency": "USD", "tax_rate": 0.2}
>>> SETTINGS = config.SETTINGS # a holder, as `from config import SETTINGS`

>>> settings = wrapture.binding(config, "SETTINGS", mode="mapping")
>>> settings.mode
'mapping'

>>> with settings.overrides({"currency": "EUR"}): # exactly these entries
... print(SETTINGS, config.SETTINGS is SETTINGS)
{'currency': 'EUR'} True

>>> with settings.updates({"currency": "EUR"}): # merged over what is there
... print(SETTINGS)
{'currency': 'EUR', 'tax_rate': 0.2}

(continues on next page)
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>>> SETTINGS # put back, in order
{'currency': 'USD', 'tax_rate': 0.2}

Three verbs: overrides(values)makes values the whole content while applied, and overrides({}) is the empty
mapping (there is no hides() here, since a mapping’s absent content is just no entries); updates(values) merges
the named keys over the original content; passes_through() leaves the content as it is. For readers coming from
unittest.mock, overrides() is patch.dict(d, values, clear=True) and updates() is patch.dict(d,
values); see coming from mock. As with a value binding the verbs may be called before or after apply(), take effect
at once on an applied binding, and remove() restores exactly the entries that were there at apply(), in their order.
values is copied when the verb is called, so changing the dict you passed afterwards changes nothing. The entries’
values are the same objects, not copies, so a nested list or dict mutated during the test stays mutated (as it does with
patch.dict).

The target can be the mapping itself, binding(os.environ, mode="mapping"), or any location form that reaches it,
and item= takes the mode too for a mapping held in an entry: binding(config, "DATABASE", item="primary",
mode="mapping"). attr= does not: the object held in an attribute is what the positional form names. A clean
environment for a test is:

with wrapture.binding(os, "environ", mode="mapping").overrides({"HOME": "/tmp/h"}):
...

Which of the three dict spellings to reach for:

want spelling
one entry changed or absent binding(d, item="k").overrides(v) / .hides()
config.SETTINGS to be a different object (holders of
the old one unaffected)

binding("config", attr="SETTINGS").
overrides({...})

the one dict to hold these entries, for every holder binding(d, mode="mapping").overrides({...
}) / .updates({...})

Everything else is as for value bindings: suspend() puts the content back until resume(), active reports whether
the content still matches what the binding wrote (for updates(), whether its own keys still hold their values), groups
apply and unwind in order, so a mapping binding and an item= binding on the same dict stack, nothing is recorded,
and the recording options are refused. Two mapping bindings on one dict unwind correctly when removed in reverse
order; removed out of order, each restores what it saw at its own apply().

4.7.11 Iterators and generators
Behaviour on a binding runs when the target is called. A callable that returns a generator or iterator produces its values
later, one item at a time, as the caller iterates, so transforms_result on such a target transforms the iterator object
itself, not the items it will produce. The same applies on the way in: an argument may be a generator whose items only
flow once the callee iterates it. wrapture never wraps items automatically; working per item is opted into explicitly.

The opt-in is an iterator proxy factory, created with iterator() and configured through its on_item namespace:

doubles = wrapture.iterator()
doubles.on_item.transforms_item(lambda item: 2 * item)

doubles.explain() lists each channel with behaviour under its name, and a binding whose stage was handed a proxy
shows the proxy’s description indented beneath that stage.
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As on a binding’s namespaces, every verb hands the namespace back, so several verbs chain without naming the names-
pace again, and the namespace stands in for its factory, including being callable with an iterator:

doubles = wrapture.iterator().on_item.transforms_item(lambda item: 2 * item)

Unlike a binding, the factory has no target. It is applied by calling it: each call takes one iterator and returns a new
wrapped iterator that applies the configured behaviour to every item passing through. One factory can wrap any number
of iterators.

Because the factory is a callable taking the iterator and returning the wrapped iterator, it slots directly into a binding’s
pipeline on either side of the call:

# items produced by the result
rows = wrapture.binding(Repo, "rows")
rows.on_call.transforms_result(doubles)

# items consumed from an argument
consume = wrapture.binding(Sink, "consume")
consume.on_call.transforms_args(

lambda args, kwargs: ((doubles(args[0]), *args[1:]), kwargs)
)

Use decorates() when wrapping is conditional or applies to both sides:

def per_item(wrapped, instance, args, kwargs):
result = wrapped(*args, **kwargs)
if inspect.isgenerator(result):

result = doubles(result)
return result

on_item mirrors the composing half of on_call:

doubles.on_item.transforms_item(fn) # fn(item) -> item
doubles.on_item.validates_item(check) # check(item); item passes unchanged
doubles.on_item.passes_through() # drop all configured item behaviour

Three further namespaces cover how an iteration ends:

doubles.on_finish.validates(check) # normal exhaustion; check(value)
doubles.on_error.notifies(fn) # iteration failed; fn(exc)
doubles.on_abandon.notifies(fn) # closed before exhaustion; fn()

Finish checks receive the wrapped generator’s return value, or None for iterator kinds that have none, and completion
stands unless the check raises. Error hooks see the exception about to reach the consumer, whether it came from the
iterator’s body, from an unhandled throw(), or from an item stage. Abandon hooks fire when a started, unexhausted
generator is closed, explicitly or by garbage collection; a wrapper closed before its first item is silent, and plain iterators
have no close protocol so never report abandonment. Each namespace has its own passes_through().

Behaviour is snapshotted each time the factory is applied: a wrapped iterator applies the behaviour configured at the
moment it was wrapped, and reconfiguring the factory affects only iterators wrapped afterwards. With no behaviour
configured, applying the factory returns the iterator unwrapped.

An iterator factory has no suspend() or resume(): suspension belongs to bindings (see above), because only an
applied binding has a live presence on a target, while a factory acts only at the moment it is applied. Since a factory
is normally applied from a binding’s behaviour, suspending that binding is what stops further iterators being wrapped.
Note that either way, iterators already wrapped keep the behaviour snapshotted when they were wrapped, for as long
as they are iterated.
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Wrapped generators keep their full protocol: send() values and throw() are forwarded to the wrapped generator,
close() closes it, and its return value is preserved. Async generators and plain sync and async iterators are supported
by the same factory, each keeping its own protocol.

Applying the factory to an iterable that is not an iterator, such as a list, raises TypeError rather than silently replacing
the container with an iterator of a different type; call iter() on it first if that is what you want.

4.7.12 Patching a module before it is imported
A binding needs its target to exist, but application code often wants to patch a third-party module it does not itself
import first, and without caring which of its own modules eventually does. wrapture.when_imported handles the
ordering: it is wrapt’s post-import hook decorator, re-exported so this one job does not require importing wrapt along-
side wrapture. The decorated function runs with the module as its argument the moment that module is first imported,
or immediately if it already has been, so it is the place to create and apply the binding:

import wrapture

patches: list[wrapture.Binding] = []

@wrapture.when_imported("requests.sessions")
def _patch_requests(module):

def with_tenant(args, kwargs):
headers = {**(kwargs.get("headers") or {}), "X-Tenant": "acme"}
return args, {**kwargs, "headers": headers}

request = wrapture.binding(module.Session, "request")
request.on_call.transforms_args(with_tenant)

patches.append(request.apply())

Register the hook early, typically from the application package’s __init__ or a startup module, and the patch is
in place before the first call regardless of who imports the library. Registering after the module has already been
imported is harmless: the hook simply runs at once. Keep the applied binding somewhere, a module-level list or
a binding group, because the hook’s local variable is gone as soon as it returns and the handle is what suspend(),
remove() and discover()work from. The function form, wrapture.register_post_import_hook(callback,
"module.name"), does the same without the decorator, for patches built in a loop or from data. Changing what a third-
party library does walks through a hook firing on a real import, and the config file’s [[instrument]] entry, described
in configuring from a file, gives the same trigger without any code in the application.

4.7.13 Escape hatch: dropping down to wrapt
The underlying wrapt handle and the patch coordinates are exposed, so anything core wrapt can do remains reachable:

charge.wrapper # the wrapt FunctionWrapper handle, or None while unapplied
charge.target
charge.name

wrapt.unwrap_object(charge.target, charge.name, charge.wrapper) # what remove() does
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4.8 Using wrapture in tests
Bindings are ordinary objects with an explicit lifecycle, so they fit any test framework’s scoping tools without special
integration. What matters in a test suite is that every applied binding is removed again, whatever the outcome of the
test: a patch that leaks changes the behaviour of every test that runs after it.

This page covers the workflow in the order a test suite grows into it: the scoping patterns for plain tests, pytest and
unittest; observing callables no binding can reach, and the stand-ins a test supplies itself (stub() for one callable, spec-
required mock() for a collaborator); recording what actually happened inside a test as events on a timeline, including
how much of each value is captured, annotation, and stack capture; filtering and asserting on those events, immediately
or as declared expectations; the whole-tape views of the call tree and ordering; and the optional pytest plugin that
sweeps for leaked patches and attaches tapes to failure reports.

4.8.1 Scoping with a context manager
The simplest pattern, and the right default for a patch needed in exactly one test:

def test_charge_is_stubbed():
with wrapture.binding(Gateway, "charge").on_call.returns({"id": "stub"}):

assert place_order("widget")["charge"] == "stub"

The patch is applied on entry and removed on exit, including when the test body raises. Groups scope the same way:

def test_gateway_offline():
group = wrapture.bindings(charge=wrapture.binding(Gateway, "charge"),

refund=wrapture.binding(Gateway, "refund"))
group.charge.on_call.raises(TimeoutError("down"))
group.refund.on_call.raises(TimeoutError("down"))

with group:
...

4.8.2 Scoping with decorators
For the test that binds one or two statically addressable targets around its whole body, bound() says the same thing as
the with-block without the nesting level. It takes the same addressing arguments as binding() and mirrors its fluent
chain; the result is the decorator, and the binding it builds is injected into the test as a keyword argument, the way a
fixture would arrive:

@wrapture.taped()
@wrapture.bound(Gateway, "charge").on_call.returns({"id": "stub"})
def test_charge_is_stubbed(tape, charge):

assert place_order("widget")["charge"] == "stub"

charge.events.assert_once()
tape.assert_order(charge)

taped() opens a timeline() around the call and injects the tape; its default name matches the pytest plugin’s tape
fixture, so under the plugin taped() is unnecessary and the body reads identically. Each call of the test constructs
a fresh binding: string targets resolve late the way the import paths given to unittest.mock’s @patch do, every
parametrize case gets a clean history, and removal is owned by the decorator, so it cannot be forgotten.

The injected name defaults to the slot’s name, the final segment of the addressing path: bound(Gateway, "charge")
injects charge. alias= overrides it, and is required, loudly, when the slot’s name is not a valid identifier or when two
decorators would inject the same name. Read a stack of these decorators as a top-to-bottom sequence of statements
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about the test below, not as nested wrappers: stages accumulate in reading order and the last terminal reading down
wins, exactly as the same statements behave on a live binding. Decorators addressing the same slot collapse into one
binding and one injected handle:

@wrapture.bound(Model, "status").on_get.returns(5)
@wrapture.bound(Model, "status").on_set.raises(AttributeError("read-only"))
def test_reads_pinned_writes_rejected(status):

...

Every injected name must have somewhere to land: a decorator whose name matches no parameter is a loud TypeError
at decoration, never a surprise at call time. A **kwargs parameter absorbs any injected handles the body does not
name, which keeps a decorator-heavy test’s signature down to what it actually reads:

@wrapture.taped()
@wrapture.bound(Gateway, "charge").on_call.returns({"id": "stub"})
@wrapture.bound(Ledger, "record").on_call.returns(None)
def test_asserts_on_the_tape_alone(tape, **_):

...

Value and mapping bindings work the same way, which makes the decorator the direct counterpart of unittest.mock’s
@patch.dict. The slot’s name is the injected name exactly, capitalization included, so an environment variable arrives
under its own spelling; alias="api_key" restyles it when the parameter should read as ordinary Python:

@wrapture.bound(os.environ, item="API_KEY").overrides("sk_test")
def test_priced_call_succeeds(API_KEY):

...

One caution carries over from ordinary Python. The decorator’s arguments are evaluated once, when the test function
is defined, exactly as default argument values are, and with the same consequence for mutable values: overrides([])
in a chain is one shared list. The binding is fresh on every call, but the value is not, so in the one situation where a
decorated test runs more than once in a process, above all a parametrized test, whatever one run leaves in that list the
next run inherits. A mutable override that must start clean on every run is built in the body instead, with the with-block,
so the value is created in the scope of the call it serves:

@pytest.mark.parametrize("payload", PAYLOADS)
def test_each_payload_starts_clean(payload):

with wrapture.binding("config", attr="WARNINGS").overrides([]):
process(payload)
...

Declared expectations ride the chain too, on the spec itself since an expectation belongs to the binding rather than
to a channel, and are verified when the decorator removes the binding after a passing body, so verification cannot be
forgotten. An expectation with nothing recording is a loud error rather than a silent pass:

@wrapture.taped()
@wrapture.bound(Gateway, "charge").on_call.raises(TimeoutError("down"))
@wrapture.bound(Ledger, "record").expect_never()
def test_failed_charge_never_reaches_the_ledger(tape, charge, record):

with pytest.raises(TimeoutError):
place_order("widget")

The chain carries one phase’s worth of behaviour: stages plus at most one terminal per channel. then() and advance()
are deliberately not part of it; how behaviour changes over time is the test’s script, and it is configured in the body through
the injected handle, where the phase markers can be named:
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@wrapture.taped()
@wrapture.bound(Gateway, "charge")
def test_recovery_after_transient_timeout(tape, charge):

flaky = charge.on_call.then(after=2)
flaky.raises(TimeoutError("gateway busy"))
flaky.then(after=1).returns({"id": "fallback"})

...

Async tests work unchanged, and the binding spans the await, not just the call that creates the coroutine; unittest.
TestCase and IsolatedAsyncioTestCase methods are supported too. The decorators refuse a generator function
or a pytest fixture at decoration time: a fixture’s binding would be removed before the tests that use it run, and the
with-block around the fixture’s yield is the form for those.

Two boundaries keep the choice of form honest. A decorator can only address targets that exist at decoration time or
resolve by name at call time: modules by string, classes, module functions. A target born inside the test body is bound
in the body, with a with-block. And the decorator fixes the recording extent to the whole function body; a test that
wants “nothing before this line counts” keeps the with-block. The two mix freely, with body bindings recording onto
the decorator’s tape alongside the rest.

4.8.3 Scoping with pytest fixtures
A yield fixture gives the same guarantee with reuse across tests:

import pytest
import wrapture

@pytest.fixture
def stub_charge():

with wrapture.binding(Gateway, "charge").on_call.returns({"id": "stub"}) as stub:
yield stub

def test_order_uses_stub(stub_charge):
assert place_order("widget")["charge"] == "stub"

Because the fixture yields the binding, a test can reconfigure it in flight:

def test_gateway_recovers(stub_charge):
stub_charge.on_call.raises(TimeoutError("down"))
with pytest.raises(TimeoutError):

place_order("widget")

stub_charge.on_call.returns({"id": "retry"})
assert place_order("widget")["charge"] == "retry"

The same shape suits a value binding, one that holds an environment variable, a settings entry or a module constant
rather than wrapping a call: apply it in the fixture holding nothing, and let each test say what the slot should be:

@pytest.fixture
def api_key():

with wrapture.binding(os.environ, item="API_KEY") as key:
yield key

def test_missing_key_is_reported(api_key):
(continues on next page)
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(continued from previous page)

api_key.hides()
with pytest.raises(ConfigError, match="API_KEY"):

make_client()

A whole settings dict works the same way with mode="mapping": the fixture applies wrapture.binding("myapp.
config", "SETTINGS", mode="mapping") and each test calls updates({...}) or overrides({...}) on it, the
dict being changed in place so every holder of it sees the test’s content and the original entries come back afterwards.

Keep fixtures that apply bindings function scoped (the pytest default). A session or module scoped fixture leaves the
patch applied across every test in between, which reintroduces exactly the leakage the fixture was meant to prevent;
widen the scope only when that is the intent.

4.8.4 Scoping with unittest
Use addCleanup() rather than tearDown(), so removal is registered the moment the patch is applied and runs even
if a later line of setUp() fails:

import unittest
import wrapture

class OrderTests(unittest.TestCase):
def setUp(self):

self.charge = (
wrapture.binding(Gateway, "charge")
.on_call.returns({"id": "stub"})
.apply()

)
self.addCleanup(self.charge.remove)

def test_order_uses_stub(self):
self.assertEqual(place_order("widget")["charge"], "stub")

remove() is idempotent, so a cleanup that runs after a test already removed the binding is harmless.

4.8.5 Sharing binding declarations
Creating a binding does not patch, so declarations can live at module or class scope and be shared, with each test
applying and removing as needed:

charge = wrapture.binding(Gateway, "charge")

def test_one():
with charge:

...

def test_two():
with charge:

...

Two things to know when sharing a binding this way:

• Behaviour persists across apply/remove cycles. remove() restores the target but keeps the configured be-
haviour, so a stub configured in one test is still configured when the next test applies the same binding. Either
configure behaviour in every test that needs it, or clear it with reset().
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• One application at a time. A shared binding cannot be applied twice concurrently; the second apply() raises
AlreadyAppliedError. This also means a shared binding is unsafe under parallel test runners such as pytest-
xdist when two workers patch the same target in one process.

4.8.6 Do not mix scoping styles
Pick one owner for each binding’s lifecycle. Entering a binding as a context manager when something else already
applied it raises AlreadyAppliedError rather than silently letting the inner scope remove the outer scope’s patch.
If a fixture owns the binding, tests should only reconfigure behaviour, never call apply(), remove() or enter it as a
context manager themselves. A bound() decorator owns the lifecycle of the fresh binding it constructs for each call,
so its handle is safe to reconfigure in the body and never needs applying or removing there.

4.8.7 Discovering members by pattern
binding() and bindings() name every member explicitly. When the point is to observe a whole family of members
rather than stub one, discover() selects them by pattern and returns a BindingGroup keyed by member name:

def test_gateway_calls_are_recorded():
group = wrapture.discover(Gateway, "*", exclude="_*")

with wrapture.timeline(group):
place_order("widget")

group.charge.events.assert_once()

The target is a module, a class, or a string naming one ("module" or "module:path", the spelling binding() and
a config file observe entry use). match is one fnmatchcase pattern or a sequence of them, and exclude subtracts
from whatever matched. The remaining keyword options (capture=, capture_args=, capture_result=, stack=,
when=, tree=, leaf=, category=) are the uniform subset of binding()’s options, applied to every selected member.

Selection is deliberately confined, and is shared with the config file’s match entries so a pattern selects the same
members however it is spelt: only the target’s own immediate members, never inherited ones, with no traversal into
nested classes or submodules, and only routines the target itself defines. Properties, other descriptors, plain data, nested
classes, anything already wrapped, and a module’s imported functions are all skipped. binding() is the escape hatch
that binds any of the skipped kinds by exact name.

Two behaviours differ from a config observe entry, both because discover() answers “what is here right now” rather
than riding a future import:

• Discovery is immediate. Enumerating members requires the target to exist, so a string target is imported when
discover() is called; there is no deferral. In a config file the same pattern waits for the application to import
the module (see ad-hoc tracing).

• An empty selection raises. A pattern that selects nothing raises ValueError rather than returning an empty
group, so a mistyped pattern cannot produce a test that vacuously observes nothing. The config file form warns
instead, because at startup there is no return value to inspect and the process should still come up.

4.8.8 Observing a bare callable
A binding names a location that can be resolved, patched and restored: an attribute, or a mapping entry named with
item= (a handler in a dispatch table is binding(HANDLERS, item="GET", mode="callable"), removal included).
Plenty of callables never sit at a nameable location: closures, partials, work put on a queue, callbacks handed over and
kept somewhere private, a view function on its way into a framework’s registration call. observed() wraps the value
instead of the location:
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wrapped = wrapture.observed(fn)
registry.register(wrapped)

The returned proxy records a "call" event per invocation inside a recording scope, nesting in the tree exactly as a bound
call does, and calls straight through when nothing listens. Its path derives from the callable itself (module:qualname);
no label is derived, so events carry label None and every renderer falls back to the path, with label= to assign a
name where one adds something the path cannot say. The keyword options are the uniform subset binding() takes:
capture=, capture_args=, capture_result=, stack=, when= (which receives (instance, args, kwargs);
the instance is None for a free-standing callable), tree=, leaf=, category= and data=, the last three also as per-call
resolvers with when=’s signature, as on a binding.

Placed on a class, the proxy binds as a method exactly as the wrapped function would: calls made through instances
record the instance (so with_instance() applies), the bound signature drops self, and the normalized arguments
never contain it.

It is equally the decorator for functions you own, in both the usual spellings: bare @wrapture.observed directly on
a def, and @wrapture.observed(label="charge", capture="summary") when options are wanted, where the
call with only keyword arguments returns the decorator that captures the function below it. Everything but the callable
itself is keyword-only.

The division of responsibility is the inverse of a binding’s. A binding owns installation and removal; observed()
owns neither: there is no apply() or remove(), you place the proxy wherever the original was going, and putting the
original back is equally your job. Everything else about a binding’s character is kept: suspend() and resume(), the
honest counters (suspended_calls, filtered_calls, missed_calls), and events for assertions:

def test_each_registered_hook_ran_once():
hooks = [wrapture.observed(fn) for fn in registry.callbacks]
registry.callbacks[:] = hooks

with wrapture.timeline():
registry.fire()

for hook in hooks:
hook.events.assert_once()

The proxy is deliberately transparent: __name__, __doc__, signature introspection, coroutine-function detection and
equality all delegate to the wrapped callable, so registries that inspect what they are handed behave as if the wrapper
were not there. That makes observed() safe to interpose at a framework’s registration choke point; the flask-app
example in the repository’s examples directory wraps every view function as Flask.add_url_rule registers it, via
one transforms_args stage.

Applying dynamically without double-wrapping

Wrapping the same thing twice is the classic monkey-patching accident, so observed() builds reliable detection in:
the observation’s identity is its assigned label, or its derived path when unnamed. Before wrapping, the callable’s full
wrapper chain is inspected with wrapt’s wrapper_chain(), which sees through proxies and functools.wraps()
decorators alike; if an ObservedCallable layer already carries the same identity, that observation is already applied,
however deeply a later wrapper buried it, and the callable comes back unchanged. Distinct identities stack, each layer
recording its own event, one nested under the other, and stacking by accident cannot be told apart from two agents
observing on purpose, so it is not an error: it shows up honestly as double counting in the results.

With no label given, the derived path serves as the identity, which is enough for the simple wrap-in-place idiom to
re-run safely:

registry[key] = wrapture.observed(registry[key])
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But the derived path is read from the object handed in, before the chain is walked, and that is a trap when other wrappers
intervene: a third-party wrapper that exposes __wrapped__ without preserving introspection (as functools.wraps
would) changes what the path derives to, so it no longer matches the buried layer’s identity and the dedupe silently
misses. Wherever double wrapping is a real risk, always use a pre-determined label you specify, a distinctive prefix
works well; it is a constant compared against stored identities, so it survives introspection loss as long as the chain is
walkable at all (avoid a colon in a label: in every output a colon marks a real module:qualname path, and a label is
precisely not that):

registry[key] = wrapture.observed(registry[key], label=f"myagent.{key}")

A wrapper that hides __wrapped__ entirely blinds the walk, and no label can see past it; the mitigation there is struc-
tural, observing at a choke point where you wrap before anything else does. To detect without wrapping, walk the same
chain the dedupe walks:

def has_observer(fn, label):
return any(

isinstance(layer, wrapture.ObservedCallable) and layer.label == label
for layer in wrapt.wrapper_chain(fn)

)

One boundary. observed() is observation only: there are no behaviour namespaces, so it cannot stub or fail-inject;
an intervention wants a removable home, and a free-floating callable has none, so use binding() for those. Writing
@observed inside the application, by contrast, is a posture wrapture supports on purpose: authors who prefer their
instrumentation next to the code it marks decorate their own functions, with the config route as the counterpart for code
they do not own. The embedded instrumentation story gathers that surface in one place.

4.8.9 Supplying a stand-in with stub()
Sometimes there is no callable to wrap: the test itself must supply one. A hook slot read by name, a receiver handed to
a signal’s connect(), a callback passed into a registration call. Usually the test does not care what arguments arrive
there; it wants to count the calls, or dictate the outcome, and nothing else. stub() builds that stand-in and returns it
already observed, with the same recording character as everything else: events, suspend()/resume(), the honest
counters, timeline participation.

hook = wrapture.stub("before_start")

service = Service(on_ready=hook)

with wrapture.timeline():
service.start()
hook.events.assert_once()

A bare stub accepts any arguments and returns None; returns= makes every call produce a value, raises= makes
every call raise, and the two are mutually exclusive. There are no phases and no on_call namespace: a stand-in whose
behaviour must change over time has outgrown a stub and should be a real function, or a binding on a real location.
And a stub stands in for one callable only: it fabricates no attributes and never widens into an object.

The permissiveness is the point, and it is deliberately the inverse of the package’s default. A binding on a real callable
is strict first: calls are checked against the signature and recorded by name. Reaching for a bare stub() is the explicit
statement that arguments do not matter here. mimics= is the opt back in:

hook = wrapture.stub(mimics=Task.before_start)

borrows two things from the callable it names. The signature: calls are checked against it, a call that does not fit raises
TypeError before anything is recorded (exactly as a strict binding rejects a drifted call), and events record arguments
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by parameter name, so with_args(task_id=...) matches them. And the kind: a stub mimicking an async def is
itself a coroutine function, detected as one through the proxy and awaited like one.

For a stand-in with nothing to mimic, kind= states the calling convention directly: "function" (the default),
"generator", "coroutine" or "async_generator". The stand-in genuinely is a callable of that kind, and the
outcome arrives as that kind delivers it:

fetch = wrapture.stub("fetch", kind="coroutine", returns=payload) # resolves on await
stream = wrapture.stub("stream", kind="async_generator", returns=[1, 2]) # yields on␣
→˓async for
items = wrapture.stub("items", kind="generator", returns=[1, 2]) # yields on for
down = wrapture.stub("down", kind="coroutine", raises=TimeoutError("down")) # raises␣
→˓on await

For the generator kinds returns= is the iterable of items to yield, and raises= fails the iteration rather than the
call. Events keep the call/completion split, so events.finished() is the awaited (or fully consumed) subset and
events.pending() catches the coroutine that was created and never awaited; where unittest.mock needs the sep-
arate AsyncMock class for all of this, the stub’s kind is one argument, inferred whenever mimics= names the real
thing.

Placed on a class, a stub binds as a method like any observed callable: calls through instances record the instance, and
a mimicked signature’s self is accounted for by the binding, exactly as with the real method. The supplying hooks
and collaborators example builds a full test around stubs and doubles.

4.8.10 A collaborator double with mock()
A stub stands in for one callable. When the code under test takes a whole object through a seam, a constructor argument,
a function parameter, an attribute, and calls several methods on it, the stand-in is a collaborator, and mock() builds
one. The fence comes first: a mock requires a spec and fabricates nothing beyond it. There is no spec-less form.

class Connection:
def channel(self) -> "Channel": ...
def close(self) -> None: ...

class Channel:
def basic_publish(self, body, routing_key="task"): ...

channel = wrapture.mock(Channel)
conn = wrapture.mock(Connection)
conn.channel.returns(channel) # the object graph, declared

service = Service(conn) # injected through the seam

with wrapture.timeline() as tape:
service.send("hi")

channel.basic_publish.events.with_args(body="hi").assert_once()
tape.assert_order(conn.channel, channel.basic_publish, conn.close)

Every method of the spec, inherited ones included, is a stub that mimics the real method: calls are checked against its
signature and raise TypeError on drift, events record arguments by parameter name under Connection.channel-
style labels, and the method’s kind carries over from the spec per method, so an async def method is awaited (and
events.finished()/events.pending() distinguish awaited from called-and-forgotten), a generator method is it-
erated, and a class mixing all of them just works: the spec says which is which, so it can never be got wrong.

What a mock deliberately does not do is fabricate. Every method returns None until returns() or raises() config-
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ures it; there are no auto-created children and no return-value chains, so the object graph a test depends on is declared,
one double per node. Accessing a name the spec does not have raises AttributeError, in the test and in the code un-
der test alike, and data attributes hold no invented values: the test assigns what the code reads (conn.host = "amqp.
local"), and reading an unassigned one is a loud error. A bare assignment lasts for the double’s lifetime; when the
value should hold for only part of the test, a value binding on the double scopes it, with wrapture.binding(conn,
attr="host").overrides("amqp.local"):, and on exit the attribute is absent again, loud reads included. Com-
pare the classic unittest.mock failure mode:

# unittest.mock: everything below passes, no spec was asked for
conn = Mock()
service = Service(conn)
service.send("hi")
conn.chanel().basic_publish.assert_called() # typo'd chanel: passes

# wrapture.mock(Connection): the same typo is an AttributeError at the
# call site inside Service, and an unconfigured channel() returns None,
# so the chained call fails loudly instead of inventing a channel

(Spec’d mock, Mock(spec=...) or create_autospec, catches much of this too, per-method async detection in-
cluded; the difference is that in wrapture the spec’d path is the only path.)

The double passes isinstance(conn, Connection), since it stands in for exactly that class (type(conn) still tells
the truth), and when the spec is a context manager, with conn: enters to the double and exits inertly. A double is a
value like a stub: the test places it and owns its lifetime. To substitute a class at a location, so code that constructs its
own collaborator gets doubles, hold a factory in a value binding:

with wrapture.binding("myapp.transport", attr="Connection").overrides(
lambda *a, **k: wrapture.mock(Connection)

):
...

4.8.11 Recording calls on a timeline
A binding does more than intervene: inside a recording scope it also observes. timeline() opens that scope, applies
the bindings it is given, and yields a tape; on exit the bindings are removed again. The recording scope and the useful
patch lifetime are the same interval, which is why the two are one construct:

def test_order_writes_the_ledger():
charge = wrapture.binding(Gateway, "charge")
record = wrapture.binding(Ledger, "record")

with wrapture.timeline(charge, record) as tape:
place_order("widget")

outer, inner = tape.all
assert outer.path == "myapp.gateway:Gateway.charge"
assert inner.path == "myapp.ledger:Ledger.record"
assert inner.parent_id == outer.seq

timeline() accepts bindings, binding groups, or iterables of either, and with no arguments it only records, for bindings
whose lifetime is managed elsewhere. An applied binding with no timeline open (and no other sink listening, see ad-
hoc tracing) records nothing and costs almost nothing beyond wrapt’s own dispatch, so leaving bindings applied while
only occasionally recording is a supported pattern, not a mistake.
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Recording only the part you care about

A tape is never cleared: it is the record of what happened while the timeline was open, and an assertion reads it as it
stands. When a test has setup that itself goes through the bound code (a constructor that pings the gateway, a fixture
that seeds data) and the assertions are about the act step alone, the answer is not to erase the setup’s events (the idiom
reset_mock() serves in unittest.mock) but to open the timeline around the act step only. The simplest form is the
fixture shape above: the fixture applies the binding, and the test body opens timeline() around the call under test.
Where the setup must happen inside the recording scope, timelines nest, and an inner timeline() with no arguments
records only what happens inside it, with binding.events reading the innermost tape:

with wrapture.timeline(charge, record) as whole:
service = make_service() # its calls land on `whole` only

with wrapture.timeline() as act:
service.place("widget")
charge.events.with_args(amount=500).assert_once() # the act step alone

The same scoping is how a phased test keeps each phase’s counts separate, the other job reset_mock() does in a
mock suite: act, assert, change something, act again. Open one timeline per phase. A binding handed to timeline()
is applied on entry and removed on exit, so the same binding serves every phase, and each phase’s tape starts empty
without any history being destroyed:

charge = wrapture.binding(Gateway, "charge").on_call.returns({"id": "stub"})

with wrapture.timeline(charge):
service.place("widget")
charge.events.assert_once() # the first order pays

with wrapture.timeline(charge):
service.place("widget") # already paid: served from the cache
charge.events.assert_never()

The second phase states assert_never() outright, where one cumulative tape could only say “the count is still one”.
Under an ambient tape (the plugin’s, or taped()) the same blocks nest as above, and the outer tape still holds the whole
run, so per-phase counts and whole-test ordering assertions coexist.

A loop of scenarios opens a fresh timeline() per iteration the same way. Behaviour is separate from recording and is
reconfigured in place, on_call.returns(...) again, passes_through() or reset(), without touching any tape.

What one event contains

Every call through a binding inside the scope records one event. The fields a test typically reads:

• path is the fully qualified location of what was bound, in module:path form with both halves dotted (the
convention setuptools entry points use), so two same-named classes in different modules stay distinguishable
and the event remains self-describing if it ever leaves the process. label is the label= given to the binding, or
None when none was: no name is ever derived, so wherever a combined name appears in output, a colon means
the real module:qualname location and its absence means a name somebody assigned. Assert against path
routinely, label when one was assigned.

• instance is the object the method was called on.

• args and kwargs are the call as the caller wrote it, and arguments is the signature-normalized form with
defaults applied, so charge(500) and charge(amount=500) record identically. Assert against arguments.

• result holds the return value, or the MISSING sentinel (wrapture.MISSING, re-exported from wrapt) when
the call raised instead; exception holds the exception that propagated. A call that returned None records
result=None, which stays distinguishable from no result at all.
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• parent_id and depth place the event in the call tree, and seq is its position in overall recording order. The
parent link is the enclosing event’s seq, an integer rather than a reference, so an event stands alone if it ever leaves
the process; tape.parent_of() and tape.children_of() resolve the links back to event objects when a test
wants to walk the tree.

• started and duration place the event in time: when the operation began (on the perf_counter clock) and
how long it ran, exceptions included. Recording’s own bookkeeping is excluded from the figure. Generators
refine this with a second number, covered below.

• thread_id and thread_name record the thread the operation began on; a generator or coroutine may run and
complete elsewhere.

Events record what actually flowed, behaviour included. A call stubbed with returns() records the stubbed result; a
failure injected with raises() records that exception. When transforms_args() rewrote the arguments, the event
keeps both sides: args as the caller sent them, and forwarded as the (args, kwargs) the wrapped function actually
received. No substitution-based mock can record that distinction, because replacing a function discards what it would
have been called with.

Calls on async def targets record the awaited outcome, not the coroutine object: the event completes when the
coroutine does, and calls made inside its body nest under its event even when other tasks run in between. Concurrent
asyncio tasks each record their own correctly nested subtree onto the shared tape.

An event therefore has two moments, the call and the completion, and Event.finished says whether the second
has happened: the call returned or raised, the generator closed, the coroutine was awaited. events.finished() and
events.pending() filter on it, and tape.pending counts the open events on the tape (shown in the repr as <Tape:
3 events, 1 pending> while non-zero). For an async def target that is how to catch the classic mistake of calling
without awaiting, which otherwise surfaces only as Python’s RuntimeWarning when the coroutine is collected:

with wrapture.timeline(send) as tape:
await service.notify("hello")

send.events.assert_once() # called once
send.events.finished().assert_once() # and awaited
send.events.pending().assert_never() # nothing created and forgotten

assert tape.pending == 0

The count is live: a coroutine awaited after the scope exits leaves it. A generator still being consumed, or a call in flight
on another task, is pending for the same reason, so the filters read as “has this operation ended” rather than anything
specific to coroutines.

The tape closes when its timeline exits. Work that outlives the scope, a task never awaited or a thread still running, is
discarded from then on and counted on Tape.discarded, so the tape a test asserted on cannot quietly grow afterwards;
a non-zero count shows in the tape’s repr as <Tape: 3 events, 1 discarded after close> and is the clue that
the test finished before its work did. Entering the same timeline again reopens the tape.

Attribute events

Attribute bindings record onto the same tape, as events of kind get, set and delete, read through the same events
property and narrowed with of_kind() when a test cares about one kind.

Suppose the code under test stores its outcome in an attribute:

def publish(model):
...
model.status = "published"
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A binding on the attribute observes that write happen, so the test can assert on it without knowing anything about how
publish() works inside:

def test_publishing_writes_the_status_once():
status = wrapture.binding(Model, "status", missing_ok=True)

with wrapture.timeline(status):
publish(model)

status.events.of_kind("set").with_value("published").assert_once()

What each kind records:

• A get event records the value read in result, the same field a call’s return value uses. That is why returning()
works on both: “what came out” is one question, whether it came out of a call or a read.

• A set event records the value the caller wrote in value. If on_set.transforms() rewrote the value on the
way through, value still holds the caller’s original.

• A set or delete event also records the old value in previous, but only when that was free to know, meaning
the old value sat in the instance dictionary. When the prior definition is a property, reading the old value would
mean running its getter behind your back, so previous stays unrecorded.

Capture policies apply here too. A written value is captured under the attribute’s name, so redact("password")
masks writes to an attribute called password the same way it masks a parameter called password.

Attribute and call events nest together on the tape. If a property’s getter calls an observed method, the get event is the
parent and the call event is its child, so tree() shows which read triggered the work. That is exactly the question a
lazy-loading bug usually turns on.

One reminder from the known limitations page: only access through an instance records. Reading the attribute off the
class returns the descriptor without firing it, so nothing is recorded.

Generators and iteration

Calling a generator function does not run its body; it returns a generator that runs later, a little at a time, as the consumer
iterates. Recording follows what actually happens: the call records one event covering the whole iteration, not an
event per item. A binding on a method that yields thousands of rows still records once, and assert_once() still means
“called once”.

The event opens when the call creates the generator and fills in as the iteration proceeds:

• items counts the values yielded so far. It is live: a test can read it mid-iteration.

• At exhaustion, result records the generator’s return value, which is None for the common generator that just
yields. Async generators cannot return a value, so exhaustion records None there too.

• duration is wall time from the call to the close of the iteration. For a lazily consumed generator that includes
all the time the consumer spent between items, which could be an entire request, so there is a second figure:
body_duration is the accumulated time the generator body itself ran, summed over resumptions. Wall time
answers “how long was this iteration alive”; body time answers “how much work did it do”.

Nesting also follows what actually happens. The generator body only runs while the consumer asks for the next item,
so observed calls made inside the body nest under the generator’s event, while the consumer’s own work between items
does not, even though it happens between the generator’s first and last breath. The tree() for a loop over stream()
that calls handle() on each item shows fetch() (called by the body) under the stream and handle() (called by the
consumer) beside it.

If the consumer stops early, by break, by close(), or just by dropping the generator, exhaustion never happens. The
event closes with its durations and item count but no result: on the tape it is visibly an iteration that never finished,
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rather than one that completed quietly. An abandoned generator is frequently a bug, so the unfinished look is the honest
signal, and result is MISSING after close distinguishes it from a finished iteration’s None.

Item values are deliberately not captured, at any capture level: a long stream would retain every item on the tape, and no
policy can guess which items matter. When a test needs item data, it says so itself: annotate() from a decorates()
handler, or an iterator() proxy’s on_item stages, both let the code that knows what matters keep an immutable
copy of exactly that. The iterator() proxy itself records nothing: it has no target and so no identity on a tape. It
is behaviour plumbing, and it composes with recording. Behaviour runs first, so when a bound call returns a proxied
generator the recording relay wraps the proxy: the consumer drives the recording relay, which drives the proxy, which
drives the real generator. The binding records the iteration as the consumer experienced it (items counted after the
proxy’s transforms, body time including the proxy’s stages), while the return value, exceptions, and close all thread
through both levels.

One consequence of recording iteration at all is worth stating plainly: while a timeline is active, the consumer of a
recorded generator receives the recording relay, not the original generator object. The full protocol is preserved, but
object identity and introspection details differ, the same way a wrapped function is a FunctionWrapper rather than
the original function. Outside a timeline the original generator is returned untouched.

What does not record

Four situations produce no event, each deliberate:

• Outside a timeline nothing records, but configured behaviour still applies: a stub is a stub whether or not anyone
is recording.

• While suspended a binding records nothing, but counts the calls it skipped in suspended_calls, so a shorter-
than-expected tape can be explained rather than silently wrong.

• Calls triggered by the recording machinery itself are not recorded, which is what keeps an observed callable
safe to use anywhere, even inside the recorder. Behaviour still applies to such calls: code stubbed out stays
stubbed out.

• Calls on a thread without the caller’s context, on builds where threads do not inherit it. These raise
RecordingGapWarning and are counted in missed_calls, so the gap is loud rather than silent. To opt a
thread in, wrap its target with wrapture.propagate(), or with wrapture.detach() for work the caller does
not wait for, which records as its own linked tree; the known limitations page covers the details.

• Operations a when= predicate declined. A binding created with when=fn consults fn(instance, args,
kwargs) per operation while recording is active, before any event is constructed; a falsey answer skips recording
that operation and counts it on filtered_calls. Deliberate silence, but counted. As with wrapt’s enabled, a
boolean is accepted in place of the predicate: when=False makes a behaviour-only binding that never records
and counts nothing, for plumbing that must not put itself in the trace. With tree=True a decline also silences
everything beneath the operation, and the inner bindings count the skip on their own filtered_calls. The
ad-hoc tracing page covers both fully.

How much is captured

By default, values are recorded by reference, which is exactly what unittest.mock does: free, and accurate as long as
nothing mutates the value after the call. Code that does mutate its inputs makes a by-reference record lie retroactively,
so capture is a policy, set per binding:

record = wrapture.binding(Ledger, "record", capture="summary")

The levels, named by string and ordered by cost:

• "none" records the event but no values: the call stays visible, its arguments and result do not, and the signature
binding that dominates recording cost is skipped entirely.

• "types" stores type names only (<list>), and never calls user code.
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• "reference" stores references; the default.

• "shape" stores the type and size of a string or container (<dict 3 keys>, <list 40 items>, <str 5120
chars>) and never its contents, an atomic value as itself, and anything else as the summary form below. It is the
level for values that are data rather than objects: a response body, a parsed request, a query’s rows.

• "summary" stores a bounded, type-aware repr. It survives locks and sockets and retains nothing, but repr is user
code and may have side effects: summarising a lazy ORM object can issue the very query being observed.

• "snapshot" deep-copies for full fidelity, falling back to the summary form for values that refuse (locks, sockets,
connections) rather than failing the call under test.

Arguments and results are separate axes, since one is a time cost and the other a retention cost: capture= sets both,
and capture_args= / capture_result= override it individually.

A policy is either a level named above or any callable fn(name, value) returning what to store, called once per
captured value with the parameter’s name (None for a result). Writing one is ordinary code, and the levels’ building
blocks, summarize() and type_name(), are importable from wrapture.capture for use inside it:

from wrapture.capture import summarize

def masked(name, value):
if name == "card_number":

return "<redacted>"
if name == "metadata":

return summarize(value, limit=50)
return value

charge = wrapture.binding(Gateway, "charge", capture_args=masked)

The common case, masking named parameters and capturing the rest at one level, is packaged as redact():

charge = wrapture.binding(
Gateway, "charge",
capture_args=wrapture.redact("card_number", level="summary"),

)

Redaction matches by parameter name against the normalized arguments, so positional and keyword calls redact iden-
tically, and everything not named is captured at level= ("reference" unless given). With no names at all, redact()
masks every value it is given, on whichever axis it sits: results have no parameter name for the named form to match, so
capture_result=wrapture.redact() is how a secret that comes back out is hidden while the tape still shows the
call returned, and capture_args=wrapture.redact() hides every argument while keeping the shape of the call.
Nothing is left for level= to apply to in the bare form, so giving both is refused. marker= replaces the <redacted>
text in either form.

The same vocabulary reaches URL query strings through capture_query(query, policy="reference"), which
returns the form the request middlewares record under query: each parameter decoded and captured under its own
name through the policy, with the built-in set of sensitive names (passwords, tokens, keys, session ids, signatures)
redacted whatever the policy says, and the marker alone if the string cannot be processed. It is there for code recording
the outbound side of a request, an HTTP client’s instrumentation say, so that a url can be recorded without its query
and the query beside it with the same protection the inbound side has.

One bookkeeping note for custom callables: the level recorded on event.capture is read from an optional .level
attribute on the callable, defaulting to the reference level; redact() sets it for you. The numeric level constants behind
the string names live in wrapture.capture for policies that want them.

A result supplied by returns(), raises() or rejects() is recorded, not suppressed, because the stubbed value
is precisely what flowed downstream; the event is marked instead. tree() renders the mark as (injected), and
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events.injected() / events.injected(False) filter on it.

Annotating events with your own data

Where the capture policy is a blanket setting, annotation is targeted: from inside a decorates() handler, or anywhere
in observed code, attach what a generic policy cannot infer:

def around(wrapped, instance, args, kwargs):
wrapture.annotate(item_count=len(args[0]),

items=tuple(args[0])) # caller's own immutable copy
return wrapped(*args, **kwargs)

annotate(**data) merges into the in-flight event’s data dict, which filters like anything else: events.
matching(lambda e: e.data.get("item_count", 0) > 100). Outside recording it is a silent no-op, so ob-
served code can call it unconditionally. current_event() returns the in-flight event itself, or None when nothing is
recording.

Noting a caught exception

An event’s exception is the exception that escaped the scope. Code that catches an exception and handles it leaves
the scope completing normally, with a result and no exception, which is the honest record of control flow but not of the
failure; a framework whose error handler turns a KeyError into a 500 response is the common case, and the handler,
passed the exception as an argument, is the only place it can be seen. note_exception() is the sibling of annotate()
for that place: it attaches the exception to an event without changing control flow.

def handling(wrapped, instance, args, kwargs):
wrapture.current_event(kind="request").note_exception(args[0])
return wrapped(*args, **kwargs)

handle = wrapture.binding(App, "handle_exception").on_call.decorates(handling)

The noted exceptions land on the event’s caught tuple, one CaughtException per note carrying the exception and the
moment it was noted, distinct from exception, so the two facts never blur: the scope returned, and a failure was noted
against it. event.failed answers “did this operation fail, however the failure surfaced”, and raising() widens to
match: events.raising(KeyError) finds the request whether the framework swallowed the error or let it escape.
tree() shows a noted exception as the same !! marker after the result, so one line says both:

GET /quote/missing (app) -> '500 INTERNAL SERVER ERROR' !! KeyError

The bare wrapture.note_exception(exc) notes against the in-flight event, which from inside a bound handler is the
handler’s own call; the unit of work that failed is usually further out, which is what the two filters on current_event()
are for. current_event(kind="request") selects the nearest enclosing event of that kind, the request wrapture’s
own middleware recorded; current_event(binding=dispatch) the nearest enclosing event that the given bind-
ing recorded, for a unit of work your own binding created. Either walks outward from the innermost in-flight event,
and given both requires both. The result is always a handle: reads pass through to the event, annotate() and
note_exception() are its verbs, and when nothing matched it is empty, falsy, and its verbs quietly do nothing,
so aimed calls need no guard (the bare annotate(**data) and note_exception(exc) are shortcuts for the same
verbs on current_event() with no filters). Noting the same exception object twice against one event records it once,
and an exception noted against an event that it then escapes shows once, as the escape. Outside recording the call is a
silent no-op; a note aimed at an event that has already finished is refused with a ConfigWarning, since the sinks have
already heard that event close.
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Capturing the call stack

The tape’s parent and child links give the logical path between observed points; they say nothing about the unobserved
frames in between. Stack capture gives the physical route, answering “which line of code triggered this”, and is priced
per binding:

charge = wrapture.binding(Gateway, "charge", stack="caller")

• stack=None, the default, captures nothing and costs nothing.

• stack="caller" captures just the calling frame, adding a few hundred nanoseconds to each recorded event: the
sweet spot, since “who touched this?” is usually the whole question. Recording an event already costs single-digit
microseconds, so this is a small fraction on top.

• stack=5 captures that many frames, walking outward from the caller, with cost growing roughly per frame.

• stack="full" captures everything, for diagnosis rather than routine use.

The event stores a small integer, event.stack, rather than the frames themselves. Captured stacks are interned:
identical stacks, and stacks repeat almost perfectly at a given call site, share one entry in a side table, so per-event
storage stays tiny however hot the call. Resolve the id with stack_frames():

event = charge.events.first
for frame in wrapture.stack_frames(event.stack):

print(f"{frame.filename}:{frame.lineno} in {frame.function}")

Frames are innermost first, and wrapture’s and wrapt’s own machinery frames are elided, so the first frame is the code
that actually made the call. Stack capture pairs especially well with attribute events: stack="caller" on a lazy-
loading property names the exact source line that triggered the load, which is normally the hard part of diagnosing an
accidental query.

The side table is bounded. Past ten thousand unique stacks, a level of churn normal code never reaches, new uniques
intern to one shared overflow marker rather than growing the table, so its memory is bounded for the life of the process.
For long-running processes, clear_stacks() empties the table at a natural flush point (a trace file rotated away, a
tape discarded); ids on events recorded before the clear stop resolving, with stack_frames() raising KeyError for
them, so clear only when older events will no longer be consulted.

4.8.12 Filtering and asserting on events
A binding’s events property is the usual way to read the tape: a filterable view over the enclosing timeline’s events
for that one binding. It works inside the with block, after the code under test has run:

def test_failed_charge_is_not_recorded_in_the_ledger():
charge = wrapture.binding(Gateway, "charge")
record = wrapture.binding(Ledger, "record")
charge.on_call.raises(TimeoutError("down"))

with wrapture.timeline(charge, record):
with pytest.raises(TimeoutError):

place_order("widget")

charge.events.raising(TimeoutError).assert_once()
record.events.assert_never()

Where an empty log would lie, access is a loud error instead: reading events raises NeverAppliedError if the
binding was never applied, and RuntimeError outside a timeline. “Recorded nothing” and “was not recording” can
therefore never be confused.
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One naming rule for filters

A method whose name starts with assert_ raises, immediately. One starting with expect_ declares, and
is checked when the timeline exits. Everything else returns data.

The rule holds on every object in the package, so a single line read out of context still says whether and when it can fail
a test. A mistyped assertion name is an AttributeError, never a silent pass.

Filters narrow, and never raise

Each filter returns a new, narrowed EventLog, so filters chain freely:

• of_kind("call", "get", ...) narrows by event kind.

• of_category("external", ...) narrows by the category the event’s binding declared.

• matching(predicate) keeps events the predicate accepts.

• raising(TimeoutError) keeps events that raised one of the given exception types; raising() keeps events
that raised anything.

• with_args(amount=500) keeps calls whose normalized arguments include the given values, so
with_args(currency="USD") also matches calls that relied on the default. A name that is not a parameter
falls through into the target’s **kwargs bundle when it has one: against def dispatch(job, **options),
with_args(priority=5) matches a call that passed priority through **options, other keys free, while
with_args(options={"priority": 5}) names the bundle parameter itself and compares the whole map-
ping.

• with_instance(obj) keeps calls made on exactly that object, by identity rather than equality, so two equal-
but-distinct instances seen through one class-level binding stay distinguishable; a classmethod’s calls record the
class, so with_instance(SomeClass) is “calls made on this class”. It compares the live reference the event
holds, so it is a filter for in-timeline assertions rather than for records reloaded with load_events().

• returning(value) keeps events whose outcome was the value: a call’s return value, or the value an attribute
read produced.

• with_value(value) keeps attribute writes of that value.

A filter that does not apply to an event narrows to empty rather than raising, so mixed logs stay safe to filter. The risk
that creates, a silently empty log after filtering the wrong thing, is answered in the failure output: it shows the nearest
non-empty log in the filter chain, so the discarded events are visible:

AssertionError: expected exactly 1 event(s), got 0
<EventLog Gateway.charge[amount=999]: 0 event(s)>

(no events)
filtered from:
<EventLog Gateway.charge: 1 event(s)>

Gateway.charge(amount=500, currency='USD')

Asserting on the recording

The assertions are assert_never(), assert_any(), assert_once(), assert_times(n), assert_at_least(n)
and assert_at_most(n). Each raises AssertionError with the events in the message, and returns the log so a
passing assertion can keep chaining:

event = charge.events.with_args(amount=500).assert_once().first
assert event.forwarded is None

For those who prefer pytest’s bare assert, a log is falsey when empty and sized like a list, and its repr prints the events:
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assert charge.events.with_args(amount=500)
assert charge.events.count == 2

Declared expectations

An assertion is written where it runs; an expectation is stated once, up front, and verified automatically when the
timeline exits, so verification cannot be forgotten:

def test_order_charges_exactly_once():
charge = wrapture.binding(Gateway, "charge").expect_once()

with wrapture.timeline(charge):
place_order("widget")

# exiting verifies: ExpectationNotMetError if there was not
# exactly one charge

Available: expect_times(n), expect_once(), expect_never() and expect_at_least(n). Several can be de-
clared and all are verified; the timeline verifies the bindings (and group members) it was given, and a bound() decorator
verifies its own binding’s declarations, chained or made in the body on the injected handle, when it removes the binding
after a passing body. ExpectationNotMetError derives from AssertionError, so test frameworks report it as a
failure, with the same event-listing output the immediate assertions produce.

Verification is skipped when the block raised: the in-flight failure is the real cause, and a verification error on top would
bury it.

Like behaviour, expectations persist on the binding across apply and remove cycles: a shared declaration carries its
expectation into every timeline it is used with.

4.8.13 The call tree and ordering
Per-binding logs answer questions about one call site; the tape answers questions about the flow between them. tape.
all is every event in recording order, tape.roots() is the events with no observed caller, and tape.tree() renders
the call graph as it actually ran:

with wrapture.timeline(process, charge, record) as tape:
place_order("widget")

print(tape.tree())

Processor.process(order='widget') -> {'id': 'ch_500', 'amount': 500}
Gateway.charge(amount=500, currency='USD') -> {'id': 'ch_500', 'amount': 500}
Ledger.record(entry={'id': 'ch_500', 'amount': 500}) -> None

Each line is one event, indented by nesting depth. A completed call shows its result after ->, a call that raised shows
!! with the exception type, and a call still in progress shows neither.

tape.tree(times=True) appends each timed event’s execution time, and, where observed children account for
part of it, its self time, as [12.3ms, self 4.1ms]. The same figure is available for one event as tape.
self_time(event): the event’s time minus its observed children’s, which is what separates “slow itself” from “slow
because of what it calls”. For a generator the accumulated body time stands in for the wall duration in both, since the
wall figure includes the consumer’s time between yields.

Cross-binding ordering has its own assertion:

tape.assert_order(charge, record)
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This is a subsequence check, not an exact match: other events may appear before, between and after, and only the
relative order of the given bindings’ events matters. Repeating a binding requires it to have recorded that many times
in that order. On failure the message names which binding the expectation stalled waiting for and prints the actual
timeline, which reads far better than a list diff.

A step can also be a filtered event log, which is how to say which call: the log is the set of events that count as that
step, and the walk over the tape supplies the order. Bindings and logs mix, and every filter serves, with_args(),
returning(), raising(), matching():

charge_500 = charge.events.with_args(amount=500)

tape.assert_order(charge_500, charge_500, record.events.with_args(status="failed"))
tape.assert_order(charge.events.raising(TimeoutError), record)

Inside the timeline block the logs come from binding.events; after it, tape.for_binding(charge).
with_args(amount=500) is the same thing. Two flags tighten the match, each concerned only with the bindings
the steps name (events of any other binding are invisible to the assertion): consecutive=True requires the steps to
match a consecutive run of those bindings’ events, nothing of theirs in between; exact=True requires those bindings’
events to be exactly the steps, nothing before or after either, and implies consecutive. A log step makes its binding’s
other events visible, so assert_order(charge_500, charge_500, exact=True) also says there was no charge
with any other amount:

tape.assert_order(charge_500, charge_500, record, consecutive=True)
tape.assert_order(charge_500, charge_500, record, exact=True)

For the whole-tree counterpart, wrapture.canonical(tape) renders a deterministic fingerprint of the call tree
(kinds, paths, nesting and outcomes, with everything unstable between runs left out) made for golden-file and snapshot
comparisons; see the exporters section of the ad-hoc tracing page.

4.8.14 Capturing log messages
A log message the code under test emits is an observation like any other, and capture_logs() records standard library
logging onto the tape as events of kind "log". The capture applies like a binding, so timeline() accepts it alongside
them, and its events property speaks the same vocabulary as everything else on this page:

def test_declined_charge_warns():
charge = wrapture.binding(Gateway, "charge")
logs = wrapture.capture_logs("myapp.orders")

with wrapture.timeline(charge, logs):
place_order(declined_card)

logs.events.at_level("WARNING").with_message("*declined*").assert_once()
logs.events.at_level("ERROR").assert_never()

capture_logs(name, level=...) selects by logger name (an fnmatch pattern or a list of them, with exclude=
subtracting) and by level, a name or a number meaning “at least this severe”. The default is "WARNING", so cap-
ture volume is a deliberate choice rather than an ambient flood; pass level="DEBUG" when a test genuinely as-
serts on fine detail. Three log-shaped filters join the family on the query side: at_level() (again “at least
this severe”), with_message() (case-sensitive fnmatch, so "*declined*" finds a substring) and its negation
without_message(), with matching() as the escape hatch for anything richer. The captured fields ride in event.
data: level and levelno (both always present, whichever form the threshold was given in), message, module,
funcName and lineno, with the logger name as the event’s path.

Capture sits at logging.Logger.handle, so it hears each record exactly once, on the logger that emitted it, before
propagation and regardless of handler configuration: no handler is attached, nothing the application configured is
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touched, and delivery to the application’s own handlers continues unchanged. Records a logger’s own level suppresses
were never emitted and are not captured.

The reason to reach for this over pytest’s caplog is position: log events nest inside the call that emitted them, so a test
can pin a message to a specific call rather than to “somewhere during the test”:

def test_retry_warns_inside_the_first_attempt():
send = wrapture.binding(Publisher, "send")
logs = wrapture.capture_logs("myapp.publish")

with wrapture.timeline(send, logs) as tape:
publish_with_retry(message)

send.events.assert_times(2)

warning = logs.events.at_level("WARNING").assert_once().first
assert tape.parent_of(warning) is send.events.first

Ordering assertions mix logs with calls, since assert_order() accepts any event logs as steps:

tape.assert_order(
send.events,
logs.events.with_message("*retrying*"),
send.events,

)

A record logged with logging.exception() (or exc_info=True) splits cleanly: the message stays the message,
msg-percent-args with no traceback attached, because the familiar message-plus-traceback blob is a Formatter artifact
manufactured on output, not part of the record. The exception itself lands on the event’s exception field, where the
existing raising() filter finds it:

logs.events.raising(ConnectionError).assert_once()

And tape.tree() shows messages in place, one line each, the message repr-escaped so an embedded newline can
never break the alignment:

publish_with_retry(message='hi')
Publisher.send(message='hi') !! ConnectionError
log myapp.publish WARNING 'send failed, retrying'
Publisher.send(message='hi') -> 'ok'

One capture argument exists for what must never be recorded rather than what a test wants to see: exclude_message=
names message patterns that are dropped at capture, before any tape or sink hears them, the safety valve for messages
carrying secrets. Every other selection by content belongs at query time, as above, where dropping a message costs
nothing but a filter.

4.8.15 Declaring blocks of code
The third event producer, alongside bindings (calls observed from outside) and log capture (messages the code emitted),
is a declaration the code makes itself: wrapture.block(name, data=...) is a context manager that records the
enclosed stretch of code as one event of kind "block". The with body’s wall time becomes the event’s duration, an
exception escaping the body is recorded and still propagates, data= seeds the event’s data with tags known at the
declaration (the same mapping binding(data=) and an observe entry’s data table take; anything known only inside
the body is annotate()’s job), and everything recorded inside (bound calls, log events, nested blocks) nests under
it. Like a log statement, the marker is embedded by the author and inert when nothing listens: with no sinks active,
nothing is built at all, so it can stay in production code permanently.
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Three options carried over from binding() complete the surface. when= takes a plain bool deciding whether this
entry records, the body running either way; unlike a binding, declared once and consulted per call, a block is entered
where the decision can be made, so the bool is computed beforehand (a filter_requests() filter is evaluated by
hand with its matches() method). tree=True extends a declined entry to everything beneath it for the body’s whole
extent, so an ignored request’s inner operations vanish with it rather than surfacing as parentless roots. And stack=
captures how control reached the block, priced exactly as on a binding: "caller", a frame count, or "full", resolved
with stack_frames().

Two distinct uses matter in tests. The first is assertable phases in application code: once the code declares “this is the
render phase”, a test asserts on the phase instead of reverse-engineering it from call patterns. tape.blocks(name)
selects block events by name (an fnmatch pattern, like the config filters), returning an EventLog with the whole filter
and assertion surface:

def process(invoice):
with wrapture.block("render-invoice", data={"customer": invoice.customer_id}):

pages = render(invoice)
wrapture.annotate(pages=pages)

def test_render_annotates_page_count():
with wrapture.timeline() as tape:

process(invoice)

render = tape.blocks("render-invoice").assert_once().first
assert render.data["pages"] == 4

The context manager yields None; code inside the block reaches the event through the ambient surface, annotate()
and current_event(), exactly as anywhere else.

The second use lives in the test body itself: an integration test that performs several acts otherwise leaves one flat
tape, and “the events during the second request” means parent-chasing. Blocks give the phases names, and tape.
within(event) scopes the whole query surface to one block’s contents:

def test_second_request_hits_cache():
render = wrapture.binding(Renderer, "render")

with wrapture.timeline(render) as tape:
with wrapture.block("first request"):

client.get("/invoice/1")
with wrapture.block("second request"):

client.get("/invoice/1")

second = tape.blocks("second request").assert_once().first
tape.within(second).for_binding(render).assert_never()

The view within() returns is tape-like and live: all, for_binding(), blocks(), roots(), tree() and
assert_order() all work scoped to the block’s descendants, so an ordering assertion on the view never sees an event
outside it. The block event is not a member of its own view (within means contents); the view exposes it as .root, its
roots() are the block’s direct children, and views nest, within() on a view scoping further down. within() works
for any event, but a block is the one you name.

Ordering assertions mix blocks with everything else, since tape.blocks() returns an event log and assert_order()
accepts event logs as steps; a block takes its position at entry. Blocks of one name count as one recorder to the
consecutive/exact strictness flags, the way one binding’s calls do. And tape.tree() gains narrative structure
for free:
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block: first request
GET /invoice/1 (app)
Renderer.render(invoice=1)

block: second request
GET /invoice/1 (app)

There is deliberately no decorator form of block(). The whole-function case already has a first-class answer: decorate
the function with @observed (or address it from config), and it records a "call" event, which is what a whole function
is. block() marks what is smaller than a function, the stretches inside one that no callable boundary covers.

4.8.16 Applying instrumentation in a test
An instrumentation is the config layer’s unit of packaged patching: a subclass of wrapture.Instrumentation
whose decorated hook methods patch its trigger modules when they are imported (the ad-hoc tracing guide has the
contract). Two kinds of test meet it: a test of an application that runs under an instrumentation, and a test of an
instrumentation package itself.

For the first, wrapture.instrumentation(...) scopes an application of one or more instrumentations to a block.
It takes what an [[instrument]] entry’s name takes (a registered name, a qualified name@distribution, a
module:attr reference) or the class itself, and its settings as keyword arguments when there is one item, or as (item,
settings) pairs when there are several. An aspect of the instrumentation is a keyword whose value is a table of the
aspect’s keys, or a bare boolean for its switch (views={"capture_result": "types"}, lifecycle=False):

from wrapture_instrumentation_flask import FlaskInstrumentation

def test_every_view_is_observed():
with wrapture.instrumentation(FlaskInstrumentation, ignore_paths=["/health"]):

with wrapture.timeline() as tape:
client.get("/quote/widget")

assert tape.tree() == ...

Triggers already imported (the normal case in a test, where the framework is imported at the top of the module) apply
on entry; any other applies when its module arrives, and exit removes everything in reverse and neutralises what never
fired. The block yields the same AppliedConfig record a config file produces, so report() and instrumentations
are available inside it, and it pairs with timeline() exactly as above: the tape is a scoped sink, so the events the
instrumentation’s bindings record land on it. The triggers= keyword, valid with a single item like the keyword
settings, scopes the application to a subset of the class’s declared trigger modules, so a multi-trigger class is testable
one hook at a time. Entry refuses, before patching anything, an instrumentation not removable over the triggers in
play (pass allow_unremovable=True to override, for a class you know leaves nothing behind) and one whose target
another applied config already instruments; and because wrapture keeps one post-import hook per trigger module
process-wide, entering and leaving the scope on every test of a suite never accumulates hooks for a module that is never
imported.

For the second, the class is built to be tested without wrapture’s hook machinery at all. Construct it (which runs the
settings validation, so a bad setting is a ConfigError a test can assert on), call apply() with a trigger name and
the imported module, and call remove() afterwards; these are the same base-class methods wrapture’s own dispatch
drives, so the direct and deferred paths cannot behave differently:

import flask

def test_the_instrumentation_applies_and_removes():
(continues on next page)
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instrumentation = FlaskInstrumentation(capture_headers=True)
instrumentation.apply("flask.app", flask.app)
try:

app = flask.Flask("shop")
assert isinstance(app.wsgi_app, wrapture.WSGIMiddleware)

finally:
instrumentation.remove("flask.app", flask.app)

Instrumentation packages covers the rest of the author’s side: the entry point, the hook decorator, the import posture,
and the bindings recipe for removal.

4.8.17 Finding a binding applied elsewhere
Everything above asserts through a binding the test itself created: charge.events, tape.assert_order(charge,
record). An instrumentation creates its bindings inside its hook methods, a config file applies them at startup, ap-
plication code may patch itself, and a function decorated with @wrapture.observed carries its recorder inside the
wrapper. None of them hands the test a binding, yet the events they record land on any timeline() that is open.
find_binding() recovers the handle from the location the test knows:

def test_failed_charge_is_not_recorded_in_the_ledger():
charge = wrapture.find_binding(Gateway, "charge")
record = wrapture.find_binding(label="ledger.record")

with wrapture.timeline():
with pytest.raises(TimeoutError):

place_order("widget")

charge.events.raising(TimeoutError).assert_once()
record.events.assert_never()

The location is spelled exactly as binding() takes it: a module, class or instance plus attribute steps, or a
"module:path" string, with attr= or item= for a value binding on a slot. It is matched against each binding’s
path, which is derived from the target and never affected by a label, so find_binding(Gateway, "charge") finds
the binding however its creator spelled the location and whatever they named it. Nothing is imported or resolved to
answer, so a lookup by string is safe before the module in question has loaded (it just finds nothing). label= instead
matches the name a binding shows in output: its assigned label, or its path when it has none, the same string a fail-
ing assertion’s message reports, so find_binding(label="shop.gateway:Gateway.charge") finds an unlabelled
binding. Given together, both have to match. Labels are matched exactly, not as patterns: a label is an identity.

Only bindings currently applied are found. A binding whose scope has ended is gone from the results rather than
returned stale, so a lookup after the instrumentation was removed is NoBindingError, not a binding whose events
then complains for a less obvious reason. Suspended bindings are included. observed() proxies take part too, for as
long as something holds them: an @observed function is found by its label or by its module:qualname path.

Two bindings on one target are a supported arrangement (a test’s own raises layered over an instrumentation’s recorder,
say), and then find_binding() refuses to guess: it raises AmbiguousBindingError naming the candidates, and
either a label singles one out or find_bindings() returns all of them, in order of application with the outermost layer
last. find_bindings() is the plural form throughout: the same query, a list that may be empty, never an error for no
match.

What comes back is the real binding, not a read-only view, so the whole surface applies: events, assert_order()
steps, is_wrapping(), suspend() and resume(), and the behaviour namespaces. That last point cuts both ways.
Configuring find_binding(...).on_call.raises(...) changes what the instrumentation’s own binding does for
as long as it stays applied, which is the power holding the reference always conferred; a test that wants behaviour of its
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own should stack a binding through timeline(...) instead, which is removed at exit and leaves the found binding as
it was.

The inverse question, “whose wrapper is this object”, is binding_of(obj): the binding whose wrapper obj is, or the
outermost when several are stacked, seeing through later decorators and bound-method views the way is_wrapping()
does, or None when nothing in the chain is wrapture’s. It answers for a from-import copy, a callable pulled from
a registry, a WSGI or ASGI application and an @observed function (whose recorder is the proxy itself), and it still
recognises the retired wrapper of a binding since removed, with removed saying so. An attribute binding’s descriptor is
recognised when read off the class dict, vars(Owner)["name"], not through the value it returns. bindings_of(obj)
lists every layer, outermost first.

When no binding is obtainable at all, or the strings are what the test has, the tape answers by them directly: tape.
where(path=...), tape.where(label=...) and tape.where(category=...) return an EventLog selected by
the event’s path, its display label or its declared category under the same rules, so the filter and assertion surface applies,
and the result is a step for assert_order() like any other log. find_binding() is the usual route, since the binding
is worth more than its events; where() is the fallback, and the way to ask for every external call a test made across
bindings.

4.8.18 The pytest plugin
wrapture ships an opt-in pytest plugin. It is deliberately not auto-loaded; activate it from a conftest.py:

pytest_plugins = ["wrapture.pytest_plugin"]

or on the command line with -p wrapture.pytest_plugin. It provides three things.

A leak sweep after every test. A binding the test applied and did not remove fails that test by name, and is removed
so the tests after it are unaffected. The sweep only flags bindings applied during the test: a module or session scoped
fixture that deliberately holds a patch across tests is respected, because its binding was already applied when the test
began.

A tape fixture. A recording scope spanning the whole test, so bindings applied any way at all record onto it:

def test_order_flow(tape):
with wrapture.binding(Gateway, "charge") as charge:

place_order("widget")

charge.events.with_args(amount=500).assert_once()

assert len(tape.all) == 2

When a test that used tape fails, the tape’s tree() is attached to the failure report under a “wrapture tape” section,
so the output shows what actually ran, not just the assertion that tripped. Note that the fixture’s timeline is given no
bindings, so it applies none and verifies no declared expectations itself; a bound() decorator’s binding verifies its own,
and for with-block bindings use timeline(...) inside the test where expectations are wanted.

Assertion output for event logs. Comparisons involving an EventLog print the events, including the “filtered from”
fallback showing what an over-narrowed filter discarded, matching the output of the assert_* methods.

4.8.19 Verifying nothing leaked by hand
Without the plugin, an autouse fixture can assert the world was restored:

import wrapt

@pytest.fixture(autouse=True)
def no_leaked_patch():

(continues on next page)
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yield
attr = vars(Gateway)["charge"]
assert not issubclass(type(attr), wrapt.FunctionWrapper), (

"a test left Gateway.charge patched"
)

The check reads the raw class attribute with vars() and compares types with type() rather than isinstance(),
because a wrapt wrapper masquerades as the object it wraps. A different kind of leftover, code that took a reference to
the wrapped callable during a test and calls it afterwards, records nothing (removal deactivates the wrapper) and shows
as a non-zero removed_calls on the binding.

4.9 Ad-hoc tracing
The same bindings that drive tests can stream a live, structured trace out of a running application. Nothing about a
binding is test-specific: it observes a call site and emits events, and what happens to those events is decided by whoever
is listening. This page covers that listening side.

The running example throughout is the inherited dev server: an application you did not write and would rather not
modify, whose behaviour you need to see. The page builds the answer up in layers: the sink protocol and its two
registration tiers; a small library of sinks that print, count and stream; narrowing at the binding with when=; streaming
to disk as JSON Lines; the TOML config file and the python -m wrapture runner that make the whole intervention
zero-code; and the exporters that render a recorded trace for Perfetto, snapshot comparisons and Mermaid diagrams.

4.9.1 Sinks: where events go
Binding points emit events; sinks consume them. The recording gate is “is anything listening”, not “is there a timeline”:
a Tape scoped to a test is one kind of listener, and a sink registered for the life of the process is another. When nothing
is listening, an applied binding constructs no event at all, so a bound but unmonitored call site costs almost nothing
beyond wrapt’s own dispatch.

A sink subclasses wrapture.Sink and overrides the notifications it cares about:

class Sink:
def on_enter(self, event): ... # recorded, operation not yet run
def on_exit(self, event): ... # operation completed
def on_error(self, event): ... # operation raised
def flush(self): ... # push buffered output out

Each event is heard at most twice: on_enter when it is recorded, with its position (sequence number, depth, parent
link) already assigned and its outcome fields still unset, then exactly one of on_exit or on_error when the operation
completes or raises. The event’s kind field says what was observed (a call, or an attribute get, set or delete), so the
protocol stays three notifications however many kinds exist. An event that is never closed, such as a generator abandoned
mid-iteration, gets an enter and no exit, which is itself information.

Two properties of delivery matter to sink authors:

• Notifications run inline, on the thread that executed the observed operation, so they should be quick. Code a
sink calls is never itself recorded, so a sink can safely touch observed objects without recording recursively.

• A sink can never take the application down. An exception raised from a notification is suppressed, counted
on the sink’s errors attribute, and reported with a SinkErrorWarning the first time only, so a sink broken in
a hot loop cannot flood the warnings.

A sink also declares, through capture_args and capture_result, how much of each event’s values it needs, using
the same levels the capture policies define. The effective level for a recorded event is the highest any active sink
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declares, so a test’s tape (which declares "reference") never downgrades what a streaming sink sharing the process
needs, and a binding’s own capture= override still beats them all.

4.9.2 Process and scoped listening
Sinks are registered on one of two tiers, and the difference is who can hear:

• Scoped sinks live in a context variable. A timeline’s tape is one: entering with timeline(...) pushes the
tape, exiting removes it, and the tape is visible only to the context that opened it. That is what keeps one test’s
recording out of another’s, and it propagates the way context does: into asyncio tasks, but not into threads.

• Process sinks are registered with add_sink() and hear every recorded event, from every thread and task, until
remove_sink(). This is the tier for observing a whole running application, where there is no enclosing scope.

printer = wrapture.add_sink(wrapture.Printer())
...
wrapture.remove_sink(printer)

Because the process tier is global rather than context-bound, a worker thread’s calls reach it with nesting intact, even
though the same calls are invisible to a timeline; the thread limitation is a property of scoped recording, not of recording
itself.

At interpreter exit wrapture delivers everything it still owes: flush() is called on every process sink still registered,
so the tail of a trace, usually the interesting part, is not lost in a sink’s buffers, and any window with a run open closes
it and writes its reports. wrapture.shutdown() performs exactly that operation on demand, and it is the one call
to know for environments that tear the interpreter down without ever running atexit callbacks: embedded interpreters
and subinterpreters are destroyed by their host, and hosting platforms typically offer their own shutdown notification
instead. Under mod_wsgi, for example, subscribe shutdown() to the process shutdown event, which fires while the
interpreter and its threads are still fully alive. Calling it more than once is safe, nothing is uninstalled (bindings stay
applied, so it quiesces rather than tears out the tracing), and a step that fails is warned about while the rest still run.
flush_sinks() remains as the sink half alone, for putting a trace on disk mid-run.

4.9.3 Watching calls live: Printer
Printer is the simplest real sink: it prints each event as it happens, one line when an operation begins, indented by
nesting depth, and a closing line with the outcome and how long it took, using the same -> and !! markers as tape.
tree(). It writes to the stream you give it, or to sys.stderr by default, flushing every line so the trace is intact up to
the moment of a crash or hang.

>>> import sys
>>> import wrapture

>>> class Gateway:
... def charge(self, amount, currency="USD"):
... return f"ch_{amount}"

>>> charge = wrapture.binding(Gateway, "charge").apply()
>>> printer = wrapture.add_sink(wrapture.Printer(sys.stdout))

>>> Gateway().charge(500)
__main__:Gateway.charge(amount=500, currency='USD')
__main__:Gateway.charge -> 'ch_500' [...]
'ch_500'

>>> wrapture.remove_sink(printer)
(continues on next page)
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>>> _ = charge.remove()

The bracketed figure on the closing line is the elapsed time, in the same adaptive units tape.tree(times=True) uses
(12us, 3.2ms, 1.40s), and for a streamed body (a generator, a request) it also shows the time spent producing the body
and how many items or chunks there were: [11.8ms, body 4.1ms over 3 chunks]. An operation whose result
was not captured still gets a closing line with the time. Pass timing=False when stable output matters more than the
figure, as in a doctest or a diff.

Two more options make the printer useful away from a terminal. path appends to a file instead of a stream (opened
on the first line written, and closed by close(); the file, being a plain path, is also what a config file can name).
timestamps=True prefixes each opening line with the local wall-clock time to the millisecond, so a printer file can
be lined up with server logs afterwards. Closing lines are not timestamped; the opening time plus the duration locates
them, and it keeps the tree readable:

14:05:30.117 GET /orders/42?expand=items (myapp.wsgi.application)
14:05:30.118 shop.OrderService.load(order_id=42)

shop.OrderService.load -> <Order 42> [3.2ms]
myapp.wsgi.application -> '200 OK' [11.8ms, body 4.1ms over 3 chunks]

wrapture.add_sink(wrapture.Printer(path="trace.log", timestamps=True))

stream and path are mutually exclusive; with neither, output goes to sys.stderr. The path is an output path template
like the JSONLines one, so path="logs/trace-{date}.log" with rotate="1d" gives one printer file per day; see
Output paths and rotation below.

No timeline appears anywhere above: the binding is applied, a sink is listening, and events flow. This is the minimal
form of tracing a running application: name the methods that matter in the application’s entry point, register a sink,
and a nested trace appears as requests come in, with no timeline and no changes to the code being observed.

Printer is the live view; tape.tree() is the tidy reconstruction after the fact. In a test, both can run at once, since
sinks compose: keep the timeline for assertions and add a Printer while debugging.

A captured log message (a "log" event, from the [[log]] config entry or capture_logs()) prints as exactly one
line in the tree, the message repr-escaped so an embedded newline cannot break the indentation, with the !! marker
for a logged exception on the same line: log myapp.orders ERROR 'charge failed' !! ConnectionError.
Tracebacks never print, here or anywhere in the printer; the exception object rides the event for the consumers built to
hold it.

4.9.4 Counting without retaining
Not every question needs the events themselves; often a number is the answer. Two collectors keep numbers and
nothing else, so they are safe to leave running for a whole test suite or a long-lived process:

• Counter() counts operations as they begin, failures included. One number, no retention.

• Aggregate() keeps one row per path: how many operations began, how many completed and how many of
those raised, and the total, self, fastest and slowest execution times of the completed ones. Memory is bounded
by the number of bound locations, however many events flow.

Both are collectors in the sense of the scheduled tracing page: placed in a window they accumulate while a run is open
and hand back a report when it closes, which is how “a summary every hour” or “one report for the whole process”
is spelled, in code or in a config file. Both are also sinks, hearing events while registered, so in code they can equally
be registered with add_sink() and read directly. Both declare "none" on both capture axes, which matters: when no
other active sink asks for more, recording skips value capture entirely, including signature binding, the dominant cost
of recording a call. A counter over a hot method costs a fraction of what a recording tape does.
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Counting across a whole suite is how the classic N+1 query regression gets caught. Bind the database layer’s entry
point once, register a Counter, and give every test a query budget:

# conftest.py
import pytest
import wrapture

from myapp.database import Database

queries = wrapture.Counter()

def pytest_configure(config):
wrapture.binding(Database, "execute").apply()
wrapture.add_sink(queries)

@pytest.fixture(autouse=True)
def query_budget():

before = queries.count
yield
used = queries.count - before
assert used <= 25, f"test issued {used} queries; N+1 regression?"

A test that quietly starts issuing a query per row now fails with a number attached, and because the counter asks for no
values, the whole suite pays almost nothing for the guarantee.

Aggregate answers the follow-up question, “where is the time going”, without retaining a single event. Its stats are
there to read at any time, and its report renders them as a table:

with wrapture.window(collect=[wrapture.Aggregate()]) as run:
drive_traffic()

print(run.reports[0].text)

aggregate "aggregate" run 1, 2026-08-18 14:05:30 to 14:06:00 +10:00 (30.0s), pid 4142
3 paths, 153 operations begun, 153 completed, 3 raised

calls total self per-call min max errors path
100 114.0ms 114.0ms 1.1ms 1.0ms 1.9ms shop:Gateway.charge
50 118.2ms 4.2ms 2.4ms 2.1ms 3.4ms shop:Processor.process
3 24us 24us 8us 2us 14us 3 shop:Gateway.refund

self is the figure profilers rank by, and the table is sorted by it: the time spent in the operation itself, excluding the
time its observed children account for. A method that is slow because of what it calls ranks low on self time; a method
that is slow in its own right ranks high, and that distinction is what tells you where to look. No external profiler can
compute it for an arbitrary handful of bindings, because it only sees whole call stacks; wrapture computes it from the
parent links as events close, retaining nothing.

Every recorded event carries started and duration (exceptions included), which is what the rows are built from.
For generators the accumulated body time stands in for the wall duration, since the wall figure includes the con-
sumer’s time between yields, which is not the generator’s to spend. The same numbers are available on a tape: tape.
self_time(event) for one event, and tape.tree(times=True) for the whole picture, covered on the unit testing
page.
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4.9.5 Composing sinks: fan-out, sampling and filtering
Combinators make sinks compose like building blocks. Each is itself a sink wrapping others, so they nest freely:

• Fanout(*sinks) delivers every notification to several sinks, with the same isolation the registry gives top-level
sinks: one broken inner sink is counted and skipped, its siblings still hear the event.

• Filter(predicate, sink) forwards only events the predicate accepts. The predicate is consulted once, when
the event enters, and the decision sticks, so the inner sink always sees properly paired enter and exit notifications
even for fields that change as the operation completes.

• Depth(max_depth, sink) forwards only the top levels of the call tree: Depth(1, ...) is roots only,
Depth(2, ...) roots and their direct children.

• Sample(rate, sink) keeps a random fraction of whole call trees. The decision is made once per tree, at its
root, and inherited by everything beneath, because sampling per event would emit children whose parents were
never seen.

One registration can therefore serve several needs at different costs:

wrapture.add_sink(wrapture.Fanout(
wrapture.Aggregate(), # always on, numbers only
wrapture.Depth(2, wrapture.Printer()), # live view, top of tree
wrapture.Sample(0.01, detailed_sink), # 1% of trees, in full

))

A combinator declares the capture levels of what it wraps (Fanout takes the highest of its inner sinks’), read at construc-
tion, so capture negotiation sees through the composition and the aggregate above never forces values to be captured
for the printer’s sake.

4.9.6 Deciding at the binding: when=
Sink-side narrowing with Filter or Sample happens after an event has been constructed and its values captured; the
recording cost is already paid by the time the sink declines it. When the point is to keep a hot binding cheap, decide
before any of that exists:

charge = wrapture.binding(
PaymentGateway, "charge",
when=lambda instance, args, kwargs: kwargs.get("tenant") == "acme",

)

The predicate is consulted once per operation, only while something is listening, and a falsey answer means no event
is constructed at all: no signature binding, no capture, no delivery. The operation itself still runs and behaviour still
applies, and the skip is counted on the binding’s filtered_calls, so a shorter trace than expected can be explained
rather than guessed at. On an attribute binding a set passes the written value as the one positional argument and a get
or delete passes empty args, the same mapping onto call shape the behaviour pipeline uses. For a generator target the
decision is made once, at the call, and covers the whole iteration.

Because the answer comes from a callable, adjusting the filter at runtime needs no API: write the predicate to consult
state you control, and change that state while the process runs.

TRACED_TENANTS: set[str] = set()

def traced_tenant(instance, args, kwargs):
return kwargs.get("tenant") in TRACED_TENANTS

wrapture.binding(PaymentGateway, "charge", when=traced_tenant).apply()
(continues on next page)
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(continued from previous page)

# later, in a live process: start tracing one tenant, then stop
TRACED_TENANTS.add("acme")
TRACED_TENANTS.discard("acme")

Two cautions. The predicate runs in the application’s call path on every operation while recording is active, so keep
it fast. And it is ordinary user code: if it raises, the caller sees the exception, the same contract as a custom capture
policy.

Per-operation sampling fits here too (when=lambda instance, args, kwargs: random.random() < 0.01),
but where nesting matters prefer Sample, which decides at the root and keeps whole trees together.

4.9.7 Declining a whole tree: tree=
A when= decline skips one event, the declined operation’s own. Whatever records inside the operation still records,
and with no event above it each such inner event becomes a root of its own. For the tenant predicate above that means
the other tenants’ gateway calls, if the gateway is bound too, appear on the tape as anonymous trees with no charge to
explain them. Sometimes that is exactly right: a behaviour-only binding on an interception point (when=False) must
stay out of the trace while what runs beneath it records. When the intent is “nothing from here down”, say so:

charge = wrapture.binding(
PaymentGateway, "charge",
when=lambda instance, args, kwargs: kwargs.get("tenant") == "acme",
tree=True,

)

With tree=True a decline suppresses recording for the operation’s whole dynamic extent: every binding that fires
beneath it, attribute accesses, blocks and log captures included, a generator’s iteration and a coroutine’s await, and a
thread handed the context with propagate() or detach(). Behaviour still applies throughout; only recording stops.
The inner bindings count each skipped operation on their own filtered_calls, so a shorter tape than expected can
still be explained binding by binding. when=False, tree=True silences a subtree unconditionally, for a noisy library
call whose internals are never worth seeing. tree=True needs a when= to act on and is refused without one; on a value
or mapping binding, which records nothing, it is refused like the other recording options.

The flag is the same on observed(), bound() and discover(), and on the request modes, where it is what an ignored
request wants; the WSGI page covers filter_requests(), the declarative request predicate that pairs with it.

4.9.8 Terminal nodes: leaf= and category=
tree=True drops an operation and everything beneath it. The related shape is to keep the operation’s own event and
drop everything beneath it: a client library’s entry point is worth seeing, the HTTP requests it makes internally are not,
and the entry point’s duration should cover them. That binding is a terminal node of the tree, and leaf=True says so:

wrapture.binding("billing.client:Client.charge", leaf=True, category="external")

A leaf records as usual, and for its whole extent nothing that would make a span records beneath it: nested bindings,
attribute accesses, blocks, a nested request, through a generator’s iteration, a coroutine’s await and a streamed response
body, and into threads handed the context with propagate() or detach(). Behaviour still applies beneath it; only
recording stops. Log captures are the exception: a log record is an instantaneous event on whatever is in flight, so
beneath a leaf it records attached to the leaf, which is the detail a terminal node can still usefully carry. Two properties
follow from nothing beneath the leaf being pushed: annotate() from the leaf’s own code lands on the leaf, since it
is the innermost event in flight (from inside a silenced call beneath it, one that would have been a span of its own, an
unaimed annotate() lands nowhere rather than on the leaf, so a silenced inner layer cannot rewrite the leaf’s story,
while current_event()with its filters still reaches the leaf), and trace_headers() called from the leaf’s own code,
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or from a silenced call beneath it, still yields the tree’s identity, so a probe of your own inside the leaf can propagate it
deliberately. Packaged client instrumentation follows a stricter contract, though: propagation belongs to the level that
records, so an instrumented HTTP client silenced beneath your leaf injects nothing, and a leaf that does not propagate
at its own level sends no trace identity downstream (deliberately: the service beneath an opaque leaf is often one that
would not understand the headers). The instrumentation packages page states the contract.

Unlike a tree=True decline, a leaf counts nothing on the bindings beneath it. The silence is structural, declared with
the binding, and visible on the tape by construction: the leaf event is there and has no children, which is the whole
explanation. A leaf beneath a tree=True decline stays fully silent, since the decline’s stronger silence is never lowered,
and a leaf beneath a leaf is silenced like anything else. The flag composes with when= and tree= on the same binding,
and is the same on observed(), bound(), discover(), block() and the request middlewares; a value or mapping
binding refuses it with the other recording options.

category= is the other half of declaring what a target is: the kind of operation its events are, one of "external" (a
call to another service), "database", "datastore", "messaging", "task", "server" (the handling of an inbound
request at a boundary the request middlewares do not speak for, the receiving mirror of "external"), "consumer"
(the receiving mirror of "messaging" and "task": handling one message, running one queued job) or "template",
aligned with the categories instrumentation packages are organised by. The category declares the operation’s role;
where its trace identity comes from is a separate declaration (joins= or links= on a block), and neither implies the
other. It is carried on every event the binding records as a field of its own, event.category, never as a data key, and
never changed afterwards: it is decided before the event exists, at the declaration or by a resolver given in its place
(see below), never during the call, so annotate() cannot set it. Leaf and category are usually declared together on an
outbound client, but neither implies the other, for the same reason when=’s reach never depends on what is passed to it.

The category is for programs, not for the printed tree: Printer, canonical() and mermaid() do not show it,
since the name already says what urllib.open is. It is selected on everywhere events are selected. On a tape,
of_category("external") narrows any event log as of_kind() does, tape.where(category="database")
selects across bindings, and current_event(category="external") aims annotate() or note_exception()
at the nearest enclosing external call without knowing its binding, the way kind="request" aims at the request. At
a sink, a Filter predicate reads event.category, and a config’s filter table takes category beside kind, path
and label. In the JSON Lines record it is a category key, present only when set. And the OpenTelemetry export
uses it for the span kind and, through the category’s data-key contract, for the semantic-convention attributes; the OTel
page has the contracts.

4.9.9 Deciding the name, kind and tags per operation: resolvers
A label, a category and seed data are declarations about the binding’s target, and for most targets one value each is the
truth: a gateway’s charge is always an external call. Some seams front several kinds of operation at once. An SDK
client’s one dispatch method reaches object storage, a queue and a function service depending on which client it was
called on, and no single category or name is honest for all of its calls, while binding the method once is the only way
to bind it at all. For that, label=, category= and data= each accept a callable in place of the value, with the when=
predicate’s signature, consulted per operation to decide that value for the one event: a resolver.

KINDS = {"s3": "external", "dynamodb": "datastore", "sqs": "messaging"}

def kind_of(instance, args, kwargs):
return KINDS.get(instance.service_name, "external")

def name_of(instance, args, kwargs):
return f"{instance.service_name}/{args[0]}"

def tags_of(instance, args, kwargs):
return {"service": instance.service_name, "operation": args[0]}

wrapture.binding(
(continues on next page)
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Client, "dispatch",
leaf=True, category=kind_of, label=name_of, data=tags_of,

).apply()

The three are consulted together, at the same moment when= is, after it has accepted the operation and before its event is
built. So a declined operation consults none of them, nothing runs while nothing listens, and a behaviour handler sees
the resolved identity through current_event(). They run under the recorder guard, so observed code they touch
passes through rather than recording, and if one raises the caller sees the exception, the same contract as a custom
capture policy. An attribute binding hands them the access mapped onto call shape as when= sees it: the written value
as the one positional argument on a set, empty args otherwise. observed() takes the same three; a wsgi or asgi binding
takes the static forms only, since a request middleware is named once at construction.

What each answers:

• A label resolver returns the event’s name, or None for the derived path. The name is what every renderer and
the OpenTelemetry export show, so keep it repeatable and low-cardinality, the way a request’s route is (s3/
GetObject, not the object key), and put identifiers in data. A resolved label names the event, not the binding:
find_binding() and error messages know such a binding by its path, exactly as an unlabelled one.

• A category resolver returns the event’s kind, or None. The answer should be one of the categories above, the
words sinks, the tape queries and the export understand; another word is carried as given, understood by nothing,
so it is a choice to make knowingly.

• A data resolver returns a mapping in the shape data= takes, or None for nothing, merged into the event’s data
ahead of anything annotate() adds inside the operation. It is the place for what the arguments already say;
what the outcome says still comes from annotate() in a handler. Because the seed exists only when the event
does, a resolver’s tags cannot land on some other event the way an ungated annotate() beneath a leaf can.

4.9.10 Streaming to disk: JSONLines
JSONLines(path) writes each completed event to a file as one JSON object per line, the JSON Lines format that
jq, pandas and log tooling consume directly. A line is written when an event closes, exit and error alike, so every
line carries the outcome and the timing; lines therefore appear in completion order, children before the operation that
contains them, and sorting by seq with nesting rebuilt from parent_id recovers the tree.

The form is deliberately stable. Every line has seq, parent_id (null for a root), depth, kind, path, and
the thread_id and thread_name of where the operation began; everything else appears only when it was ob-
served: label, started and duration (plus body_duration and items for generators), arguments or the raw
args/kwargs shape, forwarded, result, exception (type and message), caught (a list of the exceptions noted
with note_exception(), each with type, message and offset, the seconds since the event started), value and
previous for attribute writes, injected, stack, and data. Absence means “not captured”, so an absent result
stays distinguishable from "result": null, a call that returned None, exactly the distinction MISSING preserves in
memory.

Two properties make it safe to leave running:

• The application is never blocked on I/O. Lines go onto a bounded queue drained by a background writer
thread; when the queue is full the line is dropped and counted on dropped rather than making the observed call
wait. flush() blocks briefly until queued lines are on disk (shutdown() and flush_sinks() call it for you);
close() flushes, stops the writer, and closes the file.

• It declares "summary" capture, so it neither retains live objects nor fails on unserialisable ones, and values
that reach it captured by reference anyway (a binding’s override, a tape’s requirement) are reduced to bounded
summaries at serialisation time, with a depth limit that cuts even self-referential structures.

There are no built-in size caps; growth is managed by putting a time variable in the path and rotating on an interval,
described next.
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4.9.11 Output paths and rotation
Every path wrapture writes to, a JSONLines trace or a Printer file, is a template, expanded when the file is opened and
never per line. A path with no variables is a template that expands to itself. The variables:

variable value
{pid} process id, for pre-fork workers writing side by side
{host} hostname, for fleets writing to shared storage
{name} the sink’s name=, defaulting to its type (jsonlines, printer)
{date} 2026-08-18, local time
{time} 14-05-30, local time, filesystem-safe
{datetime} 2026-08-18T14-05-30
{epoch} 1755525930, integer seconds
{now:%Y%m%d-%H} any strftime format, local time
{utc:%Y%m%d-%H} any strftime format, UTC

A misspelt variable is an error where the path is given, not an hour into a run when the file first rotates. Values
are sanitised so an expansion can never introduce a path separator or climb out of the directory the template’s static
part names, and the parent directories of the expanded path are always created, so traces/{date}/trace-{time}.
jsonl simply works. sink.path says which file the sink is writing right now, and the sink’s repr() (which config.
report() includes) shows both the template and the current file.

Rotation is wrapture’s own. reopen() closes the current file, expands the template again and opens whatever that
names, so with a time variable in the path it moves on to a new file, on every platform, with no external mover; queued
JSONLines lines drain to the old file first. rotate= calls it on an interval ("15m", "1h", "1d", "1h30m", or a number
of seconds), and align=True puts that on the wall-clock boundary in local time, so hourly means on the hour and daily
at midnight, computed afresh each time so daylight saving is followed rather than drifted through. A path with no time
variable and a rotate= reopens the same file each time, which is pointless, and is warned about when the sink is built.
For rotation on demand, call reopen() from a signal handler. exceptions= says how much of an exception the file
carries, for a file that will leave the machine: exception messages routinely embed values (the key a KeyError names,
the statement a database driver echoes). The levels are "full" (the default), "message" and "type", each sink that
exports exceptions interpreting them against what it would otherwise write; JSONLines never writes a stacktrace, so
"full" and "message" both give the type and message, and "type" keeps the type name alone.

wrapture.add_sink(
wrapture.JSONLines("traces/{date}/trace-{time}-{pid}.jsonl", rotate="1h", align=True)

)

The interval timer is a single daemon thread per process, started by the first sink that needs it, so a sink with no rotate=
costs no thread.

This completes the inherited-dev-server story from the top of this page. The whole intervention is a few lines in the
application’s entry point, with no timeline and no changes to the code being observed:

# the tail of manage.py, or the app factory
import wrapture
from myapp.orders import OrderService
from myapp.payments import PaymentGateway

wrapture.binding(OrderService, "place_order").apply()
wrapture.binding(OrderService, "restock").apply()
wrapture.binding(PaymentGateway, "charge").apply()

wrapture.add_sink(wrapture.Fanout(
(continues on next page)
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wrapture.Depth(2, wrapture.Printer()),
wrapture.JSONLines("trace.jsonl"),

))

Requests then print a live two-level tree to the console while the full nested trace streams to trace.jsonl, worker
threads included, ready for jq:

$ jq -c 'select(.path | endswith("PaymentGateway.charge"))' trace.jsonl
$ jq -c 'select(.exception)' trace.jsonl

4.9.12 Writing your own sink
The protocol is small enough that special-purpose sinks are cheap to write. A sink that remembers which operations
ran longer than a threshold, keeping numbers rather than events:

class SlowCalls(wrapture.Sink):
"""Remember the operations that ran longer than a threshold."""

capture_args = "none"
capture_result = "none"

def __init__(self, threshold):
self.threshold = threshold
self.slow = []

def on_exit(self, event):
if event.duration is not None and event.duration > self.threshold:

self.slow.append((event.path, event.duration))

Declaring "none" on both axes keeps it near-free, exactly as with the counting sinks above; drop the declarations if the
sink needs to look at argument or result values.

One caveat for sinks that hold state, like the dictionary above: notifications arrive from whatever thread ran the observed
operation, so a sink shared across threads must protect its own state if it mutates anything more compound than the
example’s per-key counter.

4.9.13 Instrumenting your own code
wrapture’s config route exists for code you do not own: the wrapping is declared outside, the observed code never
imports wrapture, and nothing needs to be redeployed differently. For your own code the calculus flips. An author
happy to mark up their source finds a separate config file friction, because the declaration lives apart from the code it
describes; for them wrapture has an embedded surface, four pieces that read as one:

• @wrapture.observed is the def-site decorator: the function’s calls record as "call" events wherever it
ends up, near-free when nothing listens. Bare on a def, or @wrapture.observed(label="charge",
capture="summary") with options; everything but the callable is keyword-only. The unit testing guide covers
the proxy’s full character, including the callables no binding could reach anyway (closures, partials, callbacks).

• wrapture.block(name, **data) marks what is smaller than a function: a with statement declaring the en-
closed stretch as one "block" event, children nesting under it, the body’s wall time as its duration, an escaping
exception recorded and still propagated. Like a log statement, it is inert when nothing listens, so the marker
stays in production code permanently. when= (a plain bool, computed before entry), tree= (a declined entry
silences the whole body) and stack= mirror their binding() counterparts, so a hand-written boundary filters
and explains itself like a bound one.
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• wrapture.annotate(**data) attaches what the code knows and no generic capture can infer (a row count, a
cache hit) to the in-flight event, and is unconditionally safe to call. The number an aggregating sink wants is an
annotation on an event: count inside the loop, annotate the total onto the enclosing block on the way out, one
event rather than ten thousand.

• wrapture.note_exception(exc) is annotation’s sibling for a failure the code handled itself: an exception
caught and dealt with, so the scope completes normally, is noted against the event as a caught entry, marking
the operation failed for every sink and filter without touching control flow. Equally safe to call unconditionally;
current_event() with its filters aims either verb past the in-flight event at the unit of work that failed.

• WSGIMiddleware and ASGIMiddleware wrap the application object at the edge in code, application =
wrapture.WSGIMiddleware(application), grouping events per request exactly as the config-declared mode
= "wsgi" binding does, since both are the same class.

Sinks complete the all-in-code deployment: a CLI tool or worker that configures its observability from command line
options calls add_sink() programmatically and never touches a config file. Tracing needs nothing at all, since it is on
by default: a root block or observed call mints a trace identity, and trace_headers() carries it outward. Deliberately,
no code surface can force a trace on: the [trace] table’s enabled = false is an operator’s decision, and the per-
entry trace = true exception lives in the same file, written by the same hand. Code that wants its blocks traced
simply leaves tracing enabled.

The two postures are a choice, not a default and a workaround, and they mix: a service can decorate its own critical
paths and still be swept by an operator’s config, the events landing on the same tape and the same sinks either way.

4.9.14 Configuring from a file
The dev-server example above still edits the application’s entry point. A config file moves the same setup out of the code
entirely: observe rules, the sink, capture and sampling, written as TOML and applied as one unit. This is the format the
python -m wrapture runner below consumes, the autowrapt injection path consumes, and code can apply directly:

import wrapture

source = wrapture.find_config()
if source is not None:

wrapture.load_config(source).apply()

find_config() implements the source precedence: a path in the WRAPTURE_CONFIG environment variable, then
wrapture.toml in the current directory, then a [tool.wrapture] table in pyproject.toml. The first source found
wins outright; sources are never merged. Applying in code like this is a deployment posture of its own, with ordering
and shutdown considerations under hosts such as mod_wsgi and gunicorn; Manual setup covers it in full.

A complete file:

pythonpath = "tracing"
capture = "summary"

[[observe]]
target = "myapp.orders:OrderService"
match = "*"
exclude = "_*"

[[observe]]
target = "myapp.payments:PaymentGateway"
name = ["charge", "refund"]

[[observe]]
(continues on next page)
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target = "myapp.parsers"
match = "parse_*"

[[sink]]
type = "jsonlines"
path = "trace.jsonl"

[[instrument]]
name = "wrapture_local.hooks:OrdersInstrumentation"
tenants = ["acme", "globex"]

Choosing what to observe

Each [[observe]] entry binds members of one exact target. target is never a pattern: it is "module" or
"module:path", the same colon convention event paths use, so a bound member’s event path is literally the target
plus the member’s name. Members within the target come from name or match, one of which is required; each accepts
a single string or a list:

• name lists exact members. Every listed name must exist or the config fails to apply, and it binds anything,
properties and other attributes included.

• match is an fnmatchcase pattern over the target’s own immediate members only: no traversal into nested
classes or submodules, and no inherited members. It selects routines only (functions, static and class methods;
for a module target, only functions the module itself defines), skipping properties, nested classes, plain data and
anything already wrapped; name is the escape hatch that binds the skipped kinds explicitly. exclude subtracts
patterns from the match, and a match that selects nothing warns with ConfigWarning.

• mode is normally omitted, leaving each binding to detect its own. The accepted values are "wsgi" and "asgi",
which wrap the named members as applications of that protocol in the recording middleware; each requires
name, since a pattern must never bulk-install middleware, and for a wsgi or asgi entry redact names query
string parameters. The WSGI and ASGI request tracing pages cover them.

• leaf = true makes the entry’s bindings leaves, and category names what kind of operation their
events are ("external", "database", "datastore", "messaging", "task", "server", "consumer" or
"template"): the binding(leaf=, category=) options as TOML, see Terminal nodes.

• data is a table of static tags every event from the entry’s bindings starts with: string keys to scalars or flat lists
of scalars, the shape binding(data=) takes in code. It is the only way to annotate events from code the config
observes but does not own, and the tags show wherever the event does, as wrapture.data.* attributes on an
exported span for instance. An annotate() inside the observed code overrides a seeded key; on a wsgi or asgi
entry the request’s own fields (method, path and the rest of the request data-key contract) are written after the
seed and cannot be overridden by it.

The blast radius of a pattern is thereby one level of one named container, stated on the line above it.

The same selection is available in code as discover(), which takes the target and patterns an observe entry would
and returns a binding group; the two share one implementation, so a pattern selects the same members however it is
spelt. Unlike an observe entry it resolves immediately and an empty selection raises; the unit testing page covers it.

Observe entries defer. Applying a config never imports a target module: it registers a post-import hook per target,
which fires immediately when the module is already imported and otherwise when the application imports it, at which
point the entry’s members are resolved and its bindings applied. The application’s import order is never changed by
observing it. This holds under Python 3.15’s lazy imports too: a lazy import statement imports nothing, and first
use reifies the module through the normal import machinery, so the bindings land at that moment, before the touched
attribute is even fetched. Deferral has one honest cost: a misspelled target module is indistinguishable from one not
imported yet, so it is not an apply-time error; the applied record’s pending view names the entries still waiting, and
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a target whose module is never imported over the life of the process is reported in a ConfigWarning at interpreter
shutdown, so an empty trace has an explanation.

The top-level capture key overrides the capture level on every binding the file creates. An entry can set its own:
capture on an entry covers both axes and beats the top-level key, while capture_args and capture_result each
override one axis, the binding() options of the same names spelt as TOML. The levels are the ones the capture policies
define, so capture_result = "none" keeps a call’s arguments and drops what it returned, and capture_args =
"types" records only the type of each argument. On a wsgi or asgi entry the two axes are the request and the response.

redact on an entry names parameters whose values are replaced with <redacted> on that entry’s bindings, everything
else capturing at the level the entry’s arguments axis resolves to. Results have no parameter name, so a secret that
comes back out is hidden with redact_result = true instead, which records the marker in place of the result
(where capture_result = "none" would record nothing at all); it cannot be combined with capture_result,
which would have nothing left to apply to. redact_marker replaces the <redacted> text for both, and needs one of
them. This is the expected posture for anything leaving the process: streaming sinks already reduce values to bounded
summaries, but a summary of a secret is still a secret, so tokens, card numbers and credentials should be redacted by
name at the entry, where they never reach any sink at all.

stack on an entry records how control reached each of its events, the binding(stack=) option as TOML: "caller"
for the calling frame alone, a positive frame count, or "full", priced as the stack capture section describes. It answers
“which code path is hitting this” for code the config observes but does not own.

Sinks: the [[sink]] list

[[sink]] is a list of destinations; several entries fan out implicitly, so the list is the fanout and a single entry is a list
of one. Each entry names its sink with type and passes every other key to the constructor. Two builtin names cover
the event streams, printer and jsonlines; anything else is reached by module:attr reference: a callable, invoked
with the remaining keys as keyword arguments, that must return a Sink. So everything to a daily rotating trace plus a
shallow live view is two entries:

[[sink]]
type = "jsonlines"
path = "traces/trace-{date}-{pid}.jsonl"
rotate = "1d"
align = true

[[sink]]
type = "printer"
depth = 2

The depth key above is one of three gating keys an entry can carry, each the file’s spelling of a combinator wrapped
around that sink alone: sample = 0.1 keeps that fraction of whole call trees (Sample), depth = 2 forwards only
the top levels of each tree (Depth), and filter forwards only matching events (Filter). filter is either a table of
event fields to patterns, kind, path, label and category, each a string or list of strings matched with fnmatch rules
and all of which must match, or a module:attr reference to a predicate taking the event. Several gating keys on one
entry wrap in a fixed order however they are written, sample outermost, then depth, then filter innermost:

[[sink]]
type = "printer"
sample = 0.5
depth = 1
filter = { kind = "request" }

[[sink]]
type = "jsonlines"

(continues on next page)
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(continued from previous page)

path = "traces/orders-{date}.jsonl"
filter = { path = "myapp.orders:*" }

There is no top-level sampling key: sampling belongs to the sink it gates, and a whole-config rate is one sample on
each entry.

Sinks in [[sink]] listen for the life of the process. For sinks that should listen only for a while, on a schedule or on
demand, and for collectors that produce periodic reports, see Windows, whose [[window.collect]] entries use this
same grammar.

One nesting case exists, for a factory sink that is a container in its own right, routing or fanning out internally: it takes
the sinks it routes to under to, written as [[sink.to]] entries and passed to the factory as a to= list of built sinks.
Inner entries use exactly the same grammar, gating keys included, so nothing deepens further; anything more elaborate
belongs in Python:

[[sink]]
type = "wrapture_local.sinks:Router"

[[sink.to]]
type = "jsonlines"
path = "traces/requests-{date}.jsonl"
filter = { kind = "request" }

[[sink.to]]
type = "printer"
depth = 1

# wrapture_local/sinks.py
import wrapture

class Router(wrapture.Sink):
def __init__(self, to):

self.to = to
...

Sink references resolve when the file loads, because the sink must exist before events can flow. A relative path on a
builtin sink is anchored to the config file’s own directory, as pythonpath entries are, so the file says where its output
goes whatever the process’s working directory; a factory receives its keys as written.

Capturing log messages: the [[log]] list

Each [[log]] entry is capture_logs() spelt as TOML: the log messages the application emits through the standard
library logging module become events of kind "log", flowing to the config’s sinks beside the calls, nested under
whatever observed operation emitted them. The keys are the function’s arguments, all optional:

[[log]]
name = "myapp.*"
level = "INFO"
exclude = "myapp.health*"
exclude_message = "*password*"

name and exclude are fnmatch patterns (or lists) over logger names, and level is a threshold, name or number,
meaning “at least this severe”; the default WARNING keeps volume deliberate. Repeat the entry for different patterns
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at different levels. Unlike an observe entry there is no target to wait for, so captures apply immediately when the config
does, and report() lists them.

Capture hears each record once, on the logger that emitted it, before propagation and regardless of the application’s
handler configuration, which it never touches; records suppressed by a logger’s own level were never emitted and are
not captured. exclude_message is the safety valve, dropping matching messages at capture so they reach no sink and
no file, for content that must never be recorded anywhere. Selection any finer belongs to the sinks: a filter predicate
on one [[sink]] sees the whole event, data["message"] included, so routing (say, structured messages to one file)
is a predicate function away without blinding the other sinks.

The recorded fields ride in event.data (level, levelno, message, module, funcName, lineno), and a record
logged with exc_info carries its exception on the event’s exception field, never in the message: the message-plus-
traceback blob is a Formatter artifact of the logging module’s own output path, and wrapture captures the record, not
the output. One retention note for long-lived processes: a live exception keeps its traceback frames for the event’s
lifetime, so logging.exception() in a hot loop is a heavier capture than the message alone.

Instrumentation: code that patches a target

Declarative [[observe]] entries cover plain observation. Everything richer (behaviour pipelines, redaction policies,
when= predicates, iterator proxies, a framework’s choke points) lives in ordinary Python, and the config’s way of
running such code at the right moment is an instrumentation: a subclass of wrapture.Instrumentation that
declares, as class data, the one target package it covers, and as decorated hook methods the trigger modules under it,
each hook called once when its module is imported, or immediately if it already was. An [[instrument]] entry
names the class, and its remaining keys are the class’s declared settings:

[[instrument]]
name = "wrapture_local.hooks:OrdersInstrumentation"
tenants = ["acme", "globex"]

# wrapture_local/hooks.py
import wrapture

class OrdersInstrumentation(wrapture.Instrumentation):
"""Restock tracing for the tenants named in the config."""

target = "myapp"
removable = True
settings = {

"tenants": wrapture.Setting((), "tenants whose restocks are traced"),
}

@wrapture.instrumentation_hook("myapp.orders")
def orders(self, name, module):

tenants = self.settings["tenants"]

def traced_tenant(instance, args, kwargs):
return kwargs.get("tenant") in tenants

restock = wrapture.binding(module.OrderService, "restock",
when=traced_tenant)

restock.apply()

self.on_cleanup(restock.remove)
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The pieces, in the order they matter:

• target is the import path of the module tree the class covers, a top-level name or a dotted path (http.client),
and every trigger module a hook declares must live at or under it; a class claiming a module outside its target
is refused the moment it is defined. The target is what the conflict check works on: two enabled entries whose
targets overlap, the same path or one inside the other, are a ConfigError when the config is built, and since
every trigger lives under its target, that is also what stops one module being patched twice.

• settings declares every key the entry may carry, each a Setting(default, description). Declaration
is what makes the file validated rather than passed through blind: an unknown key is a ConfigError at load
(the tenats typo fails there, not inside the hook), and so is a value whose outer type does not match the de-
fault’s (a string where the default is an integer, a scalar where it is a list). What is inside a list or table is the
class’s own business, checked in configure() if it needs checking, which runs once after construction and
before any trigger fires, so a ConfigError raised there still surfaces at apply time. The resolved values, class
defaults under the entry’s, are self.settings on the instance. A class that binds several distinct groups of
call sites declares each as an Aspect, a sub-table of the entry ([instrument.views]) carrying that group’s
switch, the recording keys an [[observe]] entry takes (capture, capture_args, capture_result, redact,
redact_result, redact_marker, leaf, stack) and any settings of its own; a bare boolean under the aspect’s
name is its enabled, and the keys of the aspect the class marks primary may be written flat on the entry. Aspects
has the whole scheme.

• The decorated hook is the door: one @wrapture.instrumentation_hook(module)method per trigger, called
as method(self, name, module), the method name free and the trigger string appearing only on the decorator
(stack the decorator for one method serving several triggers, with name saying which fired). Inside it, build
the patches against the module handed in and register the undo with self.on_cleanup(callback), tagged
automatically with the trigger being applied. Bindings are the common case, and the recipe is three lines: build a
wrapture.bindings(...) group, group.apply(), self.on_cleanup(group.remove). For teardown that
does not decompose into callbacks, pair a cleanup method with the hook via @<hook>.cleanup. The module
defining the class must not import the target, so that loading the class never imports the package it is about to
patch.

• removable = True is the class’s claim that it can undo itself. It defaults to false, so a package has to say so; the
claim governs report() and the warning revert() gives, and the cleanup callbacks run either way. A hook
may override the claim for its own trigger with removable= on the decorator.

• name, description and version default from the entry point and distribution for a packaged instrumentation,
and to the target, the class docstring’s first line and nothing for a local one.

The name key takes three spellings. A module:attr reference, as above, names a class by its location: operator
code next to the config file, made importable by pythonpath, or a package under test. A bare name such as flask
names an instrumentation an installed package registered in the wrapture.instrumentation entry point group (one
entry per class, the entry point name being the instrumentation’s name, so one distribution can ship instrumentation
for many packages); it resolves when exactly one installed distribution registers it. And name@distribution, as in
requests@wrapture-instrumentation-acme, picks between two distributions that register the same name, the
part after @ being the distribution name as pip list shows it, matched after the usual name normalisation; a bare
name two distributions register is a ConfigError listing the qualified spellings to choose from. enabled = false
keeps an entry in the file but inert: still validated, but applying nothing, taking part in no conflict check and satisfying
no requirement, which is what lets a generated file be shipped with every entry present and switched off. An entry may
carry triggers, a subset of the class’s declared trigger modules to register, the escape hatch for excluding one hook
of a large instrumentation while a fix is pending; a name the class does not declare is a ConfigError. A class may
also declare requires, other targets that must have an enabled instrumentation in the same config, a single name or
a sequence of them; requirements are never pulled in automatically, and a missing one is a ConfigError naming the
target.

Applying is as deferred as observing: each trigger module gets one post-import hook, which fires immediately for a
module already imported and otherwise when the application imports it, and a hook that raises from inside an appli-
cation import warns and lets the import continue, exactly as a failing observe entry does. The installed version of the
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target, read from package metadata, is what a class’s supports range (a PEP 440 specifier) and any per-trigger range
on a hook’s decorator (@wrapture.instrumentation_hook("flask.sansio.app", supports=">=2.3")) are
checked against before anything fires: a version outside the range registers nothing for the affected triggers and warns
with ConfigWarning, never an error, because an environment newer or older than the package is not a misconfigura-
tion. AppliedConfig.instrumentations is the live record of each applied instance, with its settings in effect, the
target version found, and applied and pending trigger lists; report() shows the same; and revert() removes each
in reverse application order through remove(), neutralising the hooks that never fired, so instrumentation is no longer
outside what a config can undo.

What is installed, and what a file could switch on, is a command away: python -m wrapture.tools
instrumentation lists every registered instrumentation from class data alone, applying nothing (distribution and
version, target and installed version with the support verdict, triggers, requirements, settings with defaults, removabil-
ity); --config PATH adds the file’s own reference-form classes and marks the entries it selects; and --toml writes
[[instrument]] entries to standard output instead, one per installed instrumentation, every one enabled = false
and every setting a commented-out line at its default with its description beside it, so un-commenting a line is the
whole act of configuring. Instrumentation packages covers the packaging side: the entry point, the import-light rule,
the naming convention, and testing the class directly.

Framework instrumentation has one more call to know about. A framework routinely catches the exception
a view raised and hands it to an error handler that returns normally (Flask.handle_exception, Django’s
handle_uncaught_exception, Celery’s on_failure), so the request or task that failed completes with a result
and no exception; the handler is the only code that can be bound, and noting through a current_event() han-
dle from a behaviour on it is how the failure reaches the event that actually failed. The aiming rule: wrapture.
current_event(kind="request").note_exception(exc) when the unit of work is a request wrapture’s own
middleware recorded, which no binding of yours created, and current_event(binding=self.task_call).
note_exception(exc) when it is an event of the instrumentation’s own binding (a Celery instrumentation’s Task.
__call__, say), the handle it already holds. Both select the nearest enclosing match; when nothing matches the handle
is empty and the note quietly does nothing, so the call needs no guard. The bare wrapture.note_exception(exc)
and wrapture.annotate(**data) are shortcuts for the same verbs on current_event()with no filters, one mental
model throughout. A handler that fires after the unit of work has closed cannot note against it: the sinks have already
heard that event close, so the note is refused with a ConfigWarning naming the event and the exception, which tells
you the failure needs recording another way. The unit testing guide has the full semantics.

Code next to the config file

Uninstalled operator code, the factories and callbacks above, is made importable by the top-level pythonpath key: a di-
rectory or list of directories prepended to sys.pathwhen the file loads, with relative entries anchored to the config file’s
own directory, so a config plus its companion code stays a self-contained bundle wherever the process launches from.
Prepending can shadow installed modules, so keep such code in a distinctively named package (wrapture_local/
above), never in loose generically named files.

Trust and failure: what a bad config does

A config file can name arbitrary code to run, so loading one is equivalent to executing code; the trust boundary is
write access to the file, as it already is for anything else the process imports. Failures are loud: unknown keys, name
and match together, a reference that does not resolve, a factory that returns something other than a Sink, all raise
ConfigError, and a config that fails partway through applying unwinds whatever it had installed before the error
propagates. A Tape is refused as the sink, however deeply a factory’s composition buries one: a tape retains every
event and a config sink lives for the life of the process, so unbounded retention stays a deliberate code-level choice.

Validation that needs the target module (a name that must exist, a match with nothing to select) runs when the entry’s
hook fires, and the posture depends on when that is. Fired during apply itself (the module was already imported), the
failure is the caller’s to hear and raises. Fired later, from inside the application’s own import of the module, it warns
with ConfigWarning and drops the entry instead, because observation must never fail the import it rode in on; an
instrumentation hook that raises after apply is handled the same way.
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The same setup is available programmatically as the Config class with ObserveEntry and InstrumentEntry values,
which is exactly what the loader builds: the file can say nothing that Config cannot, and code can additionally pass live
objects, a constructed sink, a callable capture policy or an Instrumentation subclass itself, where the file is limited
to what TOML can spell. apply() returns the live AppliedConfig record: bindings grows as hooks fire, pending
names the entries still waiting, instrumentations holds each applied instrumentation, report() renders the whole
picture as text, which is the way to ask an injected process what is actually installed, and revert() takes everything
down again, neutralising hooks that have not fired.

Zero-code runs: python -m wrapture

The runner applies a config and then runs your program, with nothing in the program saying so:

$ python -m wrapture -m myapp
$ python -m wrapture manage.py runserver
$ python -m wrapture --config trace.toml -m myapp

Without --config the precedence chain above locates the file, and finding none is an error rather than a silent untraced
run. The target runs as __main__ with sys.argv rebuilt to the target and its own arguments, exactly as python -m
myapp or python manage.py runserver would have run it, the same -m convention as pdb, cProfile and coverage.
Everything after the target belongs to the target, however option-like it looks, so wrapture’s options go before it.

The ordering is the point: the config is applied before the target runs, so patches are in place before the target module
imports anything, and a from applib import parse in the application still picks up the observed function. This
is the zero-code form of the dev-server scenario at the top of this page: the few lines in the entry point become a
wrapture.toml next to the project, and python -m wrapture manage.py runserver traces the inherited appli-
cation untouched.

Runnable demonstrations of this whole workflow live in the examples directory of the repository: a live printer over
an order flow, a threaded pipeline streamed to disk and rendered in Perfetto, and an operator-code bundle showing
pythonpath and a local instrumentation class with a setting read from the file. Each is a directory to cd into and run.

4.9.15 Injection without a launcher: autowrapt
The runner still owns the command line. When even that is unavailable, because something else launches the process (a
service manager, a container entry point, a WSGI server), the same config can be injected at interpreter startup through
autowrapt. Two opt-ins gate it, both outside wrapture:

$ pip install autowrapt
$ AUTOWRAPT_BOOTSTRAP=wrapture python myapp.py

Installing autowrapt is what makes interpreter startup do anything at all, and the environment variable names an entry
point group that autowrapt hands to wrapt’s post-import hook discovery once site initialisation completes; wrapture’s
entry in that group hooks a module that is always already imported, so its bootstrap fires immediately, at startup. Absent
either opt-in, the entry point in wrapture’s package metadata is inert: wrapture has no dependency on autowrapt and
never imports it. When it fires, the bootstrap resolves the same config precedence chain the runner uses and applies what
it finds, before the application’s own code runs. The runner and autowrapt are two doorways into identical machinery;
nothing is expressible through one and not the other.

How autowrapt hooks startup, a PEP 829 .start file on Python 3.15 and later and a .pth file before that, is described
under applying patches at interpreter startup in the wrapt documentation. Install autowrapt 2.0.0 or later: it is the first
release to ship the .start file, and Python 3.15 onwards phases out running code from .pth files in its favour.

Positioning matters here. Injection is a development, staging and break-glass tool: the unwritten rule for autowrapt
is that it is not installed on production systems in normal situations, precisely because of what it enables, and that
installation gate is the feature. Production tracing is the code-level path from earlier on this page, an application
registering its own process sink at startup. Two operational cautions follow from the mechanism:
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• Injection never takes the process down. A missing config warns (ConfigWarning) and the process starts un-
traced; a config that exists but cannot be applied warns the same way, because an error raised at bootstrap is fatal
to an interpreter that has not even started, and the environment variable reaches every Python process launched
under it, not just the one you meant. The loud failures belong to the runner and the programmatic path, where
the caller chose to apply.

• Observe entries defer, so the bootstrap imports no application code: bindings land as the application imports its
own modules, in its own order, and a Django models module is observed the moment Django itself brings it in.
What does resolve at bootstrap is the [[sink]] references, because a sink must exist before events flow; operator
code it lives in must be reachable then, which is what pythonpath is for.

• The variable’s reach is configurable. inherit = false in the config strips wrapture’s own name from
AUTOWRAPT_BOOTSTRAP once the config applies, so Python processes the application launches by exec or spawn
start untraced; other tools named on the variable are untouched, and WRAPTURE_CONFIG is left alone. The de-
fault inherits, because launched workers (a dev server’s autoreloader child, spawned pool workers) are usually
the application itself. Forked workers are outside either setting: a fork inherits the parent’s memory, patches and
sinks included, without re-running interpreter startup.

Once injected, the process is still operable. The bootstrap keeps its AppliedConfig record on wrapture.bootstrap.
applied, since nothing else in an injected process holds it: from a console, a debugger or a signal handler, report()
lists what is installed and what is still pending, suspend() and resume() are the runtime toggle (wrappers stay in
place, operations pass through and are counted, and a pending entry firing while suspended arrives suspended too), and
revert() takes the whole intervention down without restarting the application.

4.9.16 Forked worker processes
A fork inherits the parent’s memory, patches and sinks included, and wrapture keeps recording coherent across it. The
first sink registration installs os.register_at_fork handlers, benign in a process that never forks. Before a fork the
process sinks are flushed, so buffered output is not duplicated into the child, and the recording locks are taken, so the
child does not inherit one held by a thread that no longer exists there; the parent releases them afterwards, and the child
reinitialises them fresh.

The child also discards the inherited in-flight stack, and with it any active trace. This is structural, not just policy: the
in-flight events belong to the parent, which will run their bodies and close them, so a child that kept the stack would
nest its first event under an operation completing in another process. Immediately after a fork, current_event() and
annotate() are in the nothing-in-flight state until new work starts. The consequences fall out of the trace kind gate:
the child’s first operation is a genuine root, a daemon worker’s next WSGI or ASGI request mints or joins a trace as
any root request does, and a child wanting an immediate identity opens a block, which mints.

Sinks hear about the fork through on_fork(), a notification delivered in the child only, with a do-nothing default; a
sink overrides it to rebuild what fork broke, since worker threads do not survive into the child and inherited descriptors
are shared with the parent. JSONLines restarts its writer lazily and expands its path template afresh, so a {pid}
template gives each process a file of its own; the OpenTelemetry sink drops its open-span table (the parent’s spans are
the parent’s) while the OTel SDK’s own at-fork handling restarts the exporter threads. Children created by spawn or
exec are a different case and need none of this: they start fresh and deliberately untraced, as the autowrapt section above
describes.

4.9.17 Trace identity and propagation
wrapture’s event linkage, sequence numbers and parent ids, is process local. A trace identity extends the tree across
processes: every tree of events carries a distributed trace id, the W3C trace context, and the identity travels in the
traceparent header of outbound requests, so two services both observed by wrapture join their trace files on one id,
with or without any tracing backend involved.

Every tree rooted in an operation is a trace. The mechanism is on by default: a root call, request or block event that
inherited no context mints a fresh identity, one random id per tree, only while events are being recorded at all, so the
cost when nothing listens stays nothing. Traces start at declared operation boundaries, a function invoked, a request
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arriving or a block entered, not at accesses or messages: a tree rooted in an attribute event carries no identity, and a log
message never starts a trace, though one recorded inside a traced tree shares its identity like any other child. Children
share their tree’s context, readable in code as event.trace, and every JSONLines line carries the identity under its
trace key:

{"seq": 3, "path": "backend:quote", "trace": {"w3c": {"trace_id":
→˓"1f4c24c6b0e14f6a9d2c8e5a7b3f9d10", "sampled": true}}}

The WSGI and ASGI middleware are the special case at the ingress boundary: an arriving request carrying a
traceparent header joins the caller’s distributed trace rather than minting, and its tracestate rides along un-
touched. A request with no recognised headers mints as any root does. A boundary inside an already-traced tree
keeps the enclosing identity unless it receives headers of its own, which start a fresh scope for its subtree.

The same join is available to any boundary the middlewares do not speak for. block(name, joins=headers) parses
the identity a synchronous ingress arrived with, an XML-RPC dispatcher or a raw socket server say, and the block’s tree
becomes part of that distributed trace by exactly the middleware rules: joining at a root, shading a subtree when nested,
minting as usual when the mapping carries nothing valid. Where links= records a hand-off from another operation
(the consuming side of a queue), joins= says the caller is still waiting: same trace, not a related one.

Processes with no HTTP ingress get their trace root from a block: a cron job, CLI command or queue worker wraps
its operation in with wrapture.block("process-batch"): and the root block mints, trace_headers() supply-
ing the identity for whatever it sends outward. The block’s name can even be keyed dynamically (block(f"deploy
{target}")) where a function name is fixed, which is why blocks mint rather than deferring to an @observed func-
tion at the top; a request with incoming headers nested under such a root still joins its own trace, since ingress parsing
at the boundary is independent of root minting.

On the way out, instrumentation injects the identity into outbound traffic. The whole public surface such an instrumen-
tation needs is two functions. wrapture.current_trace() answers “what trace is this operation part of”, carrier-
agnostic: an instrumentation for a transport with no header concept (trace context in a SQL comment, a database session
variable) reads the slot’s ids off it and renders them its own way. wrapture.trace_headers() is the convenience for
any carrier of named values, HTTP request headers foremost but equally message-queue headers or gRPC metadata:
it returns the pairs an outbound message made right now should carry, empty when nothing is being recorded, so in-
jection is always safe to attempt. Such an instrumentation is one Instrumentation class with one behaviour stage;
the trace-propagation example’s urllib_support.py is the complete pattern, a client and a server in two processes
sharing ids through nothing but the header.

W3C trace context is the one wire format wrapture speaks. The ecosystem has converged on it, and vendor baggage
rides inside the standard’s own tracestate header, so there is nothing left for a second convention to carry. One
invariant governs an identity wrapture parses but nothing claims: never break a trace you do not understand. An
arriving identity keeps its raw headers on the slot, and on egress a slot no tracing sink has claimed forwards those
headers verbatim, so the upstream product sees this service as a transparent hop and its trace stays connected, while a
claimed slot is rewritten with span ids that really get exported. Headers wrapture does not parse are never touched at
all: a request carrying a vendor format alongside traceparent (services mid-migration send both) flows through the
application with no wrapture involvement in the vendor headers whatsoever.

Configuration is the top-level [trace] table, and the noun is deliberate: this switches trace identities, never observa-
tion, recording or sinks:

[trace]
enabled = false # ids and propagation off process-wide

[[observe]]
target = "myapp.jobs"
match = "run_*"
trace = true # these roots mint identities anyway

trace = true on an observe entry is the case-by-case re-enable under a global disable: that entry’s roots, a back-
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ground job wanting an identity for its outbound calls, say, mint even while the mechanism is off elsewhere. Because
only operations mint, the flag lands on the entry’s call and request bindings; an entry that binds nothing but attributes
is rejected, since the flag could never act there. With no [trace] table at all, the default stands: enabled.

4.9.18 Work the caller does not wait for
Nesting says one operation ran inside another, and on a single thread that is always the truth: a call made while another
is in flight is its child, whatever it goes on to do. A hand-off breaks that rule. A request that starts a thread and returns,
a pool worker that runs a job long after its submitter has finished, a consumer that processes a message some other
process put on a queue: the work was caused by an operation but is not contained by it, and drawing it as a child would
make the parent’s duration a lie and, once the parent has closed, leave the child with nothing to attach to. wrapture
spells the relationship with a link: a root event carrying, on event.links, the identity of the operation that handed it
off, without being nested under it.

For a thread, detach() is the hand-off, the sibling of propagate(). Where propagate() copies the recording context
so the thread’s events nest under the caller’s in-flight event (right when the caller waits for the thread), detach() clears
the in-flight stack in the copy and remembers the origin, so every event the thread records with nothing in flight above
it becomes a root of its own, minting its own trace identity, with a link back:

@wrapture.observed
def handle_upload(request):

store(request.file)
threading.Thread(

target=wrapture.detach(generate_thumbnails), args=(request.file,)
).start()
return "accepted"

@wrapture.observed
def generate_thumbnails(file):

for size in SIZES:
resize(file, size)

On the tape that is two trees, and tree() names the origin on the detached root:

handle_upload(request=<Request>) -> 'accepted' [12.3ms]
generate_thumbnails(file=<File>) -> None <- handle_upload [840ms]
resize(file=<File>, size=32) -> ...
resize(file=<File>, size=64) -> ...

handle_upload’s duration is its own 12.3ms, not the 850ms it would show as a parent, and tape.
detached_from(upload) and tape.origins_of(thumbs) walk the relationship in either direction for a test to
assert on. detach() records nothing itself and takes no name or data: which events the thread records, and what they
are called, is decided as always by the bindings on what the target calls, by @observed on the target, or by a block()
in its body. The example observes generate_thumbnails so the thread’s work is one tree; had it not been, each
resize would be a root of its own, every one of them linked back to the upload, since the origin holds for the life of
the detached context rather than for its first event only. pool.submit(wrapture.detach(job), ...) is the same
call for an executor, and a detached thread outliving the timeline is discarded and counted exactly as a propagated one
is.

For a queue, the hand-off crosses a process boundary and the link travels in the message. handoff() captures the
in-flight event as the origin, and its headers() are the traceparent pairs to put on the message, the same pairs
trace_headers() gives; on the consuming side, block(links=...) names the message’s headers and the root
block links to the producer’s operation rather than nesting under it, an EventLink with no sequence number since the
origin ran elsewhere:
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# producer
@wrapture.observed
def enqueue_report(job):

origin = wrapture.handoff()
queue.put({"job": job, "headers": origin.headers() if origin else {}})

# consumer
def worker():

while True:
message = queue.get()
with wrapture.block("report", links=[message["headers"]]):

build_report(message["job"])

A mapping with no valid traceparent contributes nothing, so the headers of an untraced message are safe to pass.
Links belong to roots: links= on a block nested inside an in-flight operation is dropped with a ConfigWarning,
because a nested block is that operation’s child and the same-thread rule is not for overriding. And links are for
hand-offs, where the producer has moved on; a server answering a waiting caller joins the caller’s trace instead, with
block(joins=headers), described under trace identity and propagation.

Every renderer carries the relationship. JSONLines lines have a links list with the origin’s ids, its seq when it ran in
this process, and any attributes noted on the link; chrome_trace() joins a detached root to an origin in the same
file with a flow arrow between the lanes; canonical() appends <- path for an origin in the same trace; the Printer
marks the root with its origin’s trace id. With a tracing sink active the ids captured at the hand-off are those of the span
the origin was exported as, which is what makes the OpenTelemetry sink’s translation to span links land on a span that
exists.

4.9.19 Exporting traces to other tools
Three exporters render a trace for existing tools rather than a viewer of wrapture’s own. Each accepts either a Tape or
event records in the serialised JSONLines form, so a trace can be exported live inside a test or long after the fact from
a file the runner produced; load_events(path) reads such a file back. From a shell, python -m wrapture.tools
convert does the same without writing any code (bare python -m wrapture.tools lists the available commands).
A tracing backend with a span model of its own is fed live by a sink instead; the OpenTelemetry bridge closing this
section is the worked case.

A timeline in Perfetto: chrome_trace

chrome_trace() renders the trace in Chrome trace JSON, the format the Perfetto UI (and the older chrome://
tracing) opens directly:

$ python -m wrapture.tools convert --format chrome -o trace.json trace.jsonl

Drop trace.json onto Perfetto and the trace becomes a navigable timeline: one lane per thread, one slice per event,
nested slices for nested events, with widths proportional to duration. Clicking a slice shows the captured arguments,
result or exception in the detail pane. The gaps between slices are unobserved time, which for a deliberately sparse
trace is itself information. An event that never closed appears as a begin with no end, and a generator’s slice spans
creation to close with its accumulated body time alongside. Work handed to another thread with detach() sits on that
thread’s lane with a flow arrow from the operation that started it.

Architectural snapshots: canonical

canonical() renders the call tree as a deterministic text fingerprint: kind and path per line, indented by nesting, !!
with the exception type for failures, (injected) for outcomes supplied by behaviour, <- path on a root handed off
from an operation in the same trace. Everything unstable between runs (sequence numbers, timings, captured values,
thread identity) is left out:
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with wrapture.timeline(place, charge, ledger) as tape:
checkout(order)

assert wrapture.canonical(tape) == snapshot

Snapshot it once (a golden file, or a tool such as syrupy) and a refactor that silently changes what calls what fails the
comparison as a diff a reviewer can read. This is the complement to assert_order: the assertion states the rules you
thought of, the snapshot catches the changes you did not. From a shell, convert --format canonical renders a
trace file the same way.

Diagrams where Mermaid renders: mermaid

mermaid() renders the trace as a sequence diagram: participants are the classes and modules, messages are the mem-
bers called on them in recorded order, failures return their exception type, and attribute events carry their kind (status
(set)). Mermaid renders natively on GitHub and in most documentation tooling, so the output pastes straight into a
pull request comment; convert --format mermaid writes it to standard output ready for the clipboard. Best kept
to small traces; sequence diagrams stop being readable beyond a few dozen events.

sequenceDiagram
participant caller
participant P1 as OrderService
participant P2 as PaymentGateway
caller->>+P1: place_order
P1->>+P2: charge
P2-->>-P1: TimeoutError
P1-->>-caller: return

Live traces in OpenTelemetry: a sink

The converters above render a trace after the fact, from a tape or a file. Feeding a tracing backend while the application
runs is a job for a sink, and OpenTelemetry’s is one wrapture ships: the OpenTelemetry export guide covers the [otel]
config table, the three signals, the trace identity claiming and the wrapture[otel] extra. What stays here is the shipped
sink as the worked case for a sink of your own feeding any backend with a span model; the pattern is the same, only the
API names change.

Most of the mapping writes itself, because the two models are close:

• One event becomes one span, opened at on_enter and closed at exactly one of on_exit or on_error, the error
close recording the event’s exception on the span and marking its status. The event’s links, the origins of work
handed off with detach() or named by a consumer block, become the span’s links, set at creation because that
is the only moment OTel accepts them.

• "request" events become SERVER spans named access-log style (GET /quote/widget), carrying the
method, path and status code under their semantic-convention attribute names; "call" events become IN-
TERNAL spans named by the binding, or, for a categorised call, by its contract keys (SELECT orders, send
notifications, inventory.Counter/Count), and "block" events become INTERNAL spans named by the
block, which is how an embedded with wrapture.block("render-invoice"): shows up as a span with no
OTel API in the code. Attribute events are skipped as too fine-grained for a trace, the same judgement the kind
filter spells in a config file.

• Captured arguments, results and annotate() data become span attributes, flattened onto dotted names
(wrapture.arg.item, wrapture.data.rows) because OTel attributes hold only scalars and lists of scalars.
The data dict is read again when the event closes, since annotations merge in while the operation runs. The sink
declares "summary" capture on both axes, so the values reaching it are already bounded text and scalars, safe to
hand to an exporter and impossible to retain live objects through.

92 Chapter 4. Documentation



wrapture, Release 1.0.0b4

• flush() forwards to the span processor’s force_flush(), so the flush wrapture gives process sinks at inter-
preter exit also drains OTel’s batch processor, and the tail of a trace is not lost in its buffer.

Two moves are less obvious, and they are the part worth copying into a bridge to any other backend. The first is
parenting. OTel normally parents spans through ambient context, but sink notifications arrive on whatever thread ran
the observed operation, and a generator or a streamed response body can close on a different thread than it started on,
so the ambient context at the close is not reliably the one from the start. The event’s parent_id is correct in all of
those cases, so the sink parents explicitly through a map of open spans:

def on_enter(self, event):
context = None
if event.parent_id is not None:

with self._lock:
entry = self._spans.get(event.parent_id)

if entry is not None:
context = trace.set_span_in_context(entry[0])

span = self._tracer.start_span(
name=event.label or event.path,
context=context,
start_time=self._to_epoch_ns(event.started),
...

)

with self._lock:
self._spans[event.seq] = (span, time.monotonic())

The close pops the entry by event.seq and ends the span, so the map holds only what is in flight. Children close
before the operation that contains them, which is what makes the lookup safe.

The second is time. Events are stamped on the perf_counter clock, which has an arbitrary zero; OTel wants absolute
epoch nanoseconds. Sampling both clocks once, in the same breath at construction, pins them together, and every event
time then converts by one addition:

self._epoch_offset_ns = time.time_ns() - int(time.perf_counter() * 1e9)

def _to_epoch_ns(self, perf_seconds):
return self._epoch_offset_ns + int(perf_seconds * 1e9)

Passing start_time and end_time through this conversion means the span timings are the event timings, not the
moments the exporter heard about them.

Everything else about the shipped sink, the [otel] table and its per-signal tuning, the trace identity claiming that
makes files, headers and exported spans agree on one id, the metrics and logs signals, the pipeline posture, and the fork
behaviour, lives in the OpenTelemetry export guide.

4.10 WSGI request tracing
A request is the natural unit of tracing for a web application: one HTTP request, its method, path and status, and
every observed call made while handling it, as one tree. A plain binding on the application callable cannot deliver
that, because WSGI routes the interesting facts around the return value: the status and headers travel through the
start_response callback, the body is an iterable the server consumes after the call returns, and a streaming applica-
tion does most of its work after a call event would already have closed.

mode="wsgi" exists for exactly this shape. It wraps a WSGI application object in a protocol-aware recording middle-
ware:
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app = wrapture.binding("myapp.wsgi:application", mode="wsgi")

The mode is never detected; a WSGI application looks like any other callable, so you always say mode="wsgi" ex-
plicitly, and discover() never selects it. Everything a binding provides works as usual: apply() and remove(),
suspend and resume, when=, capture=, and config reachability.

For an application object that never sits at a named attribute, a closure handed straight to a server, the middleware is
usable directly; it is the primitive the binding mode builds on:

application = wrapture.WSGIMiddleware(application)

The standalone constructor carries the recording options the binding mode would otherwise supply, under the same
names, so a middleware built in code loses nothing to the config-declared form. when= decides per request whether
to record, the application running and answering either way: a callable taking the environ, or a filter_requests()
filter over the request’s recorded fields (when=wrapture.filter_requests(ignore={"path": ["/health",
"/static/*"]})), the form that keeps health checks and static assets out of the tape; tree=True extends a decline to
everything beneath the request, which is what an ignored request wants (see Ignoring whole requests). capture_args=
is the capture policy for the request’s descriptive data, where redact("voucher") masks query parameters by name
over and above the built-in sensitive set, capture_result= the policy for the status-line result, and data= a mapping
of static tags every request event starts with (the request’s own fields are written over it). An explicit option wins over
the bound binding’s value where both exist.

4.10.1 What a request event contains
Each request records one event of kind "request". It is structurally a generator event: the synchronous application
call is one phase, then the server drives a streaming tail as it iterates the body.

• result is the status line ("200 OK"), the outcome of a request the way a return value is the outcome of a call,
so every existing filter, assertion, sink and exporter shows it unchanged.

• duration is wall time from the call to the close of the body: time to last byte. body_duration accumulates
the time spent producing body chunks, and items counts the chunks.

• data carries the HTTP details: interface ("wsgi", the gateway interface the request came through),
method, path (SCRIPT_NAME plus PATH_INFO), query, scheme (from wsgi.url_scheme), protocol
(SERVER_PROTOCOL, the wire protocol such as "HTTP/1.1"), remote, content_type and content_length
from the response headers, bytes counted from the chunks actually served, and app_duration, the synchronous
phase alone. event.path stays the bound location, so Aggregate remains bounded by locations, never by dis-
tinct URLs.

• Every binding that fires while handling the request nests beneath it, through the synchronous phase and the
streaming tail alike: a call made between two yields of the body parents under the request.

• A response the server closes before exhaustion, a client disconnect, closes the event with data["incomplete"]
= True. A response the server never closes leaves the event visibly open, the same signal an abandoned generator
gives.

In the live printer a request reads access-log style, with the closing line arriving when the body closes and showing the
time to last byte alongside the body’s own share:

GET /orders/42?expand=items (myapp.wsgi.application)
shop.OrderService.load(order_id=42)
shop.OrderService.load -> <Order 42> [3.2ms]

myapp.wsgi.application -> '200 OK' [11.8ms, body 4.1ms over 3 chunks]

The request boundary is also where distributed trace identity arrives: a request carrying a traceparent header joins
the caller’s trace, one with none mints a fresh identity, and either way every event in the request’s tree shares it. The
trace identity section of the ad-hoc tracing guide covers the mechanism.
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4.10.2 Redacting secrets from recorded requests
Query strings carry secrets, so redaction is on by default and cannot be switched off: the values of password,
passwd, secret, token, access_token, refresh_token, id_token, api_key, apikey, client_secret,
session, session_id, sessionid, sessid, jsessionid, phpsessid, sig, signature, X-Amz-Signature and
X-Goog-Signature, matched case-insensitively, are replaced with <redacted> before the query is recorded any-
where.

Beyond the built-in set, the query passes through the binding’s capture policy parameter by parameter, so redact()
names query parameters with the same vocabulary it uses for call arguments, and names it is given add to the default
set rather than replace it:

app = wrapture.binding("myapp.wsgi:application", mode="wsgi",
capture=wrapture.redact("signature"))

Redacted names pertain to query string parameters only: they never match the recorded data fields, so redact("path")
blanks a parameter named path while the recorded URL path stays intact.

A query string that cannot be parsed is recorded as the marker wholesale, never raw. The recorded path is built from
SCRIPT_NAME and PATH_INFO, never REQUEST_URI, so the query cannot leak back in through the other field. This
covers what is recorded: when= predicates and transforms_environ stages are code intervening in the request and
see the real environ, and a secret somewhere by-name redaction cannot see, in a path segment or the request body, is
out of its scope.

4.10.3 Ignoring whole requests
Health checks, readiness probes and static assets make up most of the traffic on many services and none of the interest.
when= on a request binding decides per request whether to record, and filter_requests() is that decision declared
as tables of request fields to glob patterns rather than written as a callable:

app = wrapture.binding(
"myapp.wsgi:application", mode="wsgi",
when=wrapture.filter_requests(ignore={"path": ["/health", "/static/*"]}),
tree=True,

)

The fields are the ones the request event records: method, path, scheme, protocol and remote, valued exactly as
the event would record them (the path is SCRIPT_NAME plus PATH_INFO, never REQUEST_URI). Each field maps to one
fnmatchcase glob or a list of them, any of which may match, so a list of plain strings reads as a set of exact values;
methods compare case-insensitively. ignore names requests not to record: a request matching any pattern of any field
it lists is declined. accept names the requests to record: every field it lists must match. Given both, a request must
pass both, so ignore wins where they overlap, and a field absent from a table is unconstrained:

wrapture.filter_requests(
accept={"method": ["GET", "POST", "DELETE"], "scheme": "https"},
ignore={"path": ["/health", "/static/*"], "remote": "10.0.0.*"},

)

An empty table, a table naming something that is not a request field, and a call with neither table are errors at construc-
tion, not filters that can never act. The filter decides recording only: a declined request is served exactly as it would be
otherwise, and the decline counts on the binding’s filtered_calls.

tree=True is the other half. On its own, when= declines one event, the request’s, and whatever records while the request
is served (the view, its queries, a template render) still records, each as a root of its own with no request above it: a
declined health check would leave its SELECT 1 on the tape as an anonymous tree. tree=True extends the decline to
everything beneath the request for its whole extent, streaming body included, so an ignored request is gone entirely; the
inner bindings count the skip on their own filtered_calls, so a shorter tape stays explainable. It is a flag on when=
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rather than a mode of the filter, because the two reaches are both wanted: a behaviour-only binding (when=False)
on an interception point must not silence what runs beneath it, while an ignored request must. tree=True without a
when= to act on is refused.

The request modes are where filter_requests() applies; a call or attribute binding refuses it, since the fields it
names exist only on a request, and takes a callable when= instead. tree=True applies to every binding kind: the
ad-hoc tracing guide covers it on calls.

The filter also serves a boundary the request modes do not speak for, a block() opened at a server’s own seam: evaluate
it explicitly with matches(), passing the fields valued as the event records them, and hand the bool to block(when=.
.., tree=True), the same glob semantics with no middleware in sight:

recording = wrapture.filter_requests(ignore={"path": ["/health", "/static/*"]})

def handle(request):
fields = {"method": request.method, "path": request.path}

with wrapture.block(
"handle", category="server", data=fields,
when=recording.matches(fields), tree=True,

):
...

4.10.4 The on_request namespace
Requests get their own behaviour namespace, named for the event kind as on_call is; on_call on a wsgi binding
raises WrongModeError pointing here. Stages intervene while the application still runs:

app = wrapture.binding("myapp.wsgi:application", mode="wsgi")

# Inbound: shape what the application sees.
def force_beta(environ):

environ["HTTP_X_FEATURE_FLAGS"] = "beta-checkout"
return environ

app.on_request.transforms_environ(force_beta)

# Outbound: rewrite status or headers on the way to the server. Runs
# on every start_response invocation, exc_info replacements included.
def stamp(status, headers):

return status, [*headers, ("X-Traced-By", "wrapture")]

app.on_request.transforms_response(stamp)

# The body: fn(iterable) -> iterable. An iterator() proxy drops in
# directly for streaming bodies.
app.on_request.transforms_body(

wrapture.iterator().on_item.transforms_item(lambda chunk: chunk.upper())
)

Terminals replace the application, exactly as on_call.returns() replaces a call:

# A canned response; the application is not called, and the recorded
# event is marked injected. As in WSGI itself, the body is an

(continues on next page)
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(continued from previous page)

# iterable of byte strings, a list even for a single chunk (bare
# bytes are also accepted, and served as one chunk).
app.on_request.returns("503 Service Unavailable",

[("Content-Type", "text/plain")],
[b"maintenance window\n"])

# Fault injection: the server sees the application raise.
app.on_request.raises(ConnectionResetError("backend gone"))

# Full custody: call the application, or not, as the handler decides.
def short_circuit(app, environ, start_response):

if environ["PATH_INFO"] == "/health":
start_response("204 No Content", [])
return []

return app(environ, start_response)

app.on_request.decorates(short_circuit)

app.on_request.explain() lists the stages and terminal configured, in the order they apply, and app.explain()
puts the same under the binding’s repr with any when= filter on the line above.

passes_through() clears all of it. Behaviour applies whether or not anything is recording, matching every other
namespace, and when= receives the environ as its single positional argument, so a predicate can record only what
matters:

app = wrapture.binding(
"myapp.wsgi:application", mode="wsgi",
when=lambda _, args, kwargs: args[0]["PATH_INFO"].startswith("/api"),

)

A filter_requests() filter is accepted in the callable’s place, and tree=True extends a decline to everything
beneath the request; see Ignoring whole requests.

4.10.5 One boundary per request
The middleware is idempotent per request: when a request that an enclosing copy of the middleware is already recording
reaches another copy, the inner one records nothing and passes straight through, so a framework’s own instrumentation
and a server-side wrapping can both be present without a request inside a request. The outermost recording boundary
wins, and marks the environ with a wrapture.request key the application can also see. A genuine sub-request, one
served with a fresh environ inside the outer request, is a real boundary and records as usual.

4.10.6 Asserting on requests in tests
The status is the result, so the existing assertion vocabulary needs nothing new:

def test_export_streams_and_succeeds():
app = wrapture.binding("myapp.wsgi:application", mode="wsgi")

with wrapture.timeline(app):
client.get("/export.csv?limit=100")

event = app.events.assert_once()[0]
assert event.result == "200 OK"

(continues on next page)
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assert event.items > 1 # actually streamed
assert event.data["bytes"] > 0

4.10.7 From a config file
An observe entry takes mode = "wsgi", valid only with name, never match: a pattern must never bulk-install middle-
ware. For a wsgi entry, redact names query string parameters, a data table seeds every request event with static tags
(the request’s own fields are written over it, so it cannot respell them), and a requests table is filter_requests()
spelt as TOML, with tree=True implied, since a request a config ignores is meant to be gone entirely:

[[observe]]
target = "myapp.wsgi"
name = "application"
mode = "wsgi"
redact = ["signature"]
requests = { ignore = { path = ["/health", "/static/*"] } }

[[sink]]
type = "jsonlines"
path = "trace.jsonl"

The long form suits a filter with several fields a side; a sub-table attaches to the [[observe]] entry above it:

[[observe]]
target = "myapp.wsgi"
name = "application"
mode = "wsgi"

[observe.requests]
ignore.path = ["/health", "/static/*"]
accept.method = ["GET", "POST", "DELETE"]

The keys are accept and ignore, each a table of request field to one glob or a list of globs, with the meanings and
rules of Ignoring whole requests; requests on an entry without mode is a config error, as is a field that is not a request
field.

With that config, python -m wrapture manage.py runserver, or the autowrapt injection path, gives request-tied
tracing of an inherited application with no code changes: the observe entry defers like any other, the middleware lands
when the application module is imported, and every request appears in the trace as one tree. A server whose startup
cannot be wrapped from outside (mod_wsgi embedding the interpreter, gunicorn managing its own workers) applies
the same config with a few lines of its own instead; Manual setup has the recipes.

4.10.8 Framework instrumentation under the covers
The observe entry form requires knowing where the application object lives. For the out-of-box experience, where a
config should not have to name the app at all, and for application-factory patterns where no importable attribute ever
holds it, the middleware is also usable directly, and an instrumentation triggered by the framework’s own import can
install it on every instance at construction:

class FlaskInstrumentation(wrapture.Instrumentation):
target = "flask"
removable = True

(continues on next page)
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@wrapture.instrumentation_hook("flask")
def flask(self, name, module):

def wrap_app(wrapped, instance, args, kwargs):
outcome = wrapped(*args, **kwargs)
instance.wsgi_app = wrapture.WSGIMiddleware(

instance.wsgi_app, label=f"{instance.name}.wsgi_app"
)
return outcome

constructor = wrapture.binding(module.Flask, "__init__", when=False)
constructor.on_call.decorates(wrap_app).apply()

self.on_cleanup(constructor.remove)

The when=False makes this a behaviour-only binding: it installs the middleware but never records its own calls, so
the instrumentation plumbing (here, every Flask() construction) stays out of the trace it exists to produce.

Pair it with a binding on the framework’s route-registration choke point substituting observed() on each view function,
and one [[instrument]] entry instruments the whole framework; shipped as an installed package with an entry point,
the config reduces to [[instrument]] with name = "flask". The flask-app example in the repository’s examples
directory is this pattern in full.

4.10.9 When the framework catches the exception
A request whose view raises rarely shows the exception on the request event. The framework catches it around the
dispatch, hands it to an error handler (Flask.handle_exception, Django’s handle_uncaught_exception), and
the handler returns the 500 response, so the middleware sees the application return normally: the request event closes
with '500 INTERNAL SERVER ERROR' as its result and no exception, and only the view’s own event, if the view is
observed, shows the KeyError escaping. The request did fail, and the one place the failure can be seen is the handler,
where the exception arrives as an argument.

note_exception() is the call for that place, and the error handler is the third choke point a framework hook binds:

def note_failure(wrapped, instance, args, kwargs):
wrapture.current_event(kind="request").note_exception(args[0])
return wrapped(*args, **kwargs)

wrapture.binding(module.Flask, "handle_exception", when=False) \
.on_call.decorates(note_failure).apply()

current_event(kind="request") aims the note past the handler’s own call at the nearest enclosing request event,
the one the middleware recorded, which no binding of the hook’s own created; with nothing recording, or the handler
invoked outside a request, the handle is empty and the note quietly does nothing. The request then says both things at
once, on the printed line, on the tape and on an exported span: it answered 500, and the KeyError was why.

GET /quote/missing (myapp.wsgi_app)
myapp.quoted(item='missing')
myapp.quoted !! KeyError [78us]

myapp.wsgi_app -> '500 INTERNAL SERVER ERROR' !! KeyError [2.7ms, body 11us over 1 chunk]

The view’s event and the request’s both carry the same KeyError, one as the escape and one as the note, because
two scopes failed for the same reason; tape.for_binding(...).raising(KeyError) finds either. The unit testing
guide has the full semantics of the call, and the flask-app example binds handle_exception exactly this way.
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4.10.10 Protocol obligations, honoured
The middleware sits between server and application, so it carries the middleware obligations of PEP 3333:

• start_response is forwarded faithfully on every invocation, exc_info re-invocation included; the recorded
status is the last one forwarded, so a 200-then-500 replacement records the 500. Enforcing the re-invocation
rules remains the server’s job.

• The response iterable is relayed, never buffered or consumed, and the server’s close() call is propagated to the
wrapped iterable exactly once, on normal exhaustion, failure and abandonment alike. An exception raised by the
wrapped close() is recorded on the event and re-raised, never swallowed.

• When nothing is recording and no behaviour is configured, the application’s iterable is returned untouched,
which preserves the wsgi.file_wrapper optimisation exactly when it matters. While a request records, the
body is necessarily wrapped, so sendfile is bypassed for that request; that is the cost of observing it. A request
a tree=True filter declined is served with recording suppressed beneath it: a lazily produced body is wrapped
so that streaming stays silenced, while a list body and the server’s own wsgi.file_wrapper are returned un-
touched, so sendfile survives for the static assets a filter typically ignores.

One limitation, stated plainly: the legacy write() callable that start_response returns is passed through but not
observed, so body content sent through it is not counted and does not extend the recorded timing (PEP 3333 keeps
write() only for pre-WSGI backwards compatibility). ASGI applications are the sibling design, covered by ASGI
request tracing.

4.11 ASGI request tracing
A request is the natural unit of tracing for a web application, and an async application defeats a plain call wrapper just
as a WSGI one does, only through different plumbing. An ASGI application is a single async callable, app(scope,
receive, send): the status and headers travel through the send channel as an http.response.start message
rather than the return value, the body is a sequence of http.response.bodymessages, and a client disconnect surfaces
as a message on the receive channel. Observing a request means interposing on the two channels, which is exactly
what an ASGI middleware is.

mode="asgi" exists for exactly this shape. It wraps an ASGI application object in a protocol-aware recording middle-
ware:

app = wrapture.binding("myapp.main:application", mode="asgi")

The mode is never detected; you always say mode="asgi" explicitly, and discover() never selects it. Everything
a binding provides works as usual: apply() and remove(), suspend and resume, when=, capture=, and config
reachability.

For an application object that never sits at a named attribute, the middleware is usable directly; it is the primitive the
binding mode builds on, and is itself a valid ASGI 3 application to hand to uvicorn or hypercorn:

application = wrapture.ASGIMiddleware(application)

The standalone constructor carries the recording options the binding mode would otherwise supply, under the
same names: when= decides per request whether to record, the application running and answering either way, as
a callable taking the scope or a filter_requests() filter over the request’s recorded fields (when=wrapture.
filter_requests(ignore={"path": ["/health", "/static/*"]}), matched against scope["path"]),
with tree=True extending a decline to everything beneath the request; capture_args= is the capture policy for
the request’s descriptive data, where redact() masks query parameters by name over and above the built-in sensitive
set; capture_result= the policy for the status-line result; data= a mapping of static tags every request event starts
with (the request’s own fields are written over it). An explicit option wins over the bound binding’s value where both
exist. The WSGI page discusses the same options in more detail.
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Only HTTP is observed. Websocket and lifespan scopes pass through the middleware completely untouched: they
do not fit the request-and-response shape of the "request" event, and would want event kinds of their own. WSGI
applications are the sibling design, covered by WSGI request tracing.

4.11.1 What a request event contains
Each request records one event of kind "request", the same shape the WSGI middleware records, so sinks, filters,
assertions and exporters need nothing new.

• result is the status line ("200 OK"), synthesised from the integer status the protocol carries; an unrecognised
code falls back to the bare number ("599").

• duration is wall time from the call to the completion of the application coroutine. The application drives
the response from start to finish, so this is time to last byte by construction. data["app_duration"] is the
time until the http.response.start message, how long before the response started; body_duration is the
streaming tail from there to the final body message, and items counts the body messages. Because production
and delivery are interleaved awaits inside the application, the tail includes time spent awaiting send() (transport
backpressure), a precision limit worth knowing when reading the numbers.

• data carries the HTTP details: interface ("asgi"), method, path (the scope’s decoded path), query,
scheme, protocol (the wire protocol, "HTTP/1.1", from the scope’s http_version), remote (the client
address), content_type and content_length from the response headers, and bytes counted from the body
messages actually sent. event.path stays the bound location, so Aggregate remains bounded by locations,
never by distinct URLs.

• Every binding that fires while handling the request nests beneath it, through the streaming tail included. Ev-
erything the application does happens inside its coroutine, which is awaited with the request event current, and
concurrent requests run in separate server tasks with separate context copies, so parallel requests cannot cross-
link. One caveat: a background task the application spawns inherits its context at creation, so events it records
after the response completes link under a request event that has already closed, which is honest about where the
work came from.

• A response never completed on the wire, the application returning without the final body message, closes the
event with data["incomplete"] = True; when the application bailed out because the client went away, the
disconnect message it read is recorded as data["disconnect"] = True alongside.

In the live printer a request reads access-log style, the closing line showing the time to last byte and the body’s own
share of it:

GET /orders/42?expand=items (myapp.main.application)
shop.OrderService.load(order_id=42)
shop.OrderService.load -> <Order 42> [3.2ms]

myapp.main.application -> '200 OK' [11.8ms, body 4.1ms over 3 chunks]

The request boundary is also where distributed trace identity arrives: a request carrying a traceparent header joins
the caller’s trace, one with none mints a fresh identity, and either way every event in the request’s tree shares it. The
trace identity section of the ad-hoc tracing guide covers the mechanism.

4.11.2 Redacting secrets from recorded requests
Query string redaction is identical to the WSGI middleware’s, because it is the same machinery: the built-in sensitive
set (password, token, api_key, session_id and the rest) is always redacted, redact() names add to it with the
same vocabulary used for call arguments, redacted names pertain to query string parameters only and never to the data
fields, and a query string that cannot be processed is recorded as the marker wholesale. See the WSGI page for the full
list and the scope of what redaction can and cannot see.
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app = wrapture.binding("myapp.main:application", mode="asgi",
capture=wrapture.redact("signature"))

4.11.3 The on_request namespace
Requests get their own behaviour namespace, shared in name with the WSGI mode and different where the protocol is
different; on_call on an asgi binding raises WrongModeError pointing here. Stages intervene while the application
still runs:

app = wrapture.binding("myapp.main:application", mode="asgi")

# Inbound: shape the scope the application sees.
def force_beta(scope):

scope["state"] = dict(scope.get("state") or {}, feature_flags="beta")
return scope

app.on_request.transforms_scope(force_beta)

# Outbound: rewrite status or headers on the way to the server,
# in the message's native types: an integer status and a list of
# byte-string header pairs.
def stamp(status, headers):

return status, [*headers, (b"x-traced-by", b"wrapture")]

app.on_request.transforms_response(stamp)

# The body, one chunk at a time: fn(chunk) -> chunk, applied to each
# http.response.body message. The message bookkeeping (more_body
# included) stays the middleware's; hooks only ever see the bytes.
app.on_request.transforms_body(lambda chunk: chunk.upper())

Terminals replace the application, exactly as on_call.returns() replaces a call:

# A canned response; the application is not called, and the recorded
# event is marked injected. The status is an integer (ASGI carries
# no reason phrase; a "503 Service Unavailable" string is accepted
# by taking its leading integer), the headers are (str, str) pairs
# encoded to the byte pairs the protocol wants, and the body is an
# iterable of byte strings, a list even for a single chunk (bare
# bytes are also accepted, and served as one chunk).
app.on_request.returns(503,

[("Content-Type", "text/plain")],
[b"maintenance window\n"])

# Fault injection: the server sees the application raise.
app.on_request.raises(ConnectionResetError("backend gone"))

# Full custody: an async handler that calls the application, or not,
# as it decides.
async def short_circuit(app, scope, receive, send):

if scope["path"] == "/health":
await send({"type": "http.response.start",

"status": 204, "headers": []})
(continues on next page)
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(continued from previous page)

await send({"type": "http.response.body",
"body": b"", "more_body": False})

return
await app(scope, receive, send)

app.on_request.decorates(short_circuit)

app.on_request.explain() lists the stages and terminal configured, in the order they apply, and app.explain()
puts the same under the binding’s repr with any when= filter on the line above.

passes_through() clears all of it. Behaviour applies whether or not anything is recording, matching every other
namespace, and when= receives the scope as its single positional argument:

app = wrapture.binding(
"myapp.main:application", mode="asgi",
when=lambda _, args, kwargs: args[0]["path"].startswith("/api"),

)

A filter_requests() filter is accepted in the callable’s place, declaring the decision as tables of request fields
(method, path, scheme, protocol, remote) to glob patterns, and tree=True extends a decline to everything beneath
the request, so an ignored health check leaves no orphaned roots behind:

app = wrapture.binding(
"myapp.main:application", mode="asgi",
when=wrapture.filter_requests(ignore={"path": ["/health", "/static/*"]}),
tree=True,

)

The WSGI page has the full rules; they are the same on both sides, the fields being valued as the ASGI event records
them.

4.11.4 One boundary per request
The middleware is idempotent per request: when a request that an enclosing copy of the middleware is already recording
reaches another copy, the inner one records nothing and passes straight through, so a framework’s own instrumentation
and a server-side wrapping can both be present without a request inside a request. The outermost recording boundary
wins, and marks the scope with a wrapture.request key the application can also see. A genuine sub-request, one
served with a fresh scope inside the outer request, is a real boundary and records as usual.

4.11.5 Asserting on requests in tests
The status is the result, so the existing assertion vocabulary needs nothing new:

def test_export_streams_and_succeeds():
app = wrapture.binding("myapp.main:application", mode="asgi")

with wrapture.timeline(app):
client.get("/export.csv?limit=100")

event = app.events.assert_once()[0]
assert event.result == "200 OK"
assert event.items > 1 # actually streamed
assert event.data["bytes"] > 0

4.11. ASGI request tracing 103



wrapture, Release 1.0.0b4

4.11.6 From a config file
An observe entry takes mode = "asgi", valid only with name, never match: a pattern must never bulk-install middle-
ware. For an asgi entry, redact names query string parameters, a data table seeds every request event with static tags
(the request’s own fields are written over it, so it cannot respell them), and a requests table is filter_requests()
spelt as TOML with tree=True implied, in the inline form or as an [observe.requests] sub-table with accept
and ignore tables, exactly as on the WSGI page:

[[observe]]
target = "myapp.main"
name = "application"
mode = "asgi"
redact = ["signature"]
requests = { ignore = { path = ["/health", "/static/*"] } }

[[sink]]
type = "jsonlines"
path = "trace.jsonl"

With that config, python -m wrapture -m uvicorn myapp.main:application, or the autowrapt injection path,
gives request-tied tracing of an inherited application with no code changes.

4.11.7 Framework instrumentation under the covers
As on the WSGI side, the observe entry form requires knowing where the application object lives, and framework appli-
cations often are the application object themselves rather than delegating to a swappable attribute. An instrumentation
triggered by the framework’s own import can interpose at a construction-time choke point instead, with when=False
keeping the plumbing itself out of the trace; the fastapi-app example in the repository’s examples directory is this
pattern in full, pairing the middleware with observed() on the route handlers.

4.11.8 When the framework catches the exception
As on the WSGI side, a handler that raises rarely shows the exception on the request event: the framework’s exception
middleware catches it, hands it to an error handler that produces the 500 response, and the request event closes with a
500 status as its result and no exception. The failure is visible only in the handler the framework passes the exception
to, and note_exception() from a behaviour bound there, aimed with current_event(kind="request"), carries
it to the request event the middleware recorded; an ASGI request event is of the same kind, so the aiming is the same:

def note_failure(wrapped, instance, args, kwargs):
wrapture.current_event(kind="request").note_exception(args[-1])
return wrapped(*args, **kwargs)

The request then shows its status and the exception together, on the printed line (-> '500 Internal Server Error'
!! KeyError), on the tape, where raising(KeyError) finds it, and as an exception event with error status on its
exported span. The WSGI page has the full discussion and the unit testing guide the semantics of the call; which method
to bind is the framework’s business (the handler its exception middleware invokes, and the index of the exception among
its arguments), and a hook that binds it is the third choke point beside construction and route registration.

4.11.9 Protocol obligations, honoured
The middleware sits between server and application, so it carries an ASGI middleware’s obligations:

• Messages are forwarded unaltered and unbuffered in both directions, extension message types included; the
recorded status and headers are the ones that actually went to the server.
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• Non-HTTP scopes (websocket, lifespan) pass through completely untouched: the server sends every connection
through the application it was given, and the middleware never gets in the way of protocols it does not observe.

• When nothing is recording and no behaviour is configured, the application is awaited with the original receive
and send, wrapping nothing.

• The middleware is an ASGI 3 single callable and expects the same of the application it wraps. The legacy ASGI
2 double-callable form is not supported.

One limitation, stated plainly: bodies sent through server extensions, http.response.pathsend (the sendfile ana-
logue) and zero-copy send, are forwarded and the response is still recorded as complete, but their content is not ob-
served: it is not counted in items or bytes. This is the ASGI analogue of the WSGI write() limitation.

4.12 Scheduled tracing
The sinks on the ad-hoc tracing page listen for as long as they are registered, which for a config sink is the life of the
process. A window is the other shape: a named span of time during which its contents listen or collect, opened on a
schedule or on demand, closed after a duration or at the next opening, and ending each run in a report. Outside a run
the window’s contents hear nothing, so a binding whose only listener is a closed window costs what an unobserved call
costs.

Two things live inside a window. Sinks, the same ones as anywhere else, become per-run streams: a printer or JSON-
Lines file in a window opens its file when a run opens and releases it when the run closes, one file per run. Collectors
accumulate while a run is open and hand back a Report object when it closes; Counter and Aggregate are the built-in
ones, described below, and the protocol is small enough to implement in a few lines.

4.12.1 In code: window() and Window
wrapture.window() is the sibling of timeline(): the run opens on entry, closes on exit, and is yielded so its reports
can be read afterwards.

with wrapture.window(collect=[wrapture.Aggregate(), wrapture.Printer()]) as run:
drive_traffic()

for report in run.reports:
print(report.text)

Window is the scheduled form. It takes the same contents, the triggers described below, and up to three report destina-
tions, and start() arms it:

window = wrapture.Window(
name="stats",
after="5m", duration="30s", every="1h", align=True,
collect=[wrapture.Aggregate()],
report="reports/{window}-{first}/run-{run:02}.txt",
on_report=publish,

)
window.start()
...
window.stop()

open() and close() drive runs by hand between start() and stop(); window.run is the run in progress, window.
reports the most recent reports (the last retain, default ten). A window’s runs never overlap: open() while a run
is in progress is refused and counted on refused.

4.12. Scheduled tracing 105



wrapture, Release 1.0.0b4

4.12.2 Triggers: when a window opens
All optional, combinable within the rules given, durations in the forms rotate= accepts ("30s", "15m", "1h",
"1h30m", or a number of seconds); the config key for duration is for.

key meaning
after = "5m" open the first run this long after start(); after = "0s" is at start
for = "30s"
(duration=)

how long a run stays open

every = "1h" repeat
times = 24 cap the repeats (needs every)
align = true put the repeats on the local wall-clock boundary of every: hourly on the hour, daily at

midnight; with after, the first boundary after the delay (needs every)
at = "22:00" open the first run at the next local occurrence of a time of day; every/times continue from

there; cannot combine with after or align
jitter = "10s" add a random delay of up to this to each opening, so a fleet of workers does not fire together
on_signal =
"SIGUSR2"

open a run when the process receives the signal (in code a signal.Signals member, its
number, or its name with or without SIG)

on_file = "run/
profile-now"

open a run when the file appears; it is removed as it is consumed, so touch once means run
once

on_signal and on_file are the two ways an operator opens a run from outside, without a restart: kill -USR2
<pid>, or touch a file, from a shell or a deploy script. A window with either and no timed trigger opens only when
kicked; with every as well the kicks add runs to the schedule. A kick during a timed run (one with for) is refused
and counted on refused, since runs never overlap; a kick with no for closes the open run and starts the next, so a
signal toggles: kick to start, kick again to report and start over. The signal handler is installed at start() (for a config
window, at apply), which must happen on the main thread, and any handler already there is called after wrapture’s and
restored when the last window listening for that signal stops. SIGUSR1/SIGUSR2 do not exist on Windows; on_file
is the cross-platform equivalent, and the one that works under servers where signal handling is awkward.

Two shortcuts make the commonest shapes the shortest spellings. A window with no trigger and no for is one run for
the whole process: it opens at start() (for a config window, at apply) and closes at interpreter exit, one report. every
without for is back to back: each run lasts the whole period, closed as the next opens, a report at every boundary.
for shorter than every is the sampled shape; for equal to or longer than every is refused, since runs never overlap.

4.12.3 Reports: what a run produces and where it goes
At each run close every collector produces a Report. All reports share a header, kind (the collector type), name,
window, run (numbered from 1 within the window’s schedule), started and ended (aware local datetimes, offset
included), duration (seconds), cut_short (the run was closed by stop() or interpreter exit before its scheduled
end), and text, the human-readable rendering; then a per-kind data payload documented by each collector. Callbacks
and tests reach for data; humans read text.

There are three destinations, and a window can use any of them together:

• Retention, always: window.reports holds the last retain, and the run yielded by window() holds its own as
run.reports.

• on_report=fn, code only: a plain callable given each report, on the scheduler thread at run close. An exception
from it is handled as a sink’s would be, suppressed, counted on window.errors and warned once, so a dashboard
hiccup can never take down the window or the application.

• report="reports/{window}-{datetime}-{pid}.txt", the file form and the only one config can spell: an
output path template (see Output paths and rotation) written once per run per collector, report.text in full,
temp file then rename so a half-written report is never observed. With several collectors in one window each file
gets the collector’s name before the extension.
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Inside a window three more path variables have values, in report templates and in the paths of the sinks the window
holds: {window} is the window’s name, {first} is when the schedule’s first run opened (the same for every run
of one schedule, so it groups a batch), and {run} is the run number, {run:02} for zero padding. So reports/
{window}-{first}/run-{run:02}.txt gives one directory per schedule and one numbered file per run, and a
per-run stream is peek-{first}/run-{run:02}.log. A path inside a repeating window that names the same file for
every run (no run or time variable) rewrites it each time, and is warned about where the window is built.

4.12.4 Built-in collectors: Counter and Aggregate
Counter and Aggregate are introduced on the ad-hoc tracing page; here are their report shapes. Both take a name=
(config key name), defaulting to their kind, which is what {name} expands to and what the report header shows. Gating
keys apply to them as to any entry: filter = { kind = "request" } on an aggregate reports requests alone.

Counter (kind = "counter"): text is the header line and the count; data is {"count": n}.

counter "queries" run 4, 2026-08-18 14:00:00 to 15:00:00 +10:00 (1h 0m 0s), pid 4142
21,884 operations

Aggregate (kind = "aggregate"): text is the header, a totals line, and a table sorted by self time
with one row per path, columns calls, total, self, per-call, min, max, path, plus an errors col-
umn when any operation raised; a path begun but never completed shows its count with the timing cells
blank. data is {"paths": {path: {"count", "completed", "errors", "total", "self", "min",
"max"}}, "begun": n, "completed": n, "raised": n}, the paths in table order.

aggregate "stats" run 3, 2026-08-18 14:00:00 to 15:00:00 +10:00 (1h 0m 0s), pid 4142
7 paths, 21,884 operations begun, 21,879 completed, 12 raised

calls total self per-call min max errors path
9,412 84.211s 31.870s 8.9ms 1.2ms 412.7ms myapp.wsgi:application
9,412 52.341s 40.106s 5.6ms 0.8ms 388.2ms myapp.views:OrderView.get
9,401 12.235s 12.235s 1.3ms 0.4ms 96.1ms 12 myapp.services:Pricing.quote

The two shapes people usually want are both windows: one report for the whole process is a window with no trigger
and no for; a report every hour with totals reset each hour is every = "1h" with align = true, one file per run:

[[window]]
name = "stats"
report = "reports/stats-{datetime}.txt"

[[window.collect]]
type = "aggregate"

[[window]]
name = "hourly"
every = "1h"
align = true
report = "reports/{window}-{first}/run-{run:02}.txt"

[[window.collect]]
type = "aggregate"

Naming a collector in [[sink]] is a load-time error pointing here: a collector needs a run to close before it has anything
to report.
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4.12.5 In config: [[window]]
Windows are top-level [[window]] tables beside [[sink]]: the sink list is what listens all the time, the window list
what listens or collects briefly. Contents go under [[window.collect]] in exactly the sink grammar, type plus keys,
gating keys included.

# Hourly two-minute readable trace, one file per run, grouped by
# the schedule's start.
[[window]]
name = "peek"
every = "1h"
align = true
for = "2m"

[[window.collect]]
type = "printer"
path = "peek-{first}/run-{run:02}.log"
timestamps = true

# Always-on JSONLines to disk, plus a live printer only for two
# minutes after a five-minute warm-up.
[[sink]]
type = "jsonlines"
path = "traces/trace-{date}.jsonl"

[[window]]
name = "warmup"
after = "5m"
for = "2m"

[[window.collect]]
type = "printer"
depth = 2

# Operator-triggered: count for a minute when kicked.
[[window]]
name = "kick"
on_signal = "SIGUSR2"
for = "60s"
report = "reports/{window}-{datetime}.txt"

[[window.collect]]
type = "counter"

# Overnight batch: twelve runs, one an hour from 22:00.
[[window]]
name = "overnight"
at = "22:00"
every = "1h"
times = 12
for = "20s"
report = "reports/{window}-{first}/run-{run:02}.txt"

[[window.collect]]
(continues on next page)
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(continued from previous page)

type = "aggregate"

Relative paths, report, on_file and the path of a builtin sink alike, anchor to the config file’s directory. config.
report() lists each window with its schedule in words. A window without a name is named by position (window1);
the window variables in a top-level [[sink]] path are a load-time error, since there they have nothing to name.

4.12.6 Clocks, time zones and restarts
Everything is local time: at, align, and the {date}/{time} variables, because “22:00” in a config is what an operator
means by 22:00 on that machine, and file names, report headers and the machine’s own logs then agree. There is no
time zone setting; the {utc:...} path variable is the one UTC affordance, and each report states its start time with its
offset so it is unambiguous alone.

Wall-clock triggers (at, aligned every) are computed by finding the next occurrence in local time afresh after each run,
never by adding seconds to the previous one. On the night the clocks go forward a time that does not exist is skipped
to the next day; on the night they go back the repeated hour fires once. Relative triggers (after, unaligned every) and
for are monotonic durations, unaffected by clock steps.

Schedules live in the process and start afresh at apply. Nothing is persisted or resumed: after and unaligned every
are measured from apply, so a restart shifts that cadence; at waits for its next occurrence and times counts runs of
this process, so a restart part-way through an at plus times batch does not make the remaining runs. A schedule
with no batch to lose is restart-proof by construction: every = "1h" with align = true simply waits for the next
hour boundary and carries on, each run named by its own timestamp. Reach for at plus times when the batch itself
is the point, knowing a restart ends it early. A clean shutdown during an open run (interpreter exit, or wrapture.
shutdown() called from a host’s own shutdown notification) closes it, marks its report cut_short and delivers it; a
hard kill loses it.

Pre-fork servers give each worker its own windows, so “one report an hour” is one per worker per hour; put {pid} in
the report path and use jitter to spread aligned openings.

4.12.7 Writing your own collector
A collector satisfies the Collector protocol: arm() and disarm() are called at run open and close, report(run)
renders what was collected as a Report, and reset() clears it for the next run. A collector that accumulates from
events is a Sink as well; the window registers it as a process sink while it is armed, so it hears every recorded event
from every thread.

class Counting(wrapture.Sink):
capture_args = "none"
capture_result = "none"

def __init__(self):
self.count = 0

def arm(self): ...
def disarm(self): ...
def reset(self):

self.count = 0

def on_enter(self, event):
self.count += 1

def report(self, run):
return wrapture.Report(

(continues on next page)
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(continued from previous page)

kind="count", name="count", window=run.window, run=run.number,
started=run.started, ended=run.ended, duration=run.duration,
text=f"{self.count} operations", data={"count": self.count},
cut_short=run.cut_short,

)

Errors raised by a collector’s methods are handled as sink errors: suppressed, counted, warned once, and the run carries
on.

4.13 OpenTelemetry export
OpenTelemetry export is a first-class capability of wrapture: the wrapture.otel subpackage turns the recorded event
stream into OTel traces, metrics and logs, sent over OTLP to whatever backend the standard OTel environment variables
name. The pairing with trace identity is one deliberate story: the ecosystem converged on one wire format (W3C trace
context) and one export standard (OpenTelemetry), and wrapture blesses both by name.

The code ships in every wheel; what the otel extra adds is the dependencies:

$ pip install "wrapture[otel]"

The extra brings opentelemetry-sdk and the http/protobuf OTLP exporter as the lighter default; the gRPC exporter
is used when it is installed, but is not pulled in. Nothing in base wrapture imports the subpackage until a config or the
application asks for the sink, so a plain install pays nothing. A package integrating with wrapture can depend on the
string "wrapture[otel]" directly, giving its users a one-string opt-in.

4.13.1 Enabling from config: the [otel] table
First-class support gets first-class config: the top-level [otel] table, sibling to [trace], is the one registration covering
every signal. Its presence opts in (export needs an endpoint to be useful, so no table means no export), and enabled
= false is accepted so a stanza can be kept in the file but switched off, matching the [trace] style. The signals
key says which signals are enabled (all three by default), shared facts sit at the top of the table, and each signal’s own
tuning nests beneath it:

[otel]
service_name = "flask-shop"
signals = ["traces", "metrics", "logs"]

[otel.traces]
sample = 0.1

[otel.metrics]
export_interval = 5

[otel.environment]
exporter_otlp_endpoint = "http://localhost:4318"
exporter_otlp_protocol = "http/protobuf"

The sink it builds always registers ahead of whatever the [[sink]] list builds, which then stacks in file order as usual.
That ordering is load-bearing: a tracing sink must hear a root event before any other sink can observe its trace identity
(the claiming story below), and the table’s position makes it true by construction rather than by convention. Using the
table on a plain install fails the config load with an error naming the fix, installing wrapture[otel], rather than a bare
ModuleNotFoundError.
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The two neighbouring tables stay crisp: [trace] governs identities, [otel] governs export. Any other export des-
tination remains a [[sink]] entry with a module:attr factory, which is also the escape hatch spelling (type =
"wrapture.otel:sink") for composing the OTel sink somewhere unusual, such as inside a window.

In code, the same registration is the wrapture.otel.sink() factory, whose keyword arguments are the table’s keys,
and the ordering rule is the caller’s, simply stated: add the OTel sink before other sinks.

import wrapture
import wrapture.otel

wrapture.add_sink(wrapture.otel.sink(service_name="flask-shop"))

The factory composes what it is asked for from wrapture’s standard pieces: the span sink wrapped in Sample when
traces.sample is given, so the trace export is sampled per tree while the metrics beside it still hear every event,
the enabled signals delivered through a Fanout, whose capture negotiation means a metrics-only registration stays at
"none" capture while traces raise it to "summary".

4.13.2 The traces signal
One event becomes one span. "request" events become SERVER spans named access-log style (GET /quote/
widget), carrying the method, path and status code under their semantic-convention attribute names; a request an-
notated with its matched route (the pattern, /quote/<item>, which framework instrumentation adds once routing
has run) is instead named by that pattern, GET /quote/<item>, and carries it as http.route, so a backend groups
by endpoint rather than seeing every URL as a distinct operation (the request data-key contract below says which
keys get this treatment); "call" events become INTERNAL spans named by the binding’s assigned label, or by its
module:qualname path when unnamed, so a span name with a colon in it always pins the exact function, except
that a categorised call whose data carries its category’s naming keys is named from those instead (SELECT orders,
inventory.Counter/Count; the category contracts below say which), the low-cardinality form backends group
by; "block" events become INTERNAL spans named by the block, which is how an embedded with wrapture.
block("render-invoice"): shows up as a span with no OTel API in the code. Attribute events are skipped as
too fine-grained for a trace. Captured arguments, results and annotate() data ride along as span attributes, flattened
onto dotted names (wrapture.arg.item, wrapture.data.rows), and an event that closes with an exception ends its
span with error status and the exception recorded. An exception the code caught and noted with note_exception()
is recorded the same way, as an exception event on the span placed at the moment of the note, and sets the error status
unless the span is already in error, so a request’s 5xx status and a noted exception agree rather than fight: the request
span shows the response status, the error status, and the KeyError the framework swallowed. Spans are parented
through the event tree’s own links, so trees that cross threads export correctly, and the flush wrapture gives process
sinks at interpreter exit drains the OTel batch processor too, so the tail of a trace is not lost in its buffer.

Work handed off rather than nested, a thread started with wrapture.detach() or a consumer block naming a mes-
sage’s headers with block(links=...), exports as a root span of its own carrying an OTel span link to the origin:
the causal-but-not-parent relationship OTel draws the same way, so a backend shows the background job as its own
trace with a pointer back to the request that started it, and the request span’s duration is the request’s own. The ids on
the link are the ones the register held at the hand-off, the origin’s exported span, so the link lands on a span that exists;
a link whose origin ran in another process is marked remote. Because a detached root starts a fresh trace, the SDK’s
parent-based sampler sees no parent and falls back to its root sampler; a deployment sampling by ratio sets that through
the standard OTEL_TRACES_SAMPLER variables, and links themselves never influence the decision. See work the caller
does not wait for for the wrapture side.

An exception reaches the backend as the semantic-convention exception event: type, message and stacktrace. Messages
routinely embed values (the key a KeyError names, the statement a database driver echoes), so exceptions at the
top of the [otel] table says how much leaves the process: "full" (the default), "message" (type and message, no
stacktrace) or "type" (the type name alone, which still sets the error status and the error.type metric dimension).
One key governs the traces and logs signals together, so it cannot be set on one and forgotten on the other; in code it is
wrapture.otel.sink(exceptions="type").
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[otel.traces] takes the span sink’s options plus sample, a keep rate applied to the trace export alone, decided
once per tree at its root. Sampling lives here rather than gating the whole registration deliberately: a gate on every-
thing would starve the metrics histograms, while sampling inside drops only the span export, keeping the always-on
cheap signal complete beside the sampled drill-down. The same table takes sampler and sampler_arg, the OTel
sampler by its documented name ("parentbased_traceidratio" with a keep rate, say): the config spelling of
OTEL_TRACES_SAMPLER, with the difference that it reaches wrapture’s own pipeline alone rather than the process en-
vironment. Where sample is wrapture’s gate, dropping whole trees before the sink hears them, sampler is OTel’s,
honouring an upstream decision carried in inbound headers and leaving the metrics signal complete.

The request data-key contract

A "request" event’s descriptive fields live in event.data, and the sinks read a fixed set of keys there specially, map-
ping each onto its semantic-convention attribute instead of flattening it onto a wrapture.data.* name. Those keys
are reserved on request events: annotating one for an unrelated purpose produces misleading telemetry, and annotat-
ing one deliberately is the supported way for request-recording instrumentation of your own (a framework the pre-built
packages do not cover, an in-house one) to opt into the same treatment without touching any OTel API. The middleware
supplies the first three; the rest are added by instrumentation inside the request with annotate().

key set by exported as
method middleware http.request.method; leads the span name; a metrics di-

mension
path middleware url.path; names the span unless a route is annotated
query middleware url.query, after the capture policy’s redaction
route instrumentation, once routing

matches
http.route; renames the span to METHOD route at close; a
metrics dimension

bytes,
app_duration

middleware, as the body
streams

wrapture.data.bytes, wrapture.data.app_duration,
swept at close

The result of a request event is its status line, exported as http.response.status_code, with a 5xx setting the span’s
error status. Because routing happens after the request event opens, the route-based name is only known when the span
closes; the sampler, which decides at the root’s open, sees the path-based name, the same as with the SDK’s own HTTP
instrumentations. A request that matches no route keeps its path-based name and has no http.route. Every other
key on a request event, endpoint or anything else an instrumentation annotates, is exported as ordinary wrapture.
data.<key>. Static tags declared up front, data= on a binding or the middleware, or an observe entry’s data table,
are merged in before the middleware writes the request’s own fields, so a declaration can add ordinary keys but never
override a reserved one. The mapping is scoped to "request" events; data on an uncategorised "call" or "block"
event is never interpreted.

The category data-key contracts

A binding declared with category= (see the ad-hoc tracing guide) records events that carry the category as a field, and
the export treats them as the side of an exchange the category declares: the client or producing side for the outbound
categories, the serving or consuming side for their receiving mirrors. OTel has no category attribute of its own: a span’s
kind is structural and its category is implied by which semantic-convention attributes it carries, so the export translates
rather than passes through. Every categorised span carries wrapture.category verbatim, so a backend that does not
read the conventions can still select on it, and its kind and attributes follow the category:
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cat-
e-
gory

span
kind

data key exported as

externalCLIENTmethod http.request.method
url url.full
host, port server.address, server.port
path, query url.path, url.query
status http.response.status_code; 400 and above sets the error status, as the HTTP

client conventions say
system,
service,
operation

rpc.system, rpc.service, rpc.method, for an RPC-shaped external call (an
XML-RPC or gRPC client); when system and operation are both present the
span is also named service/operation (or operation alone), the RPC conven-
tions’ low-cardinality naming, with the patched location still on wrapture.path

databaseCLIENTsystem db.system.name
operation db.operation.name; also leads the span name: operation collection when

the instrumentation supplied a collection, else operation database, else
operation alone, the database conventions’ low-cardinality naming, taking prece-
dence over a label, with the patched location still on wrapture.path

collection db.collection.name
database db.namespace
host, port server.address, server.port
statement db.query.text; only ever present when the instrumentation chose to capture it

datastoreCLIENTsystem,
operation,
collection,
database,
host, port

as for database, the naming included

messaging,
task

PRO-
DUCER

system messaging.system

destination messaging.destination.name
operation messaging.operation.type; also leads the span name: operation

destination (or operation alone), the messaging conventions’ naming,
taking precedence over a label

serverSERVERmethod http.request.method
url url.full
host, port server.address, server.port, the address the server itself answers on
path, query,
route

url.path, url.query, http.route

client client.address
status http.response.status_code; 500 and above sets the error status, since on the

server side a 4xx is the caller’s fault, as the HTTP server conventions say
system,
service,
operation

rpc.system, rpc.service, rpc.method, for an RPC-shaped boundary (an XML-
RPC or gRPC dispatcher); when system and operation are both present the span is
also named service/operation (or operation alone), and a non-RPC boundary
that declared a method is named method route-or-path, access-log style like a
request

consumerCON-
SUMER

system messaging.system

destination messaging.destination.name
operation messaging.operation.type; names the span operation destination as for

a producer
templateIN-

TER-
NAL

wrapture.category only
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The RPC trio follows OTel’s RPC conventions, younger than the HTTP ones but with these three names stable across
their drafts; an instrumentation that sets operation should set system beside it, the RPC span’s marker attribute.

Instrumentation fills the contract keys with annotate() from inside the operation (a leaf’s body annotates the leaf,
since nothing beneath it is in flight) or with data= where a value is fixed for the target, the driver’s system say. A
status may be an integer or a status line; a url should carry no query string, which goes under query as wrapture.
capture_query() records it, the same by-name redaction the request middlewares apply. Keys outside the category’s
contract, and contract keys of some other category, export as ordinary wrapture.data.<key>.

The receiving mirrors pair with the identity declarations rather than depending on them: a server boundary is typically
a block(joins=headers) that also declares category="server", and a consumer root block typically declares
links= beside category="consumer", but the category alone decides the span kind and contract, so a boundary that
joined nothing (or has joining switched off) still exports as the server span it is.

One trace id everywhere

The sink completes wrapture’s trace identity story by claiming the tree’s w3c slot. The identity exported is the slot’s
own; the sink mints no trace id of its own, so there is nothing to reconcile:

• For an identity wrapture minted locally, the root span carries the minted trace id and takes the minted span id as
its own, and the slot is marked claimed, so serialised files, outbound headers and exported spans all read one id
and the backend shows a clean native root.

• For an identity that arrived in request headers, the root span continues the caller’s trace with a remote parent built
from the slot, so the exported tree joins the caller’s rather than starting a detached one. The arrived sampled flag
rides on that parent for the parent-based sampler to honour: an upstream “do not sample” exports nothing.

The sampler decides once per tree, at the root, and the spans beneath inherit the decision. It is
parentbased_always_on by default, overridable by the sampler and sampler_arg keys of [otel.traces] or
the standard OTEL_TRACES_SAMPLER and OTEL_TRACES_SAMPLER_ARG variables, either naming the SDK’s docu-
mented samplers (always_on, always_off, traceidratio, and their parentbased_ forms). A tree the sampler
drops exports no spans but is still claimed, its slot recording the decision, so outbound headers tell downstream services
“not sampled” and the trace stays consistently absent end to end.

In both cases the slot’s span-id register then tracks the innermost exported span as spans open and close, so
trace_headers() carries a live parent at any moment inside the tree, and downstream services attach to spans that
really got exported. When wrapture’s own sample = gate drops a tree, the sink never hears it: the minted id stands
unclaimed and outbound headers carry it, which is what “not sampled” means.

How a span is built

The sink does not use the SDK’s tracer. The SDK’s own pipeline is layered: a tracer builds a mutable span, validating
each attribute as it is set; ending the span snapshots it as a ReadableSpan and hands it to the span processor; the
processor batches and the exporter encodes and sends. Everything a wrapture span needs is known when its event
closes, so the sink builds the ReadableSpan itself at that moment, in one step from the event, and hands it to the same
processor. What the sink keeps between an event’s enter and its close is a small entry holding the ids, the parent and
the start time. The processor, exporter and wire format are the SDK’s, unchanged; only the tracer’s intermediate span
object, with its validated attribute store and its locks, is skipped, which is where most of the per-span cost of exporting
used to go. The exception stacktrace attribute is formatted from a plain walk of the traceback’s frames rather than
traceback.format_exception, which on current Pythons also parses each frame’s source to draw caret underlines
no backend renders.

What it costs

The point of building spans this way is that exporting through wrapture should cost no more than instrumenting with
OpenTelemetry directly, and the comparison is worth stating in numbers, since the overhead of Python instrumentation
is the usual objection to it. Measured in August 2026 against wrapture 1.0.0a10 on Python 3.14 on a MacBook Air M4,
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best of five timeit runs of 100,000 calls, with every column exporting through the same BatchSpanProcessor to an
exporter that discards what it receives, microseconds per call:

root
call

nested,
3 spans

call
that
raises

wrapture: binding recorded and exported by the span sink 7.2 19.9 28.7
OTel SDK: start_as_current_span() and nothing else 5.8 18.6 99.9
OTel instrumentation package style: wrapt wrapper, code.function, code.
namespace and code.lineno set at start, exception recorded by the context manager

7.0 22.5 105.4

OTel wrapper collecting what wrapture collects: path, kind, sequence number, thread
name, arguments bound to their names with a bounded repr, result, exception

9.0 28.7 84.1

Of wrapture’s 7.2 us, about 3.2 us is recording (the event, its normalized arguments, delivery to the sink) and about 4
us is the span sink, against about 6 us for the SDK’s tracer producing the same span and about 1 us for the bare hand-off
of a finished span to the processor. The raising call is where the difference is largest: the SDK’s record_exception
formats the stacktrace with traceback.format_exception, which on Python 3.11 and later parses each frame’s
source to draw caret underlines, and the sink formats the same frames without them. Outside the OTel path, a binding
costs about 70 ns per call while suspended and about 0.5 us while active with nothing listening. The figures show
relative cost on one machine at one point in time and are not a guarantee; a later measurement may be taken on different
hardware, so compare the columns with each other rather than any one of them with a number from elsewhere.

4.13.3 The metrics signal
The metrics signal aggregates the same events instead of exporting them individually: request durations into the
semantic-convention http.server.request.duration histogram attributed by method, status code and, for a re-
quest annotated with its matched route, http.route, so per-endpoint latency reads straight off the histogram; call
durations into a per-path wrapture.call.duration histogram whose error series split out by exception type (an
escaped exception’s, or the first noted with note_exception(), so the error rate counts failures the code handled
itself), and a wrapture.operations counter of operations observed beginning. The bound path is safe as a metric
attribute precisely because the config chose the bindings: the set of values is closed, where the raw request URL is not,
so requests are attributed by method and status, and by the route pattern, closed the same way, never the URL. The
design is the Aggregate collector’s (bounded memory, "none" capture on both axes, so nothing is ever retained or
even captured) with the aggregation handed to the OTel SDK. [otel.metrics] takes export_interval, seconds
between metric exports, the config file’s spelling of OTEL_METRIC_EXPORT_INTERVAL.

4.13.4 The logs signal
The logs signal exports the log events the [[log]] captures select, through the OTel logs bridge. Selection stays where
it is: the captures decide which messages become events at all, and the sink only exports events that exist. The mapping
is direct, severity from the record’s level, body from the formatted message, the logger name and source location as
attributes, the logged exception as the standard exception attributes. The payoff of log events inheriting their tree’s
trace is correlation: each record lands carrying the tree’s trace id and the id of the exported span it happened inside, so
opening a request’s span in the backend shows its log lines, not just its timings.

4.13.5 Providers, the environment, and who wins
[otel.environment] holds defaults for OTel’s own environment variables: each key is uppercased, prefixed with
OTEL_ when not already, and applied with setdefault before the providers are built, so the file can name any of the
SDK’s documented variables without wrapture knowing them individually, and a variable set in the real environment
always wins. That gives the file three postures: self-contained (endpoint in the file, runs with no environment setup),
deployment-owned (no environment table, the real environment decides everything), or mixed, defaults in the file with
the deployment overriding what differs. The variables are process-wide: anything else in the application that builds
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OTel providers or exporters from the environment sees the file’s defaults too, which is what makes the table convenient
and is worth knowing about when an application has OTel setup of its own. Named keys such as export_interval
and sampler are passed to constructors explicitly, beat both spellings, and touch nothing shared.

The SDK posture is wrapture-first: choosing wrapture means taking all it does, including standing up the export
pipelines, which is what the zero-code story requires, since in the config-driven case there is no application code
to configure the SDK. The pipelines are wrapture’s own: the span processor and sampler for traces, and the meter and
logger providers for the other signals, are built from the table and the environment and handed to wrapture’s sinks
directly. The SDK’s global providers are neither consulted nor installed, so an application that uses the OpenTeleme-
try API on its own account keeps whatever it set up for itself, its spans going wherever it sends them, and wrapture’s
telemetry is unaffected by it. The two do not interleave in one pipeline; they were never parented together in any case,
since wrapture parents through its own event tree rather than OTel’s ambient context.

For a look without a collector, OTEL_TRACES_EXPORTER=console, OTEL_METRICS_EXPORTER=console and
OTEL_LOGS_EXPORTER=console swap the OTLP exporter for standard output, per signal. The flask-app example
in the source checkout runs this way with no environment setup at all; its README carries the run commands:

$ cd examples/flask-app
$ uv run --with flask --extra otel \

python -m wrapture --config wrapture-otel.toml main.py

Each request then arrives in the backend as one trace: a SERVER root span named for the request line, the view handler
and its helpers nested beneath it with their captured arguments and results, and a failing request’s tree marked as an
error with the exception recorded on the span that raised it.

4.13.6 Workers that fork
The sink participates in wrapture’s fork story: in a forked child its on_fork() drops the open-span table, since the
in-flight spans belong to the parent, which will close them, while the OTel SDK’s own at-fork handling restarts the
exporter worker threads. The child’s first operation is a genuine root, a daemon worker’s next request mints or joins a
trace as any root request does, and a child wanting an immediate identity opens a block.

4.14 Instrumentation packages
An instrumentation package ships, for one or more target packages, the code that patches them on wrapture’s behalf: a
Flask instrumentation that installs the recording middleware on every application and observes every view, a requests
instrumentation that records each outbound call and propagates the trace identity. The ad-hoc tracing guide explains
what an instrumentation is from the config file’s side; this page is the author’s side: the class, the entry point, the rules
that keep it safe to load, how to test it, and how to name it.

4.14.1 The shape
One class per target, subclassing wrapture.Instrumentation, with class data for everything static and one decorated
hook method per trigger module:

# wrapture_instrumentation_flask/__init__.py
import wrapture

from . import hooks

class FlaskInstrumentation(wrapture.Instrumentation):
"""Request, view and blueprint tracing for Flask applications."""

(continues on next page)
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(continued from previous page)

target = "flask"
supports = ">=2.0,<4"
removable = True
settings = {

"capture_headers": wrapture.Setting(False, "record request headers"),
"ignore_paths": wrapture.Setting((), "paths never traced, exact match"),
"views": wrapture.Aspect("view functions", capture_result="shape"),

}

@wrapture.instrumentation_hook("flask.app")
def flask_app(self, name, module):

hooks.instrument(name, module, self)

Reading down:

• target is the import path of the module tree the class covers: a top-level name (flask) in the common case, or
a dotted path when the unit of instrumentation is a submodule (http.client, azure.storage.blob). Every
trigger module a hook declares must live at or under it; wrapture refuses a class that claims a module outside its
target the moment the class is defined. Two enabled entries whose targets overlap, the same path or one inside the
other, are a ConfigError, so an http.client class and an http.server class coexist while nothing is ever
patched twice. A standard library module (urllib.request, sqlite3) is a target like any other: its version
is the interpreter’s own, so supports on such a class is a Python version range, and the listing says where the
version came from. For anything else the version is the distribution that owns the path, resolved longest prefix
first (azure.storage.blob is azure-storage-blob’s), so a namespace package’s sibling distributions never
stand in for each other.

• supports is a PEP 440 specifier against the target’s installed version, read from package metadata. Outside the
range, nothing registers and the user sees a ConfigWarning, never an error: the environment being newer
or older than the package is not a misconfiguration. A trigger module that only exists from some version
on carries its own specifier on its hook’s decorator, @wrapture.instrumentation_hook("flask.sansio.
app", supports=">=2.3"); the dry run python -m wrapture.tools instrumentation --verbose
shows what would register in a given environment. Version segmentation beyond that is the hook’s own dis-
patch on self.target_version; wrapture gates and reports, it never selects among hook functions.

• requires names other targets that must have an enabled instrumentation in the same config: a single name, or a
sequence of them. Requirements are not pulled in automatically; a missing one is a loud ConfigError naming
the target. It expresses a functional dependency between instrumentations, a class that is broken or incoherent
unless another is also active, not the target package’s own dependency graph: Flask depends on Werkzeug and
Jinja2, but a Flask instrumentation is complete without either of theirs being enabled, so it must not require them.
The example above sets nothing, and a well-shaped public class never needs to. The conventions make each one
complete alone: every framework carries its own middleware, an event is fine as a root, and an annotation is a
no-op when nothing is recording. The field exists for private instrumentation that trades those conventions away
on purpose, one in-house target leaning on another’s events or plumbing.

• removable is the claim that the class can undo itself. It defaults to false, so say it; it governs report() and
the warning revert() gives, and cleanup callbacks run either way. A hook that cannot undo its own patches
overrides the claim for its trigger alone, @wrapture.instrumentation_hook(..., removable=False),
and the class-level claim consumers see is then true only for the triggers that keep it.

• settings declares every key an [[instrument]] entry may carry, each a Setting(default,
description) or an Aspect, a named group of the call sites the class binds with a switch and recording defaults
of its own, described under aspects below. An unknown key, or a value whose outer type does not match the
default’s, is a ConfigError when the config loads; the resolved values are self.settings inside the hooks.
The description is what the listing tool and the generated template show beside each setting, so write it for the
person editing the file.
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• name and version default from the entry point name and the distribution’s version; set them only to override.
description defaults from the distribution’s summary, which describes the whole collection, so a class in a
multi-target package should set its own.

4.14.2 Hooks
Each method decorated with @wrapture.instrumentation_hook(module) is the hook for one trigger module: it
is called as method(self, name, module) when that module is imported, or immediately if it already was, with the
trigger’s name and the module object. The trigger string appears only on the decorator; the class’s trigger set is derived
from its decorated methods, and the method name itself is free. self is wrapture’s per-application record: self.
settings, self.target_version, self.applied and self.pending (the triggers fired and not yet fired), self.
trigger (the one firing on this thread, the same value as name), and self.on_cleanup(callback). configure()
is the optional one-time hook before any trigger fires; __init__, apply() and remove() are wrapture’s and are not
overridden.

One method can serve several triggers by stacking the decorator, which is why the signature always takes name:

@wrapture.instrumentation_hook("celery.app.task")
@wrapture.instrumentation_hook("celery.app.base")
def celery_app(self, name, module):

...

The base class owns apply(name, module) and remove(name, module): wrapture’s dispatch calls them as triggers
arrive, and a package’s own tests call them directly, with identical behaviour, which is what makes the direct testing
recipe below work.

4.14.3 Import posture
The module that defines the class must not import the target it patches. wrapture loads the class when the config loads, so
that it can validate settings and report, and that happens before the application imports anything; a class whose module
imported flask at the top would drag Flask in right then, ahead of the hook meant to fire on its import, and the patches
would land after the import they were meant to precede. wrapture watches for exactly this: loading a class is wrapped
in a snapshot of sys.modules, and if any of the class’s own triggers (or its target) appeared, a ConfigWarning says
so, and the listing tool shows it as a warning line.

Where the patch code lives is a matter of size, not of rules. A small instrumentation, a couple of bindings built against
the module handed in, reads best directly in the hook method’s body, as the examples on the ad-hoc tracing and WSGI
tracing pages do. Once the patching grows past what one method holds comfortably, the convention is a hooks module
beside the class, imported at the top as the skeleton above does. Both placements are safe for the same reason: the code
needs no target import of its own, importing only wrapture at top level and receiving the trigger module as a parameter,
which for most instrumentation is everything it touches.

When that stops being true, because the patching needs another submodule of the target, a class the trigger module
does not expose, or a pile of helper modules, the imports must not ride on loading the class. The options, in the order
to reach for them:

• Import inside the hook function that uses the module, next to the use. The import runs when the trigger fires, by
which time the target is imported anyway, so nothing is dragged in early.

• From Python 3.15 on, the language-level lazy import can sit at the top of hooks.py and defer just the same,
keeping the imports in the conventional place.

• On older Pythons, wrapt.lazy_import() gives the equivalent: a module handle at the top of hooks.py that
imports for real on first use, useful when the hook code needs many modules and function-local imports would
repeat everywhere.

The same rule covers a multi-target package: each class’s module must not import a sibling class’s target either.
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4.14.4 Removal: the bindings recipe
Two styles on one mechanism. The usual one is to register cleanup callbacks from inside the hook with on_cleanup(),
tagged automatically with the trigger being applied, and let removal run them, most recent first, continuing past one
that raises. For instrumentation built on bindings, the recipe is three lines:

# wrapture_instrumentation_flask/hooks.py
import wrapture

def instrument(name, module, instrumentation):
constructor = wrapture.binding(module.Flask, "__init__", when=False)
constructor.on_call.decorates(wrap_app)

registrar = wrapture.binding(module.Flask, "add_url_rule", when=False)
registrar.on_call.transforms_args(wrap_view)

group = wrapture.bindings(constructor=constructor, registrar=registrar)
group.apply()

instrumentation.on_cleanup(group.remove)

Build the group, apply it, register its remove(). A Binding’s or BindingGroup’s remove() returns the object, and
on_cleanup() ignores the return value, so the method passes straight in. The alternative, for teardown that does not
decompose into callbacks, is a cleanup method paired with the hook:

@wrapture.instrumentation_hook("flask.app")
def flask_app(self, name, module):

...

@flask_app.cleanup
def remove_flask_app(self, name, module):

...

The paired method covers every trigger its hook claims. On removal of a trigger, the on_cleanup() callbacks reg-
istered during its hook run first, most recent first, then the paired cleanup method; both continue past a raise with a
warning.

wrapture removes only triggers whose hook actually ran, in reverse order on revert(). A hook that raises has the
callbacks it registered before raising run at once, so its partial work does not linger.

Removing a binding restores the patched location and deactivates the wrapper, so a copy of it that the library or an ap-
plication took by from-import while the instrumentation was applied goes quiet rather than recording on; the binding’s
removed_calls says whether that happened. A library’s own from-imports create such copies too, when a parent or
sibling module pulls a function out of the module that defines it, so an instrumentation should be mindful of where
a target is re-exported and choose the trigger accordingly: patching once the copying is complete, which may mean
triggering on the package root rather than the defining module.

The bindings a hook applies are reachable by a test of the application running under the instrumentation, through
wrapture.find_binding() by location or label (see finding a binding applied elsewhere). A label worth assigning
is one a test would want to name, since the alternative is the derived module:qualname path; and a test that finds the
binding gets the real one, so anything it reconfigures on it stays reconfigured until the instrumentation removes it.
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4.14.5 When the target is a C extension
A binding needs an attribute it can replace, and a type implemented in C has none: assignment onto sqlite3.
Connection or sqlite3.Cursor raises the TypeError that known limitations describes. What such a library does
have is a Python-reachable factory: some function hands the C objects out, and that function is bindable. The pattern
is to bind the factory, wrap what it returns in a proxy class of your own, and bind the proxy’s methods, which are plain
Python methods you own. Everything the library’s users do with the object flows through your class, so the whole
binding vocabulary applies to a type that could never be patched directly:

# wrapture_instrumentation_sqlite3/dbapi2.py
import wrapt

import wrapture

class Cursor(wrapt.BaseObjectProxy):
"""A recording proxy around sqlite3.Cursor: the methods worth
recording are overridden for binding, everything else delegates."""

def execute(self, sql, parameters=(), /):
outcome = self.__wrapped__.execute(sql, parameters)

return self if outcome is self.__wrapped__ else outcome

# A sqlite3 cursor is its own iterator. Special methods are
# looked up on the type, and BaseObjectProxy leaves them to the
# subclass, so both halves are written out explicitly.

def __iter__(self):
return self

def __next__(self):
return self.__wrapped__.__next__()

class Connection(wrapt.BaseObjectProxy):
"""A recording proxy around sqlite3.Connection."""

def cursor(self, *args, **kwargs):
return Cursor(self.__wrapped__.cursor(*args, **kwargs))

def instrument(name, module, instrumentation):
def opens(wrapped, instance, args, kwargs):

return Connection(wrapped(*args, **kwargs))

connect = wrapture.binding(
module, "connect", leaf=True, category="database"

)
connect.on_call.decorates(opens)

execute = wrapture.binding(
Cursor,
"execute",

(continues on next page)
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(continued from previous page)

label="sqlite3:Cursor.execute",
leaf=True,
category="database",

)

group = wrapture.bindings(connect=connect, execute=execute)
group.apply()

instrumentation.on_cleanup(group.remove)

The factory binding does two jobs at once: it records the construction as an event of its own, and its decorator substitutes
the proxy, so every connection the application obtains after apply is a recording one, cursors included. The execute
binding then lands on the proxy class, where when=, capture policies, leaf= and category= all behave exactly as they
would on a patchable target.

Three rules keep the proxy honest:

• Derive from wrapt.BaseObjectProxy and write the special methods you need explicitly. Dunder methods are
looked up on the type, not the instance, and the base proxy deliberately does not forward them, so each one is
an opt-in. That explicitness is the point: a base class that forwarded __iter__ wholesale would make wrapped
objects appear iterable whether or not the real one was.

• Preserve the library’s identity conventions. Where the wrapped method returns the wrapped object, return the
proxy instead, so a chained cursor.execute(...).execute(...) stays on the recording class; a context
manager whose __enter__ returns the raw object substitutes self for the same reason.

• Label the bindings with the names they stand in for. The derived path of the execute binding is your proxy’s
module:qualname, which is true but not what a reader of the trace wants; the label sqlite3:Cursor.execute
carries the name the method notionally wraps, exactly the job labels exist for.

Removal is unchanged, and answers the question the limitation would otherwise leave open. The bindings are on your
classes, so group.remove() restores them cleanly, and the factory binding’s removal stops new connections being
wrapped. A connection created while the instrumentation was applied keeps its proxy for its own lifetime, but a proxy
whose bindings are gone is pure passthrough and records nothing.

This is also the one place an instrumentation package imports wrapt directly. wrapture deliberately does not re-export
the proxy types: the import wrapt is a visible marker that the code has stepped below wrapture’s binding vocabulary,
and since wrapt is a dependency of wrapture it is always present. The sqlite3 target in wrapture-instrumentation is the
full-scale form of this example: the whole execute family on both classes, the commit-or-rollback context manager, and
the capture policy decisions that go with recording SQL.

4.14.6 Shaped settings
The outer-type check on settings is deliberately shallow: it catches a string where an integer was wanted and a scalar
where a list was, and nothing inside a list or table, because element types cannot be inferred from an empty default. A
setting with a shape of its own is checked in configure(), which runs once before any trigger fires, so a ConfigError
raised there still surfaces at config time:

class FlaskInstrumentation(wrapture.Instrumentation):
...
settings = {

"routes": wrapture.Setting((), "routes to trace, each {path, methods}"),
}

def configure(self):
(continues on next page)
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(continued from previous page)

for route in self.settings["routes"]:
if not isinstance(route, dict) or "path" not in route:

raise wrapture.ConfigError(
f"routes: each entry needs a path, got {route!r}"

)

wrapture guarantees routes is a list before configure() runs; the class guarantees the rest.

4.14.7 Aspects
An instrumentation rarely binds one kind of call site. A framework package wraps the request boundary, the view
functions, the lifecycle callbacks and the template renders, and a setting such as ignore_paths belongs to the first of
those and nothing else, while how a view’s result is recorded is a question about the second alone. An Aspect declares
such a group as a value in settings beside the plain settings, so the declaration is one tree that mirrors the TOML: a
Setting is a key of the entry, an Aspect is a sub-table of it.

class FlaskInstrumentation(wrapture.Instrumentation):
...
settings = {

"requests": wrapture.Aspect(
"the request boundary",
primary=True,
ignore_paths=wrapture.Setting((), "request paths not to record"),

),
"views": wrapture.Aspect("view functions", capture_result="shape"),
"lifecycle": wrapture.Aspect("before, after and teardown callbacks"),
"templates": wrapture.Aspect("template rendering"),
"handled_errors": wrapture.Setting(True, "note an exception a handler absorbed"),

}

Aspect(description, *, primary=False, **keys). The description is one line saying what the aspect wraps,
shown by the listing tool and the template. The keys are told apart by type:

• A plain value is a default for one of the recording keys wrapture owns: enabled, capture, capture_args,
capture_result, redact, redact_result, redact_marker, leaf and stack, the keys an [[observe]]
entry accepts, checked the same way and meaning the same thing under every aspect of every package.
capture_result="shape" above is one; a callable policy such as wrapture.redact("token") works too,
and the listing shows it by its description attribute.

• A Setting is a setting of the package’s own that belongs to this aspect, ignore_paths above.

A recording key can never be a Setting, at the top level or under an aspect, so a package cannot redefine what leaf
means; a plain value under any other name is refused; and an aspect cannot nest an aspect. Every aspect is switchable,
so enabled needs no declaring.

In the file an aspect is a sub-table of the entry, and a bare boolean under the aspect’s name is shorthand for its enabled:

[[instrument]]
name = "flask"
ignore_paths = ["/healthz"]
redact = ["token"]
lifecycle = false

[instrument.views]
capture_result = "types"
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ignore_paths and redact sit flat on the entry because requests is the primary aspect: a recording key, or one of
the primary aspect’s own settings, written at the top level of the entry applies to it, so a package with one aspect needs no
sub-table at all. Writing them under [instrument.requests] means the same thing, and the same key in both places
is a ConfigError naming it. At most one aspect is primary, and a package may have none, in which case a recording
key at the top level is an unknown setting. The entry’s own enabled and triggers keys are the entry’s and never
reach an aspect. From code the forms follow the TOML, an aspect being a keyword whose value is a table of its keys or
a bare boolean: FlaskInstrumentation(views={"capture_result": "types"}, lifecycle=False), and
the same keywords to wrapture.instrumentation("flask", ...).

A key given under an aspect beats the aspect’s declared default, which beats the level the active sinks declare, the
fallback for any binding that sets nothing. A redact list composes over whatever level the arguments axis resolved to,
as on an observe entry; a given capture covers both axes over a declared per-axis default; and a given redact_result
replaces a declared capture_result rather than clashing with it.

On the instance, self.settings[name] is the resolved aspect, with enabled, options, and item access to the
aspect’s own settings. options are the keyword arguments for wrapture.observed() or wrapture.binding()
that the aspect’s recording keys amount to, any redact list or redact_result already turned into a policy and only
the keys that are set present, so a wrapping site is one splat:

def instrument(name, module, instrumentation):
views = instrumentation.settings["views"]
if views.enabled:

proxy = wrapture.observed(view, label=endpoint, **views.options)

ignored = instrumentation.settings["requests"]["ignore_paths"]

A package whose default policy depends on its own settings (a database driver builds its capture_args policy from
a statement setting at hook time, so it cannot be a declared default) splats the options over its own:

options = {"capture_args": captured, **settings["statements"].options}

The package policy is the default and an explicit capture_args under the aspect replaces it, the same override path
as everywhere else, which the package’s README should say.

4.14.8 Declaring what a target is
An instrumentation knows two structural things about its target that a config author cannot be asked to work out:
whether the target’s operations are worth subdividing, and what kind of operations they are. Both are declared on the
binding (or on the observed() callable or block() the package substitutes), decided before any event exists rather
than during the call:

client = wrapture.binding(module.Client, "request", leaf=True, category="external")

leaf=Truemakes the entry point a terminal node: its event records and covers everything the call did, and nothing that
would make a span records beneath it, so a client’s internal HTTP requests, connection handling and retries stay out of
the tree while its log lines still attach to the leaf. category= names the kind of operation, one of the categories this pack-
age layout is organised by (external, database, datastore, messaging, task, server, consumer, template), so
that a database target’s events say database with no translation. The category is also the layout convention inside a
package: a package instrumenting a single target names its subpackage <category>_<target> with the target’s mod-
ule dots as underscores (external_requests, external_urllib_request), and a collection covering many targets
groups them in role directories instead, <category>/<target> (framework/flask, external/urllib_request,
server/xmlrpc_server), the same words with the role as a directory. Either way the layout is internal; the entry
point name is always the bare target. The ad-hoc tracing guide covers both, and the OTel page lists the data keys each
category is expected to carry; the instrumentation fills those with annotate() from inside the operation, which lands
on the leaf, or with data= for a value fixed for the target. A url carries no query string; the query goes under query
through wrapture.capture_query(), which records it the way the request middlewares do, the built-in sensitive

4.14. Instrumentation packages 123



wrapture, Release 1.0.0b4

names redacted and any redact() names the instrumentation’s own setting adds on top. Offer a per-target setting
(leaf, default true) so a user debugging the client itself can see its internals.

One seam sometimes fronts several kinds of operation: an SDK client’s single dispatch method reaches object storage,
a queue and a function service depending on the client it was called on, and it can only be bound once. There the
honest declaration is a rule, and category=, label= and data= each accept a callable with the when= signature in
place of the value, consulted per operation after when= has accepted it and before the event is built, so the category,
the low-cardinality name (s3/GetObject) and the tags the arguments already say are all decided from the call and a
behaviour handler then only annotates what the outcome says. The ad-hoc tracing guide has the contract. The category
a resolver answers should still be one of the words above, and the label repeatable, never an identifier.

One contract follows from leaves and clients composing: propagation belongs to the level that records. A client in-
strumentation that injects wrapture.trace_headers() into what it sends must gate the injection on its own binding
having recorded, which is one check away:

if wrapture.current_event(binding=client):
... # inject the trace identity

Beneath another target’s leaf the binding is silenced, behaviour still running but no event recorded, and the check comes
back empty: nothing is injected, because the leaf either propagates at its own level (as every packaged client does for
itself) or has chosen, by not injecting, that the service beneath it is not part of the trace, a third-party API that would
not understand the headers and should not be handed the tree’s identity. The annotate() half needs no gate: inside a
silenced call an unaimed annotate() lands nowhere, never on the leaf’s event, so the leaf’s own story stands whatever
the client beneath it says about itself.

4.14.9 Registering the class
The entry point group is wrapture.instrumentation, one entry per class, the entry point name being the instru-
mentation’s name. The group name has a dot in it, so the table header in pyproject.toml has to be quoted:

[project]
name = "wrapture-instrumentation-flask"
version = "1.2.0"
description = "Request, view and blueprint tracing for Flask applications"
dependencies = ["wrapture"]

[project.entry-points."wrapture.instrumentation"]
flask = "wrapture_instrumentation_flask:FlaskInstrumentation"

Note what is not in dependencies: Flask. An instrumentation package depends on wrapture, never on its target,
because installing the instrumentation must not install the thing it instruments, and the version gate is supports,
checked at apply time against whatever the environment has.

An entry point value is a single object reference, so a package covering several targets registers several entries, one per
class, each named for its target:

[project.entry-points."wrapture.instrumentation"]
flask = "wrapture_instrumentation.framework.flask:FlaskInstrumentation"
werkzeug = "wrapture_instrumentation.framework.werkzeug:WerkzeugInstrumentation"
requests = "wrapture_instrumentation.external.requests:RequestsInstrumentation"

One distribution can therefore ship instrumentation for many common packages without being many packages, and the
config’s side sees no difference: each class is still one target, one trigger set, one [[instrument]] entry, switched on
by name. Installing the package registers the classes and applies none of them; nothing patches a target until a config
entry names it.
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The config names a registered instrumentation by its bare entry point name, name = "flask", when exactly one in-
stalled distribution registers it, and as name@distribution (requests@wrapture-instrumentation-acme) when
two do. The part after the @ is the distribution name, matched after the usual normalisation, which is why entry
point names should always be the bare target and never vendor-prefixed: the qualifier is the distribution, and name =
"requests" then means the same thing whichever package provides it.

4.14.10 Naming the package
Only two things matter mechanically: a common distribution prefix, so instrumentation is findable on the index and
in pip list, and a distinct import package per distribution, so two installed packages never clobber each other. The
name@distribution qualifier covers what no convention can, two packages for one target. With that:

• wrapture-instrumentation is the project’s own multi-target package.

• wrapture-instrumentation-<target> is a package covering exactly one target,
wrapture-instrumentation-flask. First publisher gets the name, as with pytest-<name>; nothing
is reserved.

• wrapture-instrumentation-<collection> is a multi-target package named for some-
thing that is not itself a Python package: a vendor, product, organisation or theme. The
project’s own companion packages use this form for targets that need a backend to test against
(wrapture-instrumentation-aws for the AWS SDK, wrapture-instrumentation-postgresql
and wrapture-instrumentation-mysql for the PostgreSQL and MySQL client libraries), and so does a
third party publishing its own collection, wrapture-instrumentation-acme; the qualified name then reads
requests@wrapture-instrumentation-acme.

• Entry point names are always the bare target, requests, never vendor-prefixed.

• The import package is wrapture_instrumentation for the project’s own and
wrapture_instrumentation_<suffix> for everyone else, one per distribution, not a namespace pack-
age shared across distributions.

There is no contrib segment: everything not the project’s own is contrib, so the word carries no information and
lengthens every third-party name.

4.14.11 Testing the class directly
Testability is a deliberate property of the shape. A package’s own tests construct the class, call apply() with a trigger
name and the imported module, and call remove() afterwards, with none of wrapture’s hook machinery involved;
these are the same methods wrapture’s own dispatch calls, so the two paths cannot drift apart:

import flask
from wrapture_instrumentation_flask import FlaskInstrumentation

def test_requests_are_recorded():
instrumentation = FlaskInstrumentation(capture_headers=True)
instrumentation.apply("flask.app", flask.app)
try:

...
finally:

instrumentation.remove("flask.app", flask.app)

Constructing the class runs the settings validation, so a test can also assert that a bad setting is refused. Ap-
plying a trigger the class does not declare, or one already applied, is a ConfigError; removing one that
never applied is a no-op. For the whole path through wrapture, the unit testing guide shows wrapture.
instrumentation(FlaskInstrumentation, ...) scoping an application of the class to a block, with
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timeline() recording what its bindings observe; its triggers= keyword scopes the application to a subset of the
declared triggers, so a multi-trigger class can be tested one hook at a time.

4.14.12 Checking an environment
Before publishing, and whenever a user reports a surprise, the listing tool reads the class data the way wrapture will:

$ python -m wrapture.tools instrumentation --verbose
flask (wrapture-instrumentation-flask 1.2.0)
Request, view and blueprint tracing for Flask applications
target: flask 3.1.0, supported (>=2.0,<4)
modules: flask.app, flask.blueprints
removable: yes
settings:
capture_headers = false record request headers
ignore_paths = [] paths never traced, exact match
views: view functions
enabled = true
capture_result = "shape"

would register: flask.app
would register: flask.blueprints
url: https://example.org/wrapture-instrumentation-flask

A class that cannot load shows its error in place, and one whose module imported its own target shows the warning
described above. --toml writes the [[instrument]] template a user would paste into their file, every entry disabled,
every setting commented out at its default and every aspect as a commented-out sub-table of its own, which is also a
quick check that the descriptions read well where they will be read.

4.14.13 The wrapture-instrumentation package
Everything above is the contract for writing an instrumentation package; wrapture-instrumentation is the package built
on it, maintained alongside wrapture itself. It provides instrumentation for a growing range of targets across the cate-
gories an application is built from: web frameworks (Django, Flask, FastAPI, Starlette, each recording requests, views
and failures as one tree per request), the servers that carry them (uvicorn, aiohttp.web, the werkzeug and wsgiref devel-
opment servers, xmlrpc.server), outbound HTTP and RPC clients (requests, httpx, urllib3, aiohttp’s client, gRPC and
the standard library’s own, propagating trace identity hop by hop), databases (SQLAlchemy and sqlite3, queries and
transaction boundaries with parameters never recorded) and template engines (Jinja2).

$ pip install wrapture-instrumentation

installs the entries; enabling one is an [[instrument]] entry in the config file, or wrapture.
instrumentation("flask", "jinja2") in code. What each target records, its settings and its capture decisions
are documented in a per-target README inside the package, linked from the project README, and the listing tool
above enumerates whatever is installed.

Targets that need a separate product or service behind them to test against are kept out of that package and come as
companion packages under the same convention, each with its own test arrangements and release cadence. The first is
wrapture-instrumentation-aws, covering the AWS SDK (boto3 and botocore) through the one botocore entry point:
every AWS API call as one event named service/operation and categorised per service (DynamoDB a datastore,
SQS, SNS and Kinesis messaging, Lambda and Step Functions tasks, S3 and the rest external), the name, category
and tags decided per call by resolvers on a single binding at the SDK’s one dispatch seam. The second is wrapture-
instrumentation-postgresql, covering the PostgreSQL client libraries through one entry point per driver, psycopg,
psycopg2 and asyncpg: every query as a database leaf however it was issued, the connection being opened and
each transaction boundary, sync and async alike, with the SQL text recorded only when its statement setting is on
and bound parameters never; its test suite runs against a real PostgreSQL server in a container, the arrangement the
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separate-package rule exists for. The third is wrapture-instrumentation-mysql, the same shape for the MySQL client
libraries through the entry points pymysql, MySQLdb (mysqlclient, named as it is imported and configured, not as it is
installed) and aiomysql: every query as a database leaf, the connection being opened and each transaction boundary,
the SQL text only with statement on and bound parameters never, tested against a real MySQL server in a container,
with the one driver that builds from source against a client library confined to that container and to CI. Installed beside
the core package each is enabled the same way, and the listing tool shows them all.

4.15 Manual setup
A config file has three doorways into a process. The python -m wrapture runner wraps the launch; autowrapt
injects the config at interpreter startup; and application code can apply the same config itself, with a few lines placed
deliberately in its own startup. This page is the third doorway.

Sometimes manual setup is simply a preference: a CLI tool, worker or daemon that treats observability as one of its
own features and wants the wiring explicit. Often it is structural: an embedded interpreter or a multi-process manager
makes wrapping startup from the outside somewhere between awkward and impossible. mod_wsgi embeds Python
inside Apache, so there is no python command line to hand to the runner; gunicorn is its own executable, forking
workers whose lifecycle it owns. In those environments a few lines at the top of the right file are simpler than bending
the process manager, and the recipes below say which file that is.

4.15.1 Apply before the application imports
The whole pattern is four lines, and their position matters more than their content:

import wrapture

source = wrapture.find_config()
if source is not None:

wrapture.load_config(source).apply()

# Only now the application itself.

from myapp.web import main

apply() registers a post-import hook per target module, and a hook fires immediately for a module already imported, so
a late apply usually still lands its bindings. What a late apply cannot fix is history: calls that already ran went unobserved,
and a reference copied out before the patch stays unpatched, so a from myapp.orders import place_order taken
earlier holds the original function forever. Applying first, in an entry module that has imported nothing of the application
yet, is the same ordering guarantee the runner and autowrapt give, which is why setup belongs as early in startup as it
can possibly go.

apply() returns the AppliedConfig: its pending names observe entries still waiting for their module, report()
renders the whole picture for a startup log, and revert() takes everything down again if the host ever needs that.

4.15.2 Choosing the source
find_config() implements the standard precedence: a path in the WRAPTURE_CONFIG environment variable, then
wrapture.toml in the current directory, then a [tool.wrapture] table in pyproject.toml, first found winning
outright. Returning None when nothing nominates a config makes the four-line pattern safe to leave in permanently: a
process with no config pays one existence check and starts clean.

An application whose own options name the file calls load_config(path) with that path instead. The catch is where
option parsing lives: if reaching the code that knows the path means importing half the application first, the ordering
guarantee is already spent by the time the path is known. When startup cannot learn the path early, let the environment
carry it: an operator sets WRAPTURE_CONFIG, and the entry module needs nothing imported but wrapture itself before
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setup proceeds. To honour only the environment, and not a wrapture.toml that happens to be lying in the working
directory, gate on the variable directly:

import os

import wrapture

if "WRAPTURE_CONFIG" in os.environ:
wrapture.load_config(os.environ["WRAPTURE_CONFIG"]).apply()

4.15.3 A config without the file
Config is the programmatic primitive beneath the TOML file: everything a file can say is expressible directly, applied
and reverted the same way. It suits the program whose own command line options are the configuration, a tool that
decides at runtime what to observe and where events go, and never wants a file at all:

import wrapture

config = wrapture.Config(
observe=[

wrapture.ObserveEntry(target="myapp.orders:OrderService", match="*"),
],
sink=wrapture.JSONLines("trace.jsonl"),

)

applied = config.apply()

The all-in-code posture from Ad-hoc tracing is the other way to skip the file: add_sink(), bindings and
instrumentation() called directly, no Config object involved. The difference is lifecycle: a Config applies and
reverts as one unit and defers per target module, where the direct calls take effect each at its own moment. Either is
fine; the Config form exists so that “the file’s semantics, without the file” is one object.

4.15.4 Delivering output at exit
The first time anything registers output to deliver, wrapture installs an atexit hook that calls wrapture.shutdown():
open window runs close, writing their reports, and every process sink flushes. A normal interpreter exit therefore needs
nothing from you, a short-lived CLI tool included.

shutdown() is also a public function, for environments where atexit cannot be relied on: an embedded or sub inter-
preter may be destroyed without its atexit callbacks ever running. It is safe to call any number of times, and it quiesces
without uninstalling: bindings stay applied and configs are not reverted, so a host that calls it early has flushed its
output, not torn out its tracing. A host that wants the tracing gone as well calls the applied config’s revert().

4.15.5 mod_wsgi
mod_wsgi embeds the interpreter inside Apache, so the runner is unavailable and the WSGI script file is the entry
module: mod_wsgi imports it before the application, which makes its top the right place for setup. The same file
is where shutdown wants wiring, because atexit is exactly what an embedded interpreter cannot promise; mod_wsgi
instead provides its own process shutdown notification, delivered while the interpreter is still fully alive, and subscribing
that to wrapture.shutdown() restores the guarantee that atexit gives an ordinary process:

# myapp.wsgi

import wrapture
(continues on next page)
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source = wrapture.find_config()
if source is not None:

wrapture.load_config(source).apply()

try:
import mod_wsgi

except ImportError:
pass

else:
def _flush(*args, **kwargs):

wrapture.shutdown()

mod_wsgi.subscribe_shutdown(_flush)

from myapp.web import application

The ImportError guard keeps the script honest under any other WSGI server, where mod_wsgi does not exist as a
module and plain atexit already suffices. Each mod_wsgi daemon process runs the script once, so each worker process
applies its own config and flushes its own sinks, with no cross-process coordination needed.

4.15.6 gunicorn
gunicorn is its own executable, so the runner is out, but its workers are ordinary Python processes, so atexit stands:
a worker stopped gracefully flushes on exit with no extra wiring. A worker the master kills hard, the timeout path,
delivers nothing buffered, which no hook can fix; keep sinks that must not lose data unbuffered or externally drained.

The simplest placement is the top of the WSGI module the command line names, the myapp/wsgi.py behind myapp.
wsgi:application, exactly as in the mod_wsgi script above minus the mod_wsgi block. With gunicorn’s default lazy
loading each worker imports that module after the fork, so the bindings, the sinks and any threads they own all belong
to the worker, the posture easiest to reason about. With preload_app the module imports once in the master before
forking and the workers inherit the setup; wrapture keeps recording coherent across the fork, flushing sinks before it
and reinitialising in the child, as Forked worker processes describes, so this also works, with a {pid} path template
giving each worker its own output file.

The alternative placement is gunicorn’s own config file hooks, which suit applying per worker regardless of preload,
plus an explicit flush point on the way out:

# gunicorn.conf.py

import wrapture

def post_fork(server, worker):
source = wrapture.find_config()
if source is not None:

wrapture.load_config(source).apply()

def worker_exit(server, worker):
wrapture.shutdown()

post_fork runs in the worker just after the fork and, without preload, before the application module loads, preserving
the apply-before-import ordering. worker_exit runs in the worker as it exits on the graceful paths; since shutdown()
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is idempotent, it costs nothing that atexit would not already have done, and covers a worker torn down in a way that
skips atexit. Neither hook fires on a SIGKILL, which is the caveat above, not a hook selection problem.

4.15.7 The point of doing it manually
Injection from outside is the zero-code ideal, and where it works, the runner and autowrapt need nothing from this page.
The environments that resist it share a shape: something else owns process startup, multiplies processes, or embeds
the interpreter, and intercepting that from outside means fighting the manager. Manual setup inverts the deal: four
lines you own, placed where you know they run first, in every process that matters, with shutdown wired to whatever
notification the host actually honours. For multi-process and embedded deployments that trade is usually the simpler
one.

4.16 Testing code that calls external services
An order service takes payments through a gateway. The gateway is reached by a client class, an SDK or a thin HTTP
wrapper, and every method on it does network I/O. The service code around it is yours and is exactly what you want to
test: does it record the order correctly, does it cope when the gateway times out, does cancelling a paid order actually
issue a refund. The gateway itself is what you cannot have in the test: no network, no sandbox account, no waiting for
a real response.

Substituting the client for a stand-in works until the questions get more specific: did the service charge the right amount
exactly once, did it refund the right charge, did the client’s own validation run? wrapture leaves the client where it is
and intervenes at the one method that matters: stub the response, inject the timeout, or let the real method run and
adjust one thing about the call, and in every case record what actually flowed so the test can assert on it. If you are
arriving from unittest.mock, the comparison page maps each idiom you already know onto what is used here.

This example uses: call behaviour, recording on a timeline, filtering and asserting on events, binding groups, pytest
fixtures and the pytest plugin.

4.16.1 The application code
The client shapes requests and parses responses like any SDK would; the network edge is one private method, _post(),
which here refuses to run at all so that no test can depend on it by accident:

>>> import wrapture

>>> class PaymentClient:
... def __init__(self, api_key: str) -> None:
... self.api_key = api_key
...
... def charge(self, amount: int, currency: str = "USD") -> dict:
... if amount <= 0:
... raise ValueError(f"amount must be positive, got {amount}")
...
... response = self._post("/charges", {"amount": amount, "currency": currency})
...
... return {"id": response["id"], "amount": amount, "currency": currency}
...
... def refund(self, charge_id: str) -> dict:
... response = self._post(f"/charges/{charge_id}/refund", {})
...
... return {"id": response["id"], "charge": charge_id}
...
... def _post(self, path: str, payload: dict) -> dict:

(continues on next page)
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... raise RuntimeError("no network in tests")

The service is the code under test. It records each order in memory, treats a gateway timeout as a recoverable outcome,
and refunds on cancellation only if the order was actually paid:

>>> class OrderService:
... def __init__(self, client: PaymentClient) -> None:
... self.client = client
... self.orders: dict[str, dict] = {}
...
... def place(self, order_id: str, amount: int) -> dict:
... try:
... receipt = self.client.charge(amount)
... except TimeoutError:
... order = {"status": "pending", "amount": amount}
... else:
... order = {"status": "paid", "amount": amount, "charge_id": receipt["id"]}
...
... self.orders[order_id] = order
... return order
...
... def cancel(self, order_id: str) -> dict:
... order = self.orders[order_id]
...
... if order["status"] == "paid":
... self.client.refund(order["charge_id"])
...
... order["status"] = "cancelled"
... return order

>>> service = OrderService(PaymentClient(api_key="sk_test"))
>>> service.place("o-1", 500)
Traceback (most recent call last):

...
RuntimeError: no network in tests

4.16.2 The naive approach: swap the client out
The obvious move is to hand the service a fake client with the same method names that returns whatever the test wants.
It works for the happy path, but the fake has to be kept in step with the real client by hand, it cannot express “the client’s
own validation still runs”, and asking it what it was called with means building recording into the fake yourself. Each
of those is something wrapture provides at the real client instead.

4.16.3 Stubbing the response, on the class
A binding names the method on the class, not on the instance the service happens to hold, so it takes effect for every
PaymentClient the service constructs, however it constructs it. returns() answers the call with a canned receipt
and never reaches the real method, so _post() is never touched:
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>>> charge = wrapture.binding(PaymentClient, "charge")
>>> charge.on_call.returns({"id": "ch_TEST", "amount": 500, "currency": "USD"})
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied configured>
→˓>

>>> with charge:
... service.place("o-1", 500)
{'status': 'paid', 'amount': 500, 'charge_id': 'ch_TEST'}

>>> service.orders["o-1"]
{'status': 'paid', 'amount': 500, 'charge_id': 'ch_TEST'}

The binding is a context manager, so the patch lasts exactly for the block. Outside it charge() is the real method again,
and the order recorded inside the block is real state in the real service.

The stub answers without running charge(), but a call that would not have fitted charge() is still refused, as the real
method would refuse it, so a service that drifts from the client’s signature cannot pass its tests on the strength of the
stub:

>>> with charge:
... service.client.charge(500, memo="gift")
Traceback (most recent call last):

...
TypeError: __main__:PaymentClient.charge (stubbed): got an unexpected keyword argument
→˓'memo'

4.16.4 Injecting a timeout and checking the service copes
Swap the terminal behaviour to raises() and the service sees the gateway time out. The point of the test is not that
the exception is raised, it is what the service does about it, and that code is real:

>>> charge.on_call.raises(TimeoutError("gateway timed out"))
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied configured>
→˓>

>>> with charge:
... service.place("o-2", 300)
{'status': 'pending', 'amount': 300}

Behaviour persists on the binding across applications, so one charge binding can be reconfigured from test to test
rather than recreated.

A gateway that is down and then comes back is the more interesting test, because it exercises both branches of place()
in one run. then(after=2) adds a second phase that takes over once the first has handled two calls; the phase has the
same verbs as on_call, and nothing carries over from the first, so it starts empty:

>>> recovered = charge.on_call.then(after=2)
>>> recovered.returns({"id": "ch_RETRY", "amount": 300, "currency": "USD"})
<CallPhase 1 of <Binding '__main__:PaymentClient.charge' callable unapplied configured>>

>>> with charge:
(continues on next page)
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... [service.place(f"o-{n}", 300)["status"] for n in (5, 6, 7)]
['pending', 'pending', 'paid']

>>> charge.phase
1

The first two orders were placed while the gateway timed out, the third after it recovered, and charge.phase confirms
the hand-over happened. Phases restart on every application, so the same binding would replay the outage for the next
test. This one is done with it: reset() drops every phase and leaves the binding bare.

>>> charge.on_call.reset()
<Binding '__main__:PaymentClient.charge' callable unapplied>

4.16.5 Running the real client code, with one thing changed
Sometimes the client’s own logic is part of what the test needs to exercise: its validation, or the way it shapes a request.
Move the stub down to the network edge, and the real charge() runs above it:

>>> post = wrapture.binding(PaymentClient, "_post")
>>> post.on_call.returns({"id": "ch_LIVE_9f2"})
<CallBehaviour of <Binding '__main__:PaymentClient._post' callable unapplied configured>>

>>> with post:
... service.place("o-3", 250)
{'status': 'paid', 'amount': 250, 'charge_id': 'ch_LIVE_9f2'}

>>> with post:
... service.place("o-4", 0)
Traceback (most recent call last):

...
ValueError: amount must be positive, got 0

The receipt was assembled by the real charge(), and the zero amount was rejected by the client’s real validation,
which a canned response would have skipped straight past.

With the real method running, transforms_args() and transforms_result() change one side of the call while
leaving the rest of it alone. Here the currency is forced on the way in, and the gateway’s id is pinned to a stable value
on the way out, so assertions do not depend on what a live gateway happened to return:

>>> charge.on_call.transforms_args(lambda args, kwargs: (args, {**kwargs, "currency":
→˓"EUR"}))
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied configured>
→˓>
>>> charge.on_call.transforms_result(lambda receipt: {**receipt, "id": "ch_TEST"})
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied configured>
→˓>

>>> with post, charge:
... service.client.charge(250)

(continues on next page)
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{'id': 'ch_TEST', 'amount': 250, 'currency': 'EUR'}

The reset() earlier left the binding bare, so the transforms compose around the real call rather than around a leftover
raises().

4.16.6 Recording what the service did to the gateway
Everything so far changed the call. To check that the service made the right calls, open a timeline. The bindings given
to timeline() are applied for the block and every call through them lands on the tape as an event, with real arguments,
real results and real nesting:

>>> charge.on_call.passes_through()
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied>>
>>> refund = wrapture.binding(PaymentClient, "refund")

>>> with wrapture.timeline(charge, refund, post) as tape:
... _ = service.place("o-5", 700)
... _ = service.cancel("o-5")
... print(tape.tree())
__main__:PaymentClient.charge(amount=700, currency='USD') -> {'id': 'ch_LIVE_9f2',
→˓'amount': 700, 'currency': 'USD'}
__main__:PaymentClient._post(path='/charges', payload={'amount': 700, 'currency': 'USD

→˓'}) -> {'id': 'ch_LIVE_9f2'} (injected)
__main__:PaymentClient.refund(charge_id='ch_LIVE_9f2') -> {'id': 'ch_LIVE_9f2', 'charge
→˓': 'ch_LIVE_9f2'}
__main__:PaymentClient._post(path='/charges/ch_LIVE_9f2/refund', payload={}) -> {'id

→˓': 'ch_LIVE_9f2'} (injected)

Only _post carries behaviour here; charge and refund are on the timeline purely to be watched, and the tree marks
the injected result so a stubbed value is never mistaken for a real one.

Assertions go through each binding’s events, a filtered view of the tape for that one call site, and work inside the
block once the code under test has run. with_args() matches on the normalized arguments, so it does not matter
whether the service passed the amount positionally or by name. The same filtered logs serve as the steps of tape.
assert_order(), here saying the refund came after the charge it refers to:

>>> with wrapture.timeline(charge, refund, post) as tape:
... _ = service.place("o-6", 700)
... _ = service.cancel("o-6")
... charged = charge.events.with_args(amount=700)
... refunded = refund.events.with_args(charge_id="ch_LIVE_9f2")
... _ = charged.assert_once()
... _ = refunded.assert_once()
... _ = post.events.assert_times(2)
... _ = tape.assert_order(charged, refunded)

The same recording answers the negative question. Cancelling an order that never got paid must not refund anything,
and assert_never() says so, printing the events it looked at if it is wrong:
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>>> charge.on_call.raises(TimeoutError("gateway timed out"))
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied configured>
→˓>

>>> with wrapture.timeline(charge, refund):
... _ = service.place("o-7", 400)
... _ = service.cancel("o-7")
... _ = charge.events.raising(TimeoutError).assert_once()
... _ = refund.events.assert_never()

4.16.7 Declaring the expectation up front
An assertion has to be remembered at the end of the block. An expectation is declared on the binding before the block
and verified automatically when the timeline exits, which suits the invariants a test always wants checked: one charge
per order, one refund per cancelled paid order:

>>> charge.on_call.passes_through()
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied>>
>>> _ = charge.expect_once()
>>> _ = refund.expect_once()

>>> with wrapture.timeline(charge, refund, post):
... _ = service.place("o-8", 900)
... _ = service.cancel("o-8")

Nothing printed, because both expectations held. When one does not, the timeline raises ExpectationNotMetError
on exit, an AssertionError subclass, listing the events it found. Suppose the gateway times out on the charge and the
order is later cancelled: the service correctly refunds nothing, because nothing was paid, and the declared expectation
of one refund reports the mismatch without a line of assertion in the block:

>>> charge.on_call.raises(TimeoutError("gateway timed out"))
<CallBehaviour of <Binding '__main__:PaymentClient.charge' callable unapplied configured>
→˓>

>>> with wrapture.timeline(charge, refund, post):
... _ = service.place("o-9", 900)
... _ = service.cancel("o-9")
Traceback (most recent call last):

...
wrapture.exceptions.ExpectationNotMetError: declared expectation on __main__
→˓:PaymentClient.refund not met: expected exactly 1 event(s), got 0
<EventLog __main__:PaymentClient.refund: 0 event(s)>

(no events)

Expectations persist on the binding like behaviour does, so a binding declared once at module scope carries its expec-
tation into every test that uses it; the next section starts from fresh bindings for that reason.
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4.16.8 Grouping the client’s methods
Two or three bindings on the same client soon want to move together. bindings() declares them as one group with
one lifecycle, each member carrying its own behaviour, so a “gateway offline” scenario is one object a test enters:

>>> offline = wrapture.bindings(charge=wrapture.binding(PaymentClient, "charge"),
... refund=wrapture.binding(PaymentClient, "refund"))
>>> _ = offline.charge.on_call.raises(TimeoutError("gateway timed out"))
>>> _ = offline.refund.on_call.raises(TimeoutError("gateway timed out"))

>>> with wrapture.timeline(offline):
... _ = service.place("o-10", 100)
... _ = offline.charge.events.raising(TimeoutError).assert_once()
... service.orders["o-10"]
{'status': 'pending', 'amount': 100}

A group passes straight to timeline(), and members are reached by attribute for configuring behaviour and read-
ing events. When the aim is to watch every public method of the client rather than name each one, wrapture.
discover(PaymentClient, "*", exclude="_*") builds the same kind of group by pattern; see discovering mem-
bers by pattern.

4.16.9 As a pytest suite
In a test file the same moves become fixtures. A yield fixture applies the binding for one test and removes it however
the test ends, and because it yields the binding, a test that needs a different response reconfigures it in place:

import pytest
import wrapture

@pytest.fixture
def gateway():

charge = wrapture.binding(PaymentClient, "charge")
charge.on_call.returns({"id": "ch_TEST", "amount": 500, "currency": "USD"})

with charge:
yield charge

@pytest.fixture
def service():

return OrderService(PaymentClient(api_key="sk_test"))

def test_paid_order_records_the_charge(gateway, service):
assert service.place("o-1", 500)["charge_id"] == "ch_TEST"

def test_timeout_leaves_the_order_pending(gateway, service):
gateway.on_call.raises(TimeoutError("gateway timed out"))

assert service.place("o-2", 300)["status"] == "pending"

(continues on next page)
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@wrapture.bound(PaymentClient, "_post").on_call.returns({"id": "ch_LIVE_9f2"})
@wrapture.bound(PaymentClient, "refund").expect_once()
def test_cancelling_a_paid_order_refunds_it(service, _post, refund):

service.place("o-3", 700)
service.cancel("o-3")

refund.events.with_args(charge_id="ch_LIVE_9f2").assert_once()

The first two tests share their binding through a fixture, which is the right home for configuration several tests want. The
third binds two targets for itself alone, and uses the decorator form instead: each wrapture.bound() line addresses
a target exactly as binding() would, applies a fresh binding around the test, and injects it under the slot’s name, with
the plugin’s tape fixture recording as usual. The expect_once() declaration is the same up-front expectation shown
earlier, verified when the decorator removes the binding after a passing test. Scoping with decorators covers the form.

Keep fixtures that apply bindings function scoped, the pytest default, so no patch outlives the test that wanted it. wrap-
ture’s pytest plugin backs that up. Enable it once in conftest.py:

pytest_plugins = ["wrapture.pytest_plugin"]

Every test is then swept for a binding it applied and did not remove, failing that test by name rather than letting the
patch bleed into the next one. The plugin also provides a tape fixture spanning the whole test and attaches its call tree
to the failure report, so a failing order test shows what the service actually asked the gateway, not just which assertion
tripped.

4.16.10 Where next
Call behaviour covers the full vocabulary, including validates_args() and decorates() for what a transform
cannot express, such as running the real call and then raising to simulate a lost response. Recording calls on a timeline
explains what each event holds, including the forwarded arguments the real method received after a transform, and
filtering and asserting on events lists every filter, assertion and declared expectation. For the suite-level patterns, see
scoping with pytest fixtures and the pytest plugin.

4.17 Supplying hooks and collaborators
A job pipeline publishes work to a message broker. The pipeline class takes the broker transport through its constructor,
and accepts an on_complete hook that it promises to call after each job. The pipeline logic is yours and is what the
tests are for: does it open a channel, publish the right message, close the channel even on failure, and honour the hook
contract. The transport is what the tests cannot have, and this time there is nothing to wrap: the seam is the constructor,
and the test itself must supply both the collaborator and the hook.

This is the territory unittest.mock covers with Mock(), and the convenience comes at a price: a fabricated object
answers every method, invented on first touch, so the misspelled method and the drifted call pass silently. wrapture
supplies the same stand-ins as a deliberate, scoped opt-in that stays strict: stub() builds one callable, mock() builds
one collaborator from a named class, and both record on the same timeline as everything else in the test.

This example uses: stub(), mock(), recording on a timeline, filtering and asserting on events and the call tree and
ordering.
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4.17.1 The application code
The transport is the collaborator the pipeline receives. Its methods are the seam: every one of them does network I/O
in production, so here they refuse to run at all, the same trick the external services example plays:

>>> import wrapture

>>> class Channel:
... def publish(self, body: str, routing_key: str = "jobs") -> None:
... raise RuntimeError("no broker in tests")
...
... def close(self) -> None:
... raise RuntimeError("no broker in tests")

>>> class Transport:
... def open_channel(self) -> Channel:
... raise RuntimeError("no broker in tests")
...
... def close(self) -> None:
... raise RuntimeError("no broker in tests")

The pipeline is the code under test. It opens a channel per batch, publishes each job, closes the channel whatever
happens, and calls the hook once per job with the job’s id and outcome:

>>> class Pipeline:
... def __init__(self, transport, on_complete=None):
... self.transport = transport
... self.on_complete = on_complete
...
... def run(self, jobs: list[str]) -> int:
... channel = self.transport.open_channel()
... sent = 0
...
... try:
... for job in jobs:
... channel.publish(job)
... sent += 1
...
... if self.on_complete is not None:
... self.on_complete(job, "sent")
... finally:
... channel.close()
...
... return sent

4.17.2 The naive approach: hand-written stand-ins
Without library support the test writes a recorder class for the transport, another for the channel, and a list-appending
function for the hook, then asserts against the lists. It works, and for a collaborator with real behaviour it stays the right
move. The cost is everything around it: each stand-in is hand-kept in step with the real class, records only what its
author thought to record, and none of it shows up on the timeline next to the rest of the test’s events. The temptation is
a fabricated object that answers everything, and that is the trade wrapture declines: the stand-ins below are exactly as
wide as what they stand in for.
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4.17.3 A stub as the hook
The hook is one callable that the pipeline promises to call. A bare stub() accepts any arguments, returns None, and
records; the label names it in events and failure output:

>>> hook = wrapture.stub("on_complete")

The transport is not the subject of this first test, so its methods are stubbed too, one collaborator built from the named
class. Every method of Transport becomes a recording stub that returns None until configured; open_channel is
configured to return a Channel double so the pipeline has something to publish on:

>>> channel = wrapture.mock(Channel)
>>> transport = wrapture.mock(Transport)
>>> transport.open_channel.returns(channel)
<StubCallable 'Transport.open_channel'>

>>> pipeline = Pipeline(transport, on_complete=hook)

>>> with wrapture.timeline():
... pipeline.run(["job-1", "job-2"])
... hook.events.assert_times(2)
... hook.events.first.args
2
<EventLog on_complete: 2 event(s)>

on_complete(args=('job-1', 'sent'), kwargs={})
on_complete(args=('job-2', 'sent'), kwargs={})

('job-1', 'sent')

The hook fired once per job, with the arguments the pipeline actually sent riding on the event (a bare stub accepts
anything, so they record under its *args/**kwargs rather than by name). Not caring what arrives is the point of
reaching for a bare stub, and it is the explicit opposite of the package’s default strictness.

4.17.4 Opting the hook back into strictness
The hook contract is worth checking too: the pipeline must call it as on_complete(job, outcome). mimics= bor-
rows a real callable’s signature, so the stub checks each call and records arguments by parameter name:

>>> def on_complete(job: str, outcome: str) -> None: ...

>>> hook = wrapture.stub(mimics=on_complete)
>>> pipeline = Pipeline(transport, on_complete=hook)

>>> with wrapture.timeline():
... pipeline.run(["job-1"])
... hook.events.with_args(job="job-1", outcome="sent").assert_once()
1
<EventLog __main__:on_complete[job='job-1', outcome='sent']: 1 event(s)>

__main__:on_complete(job='job-1', outcome='sent')

If the pipeline drifted, calling the hook with an extra keyword, or forgetting an argument, the call would raise TypeError
exactly as the real hook would, before anything was recorded. Integration drift between the pipeline and its hooks cannot
hide behind the stand-in.
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4.17.5 The collaborator, strictly
The transport double deserves a closer look, because it is where the difference from a fabricated object shows. A mock
requires a spec and fabricates nothing beyond it: a misspelled method is an AttributeError wherever it happens, in
the test or inside the pipeline:

>>> transport.open_chanel
Traceback (most recent call last):

...
AttributeError: Transport has no attribute 'open_chanel'; the mock fabricates nothing␣
→˓beyond its spec

Calls are checked against the real method’s signature:

>>> channel.publish("job-1", "jobs", "extra")
Traceback (most recent call last):

...
TypeError: Channel.publish (stubbed): too many positional arguments

And there are no fabricated chains. Had open_channel not been configured, it would have returned None and the
pipeline’s channel.publish(...)would have failed loudly on the next line, instead of an invented channel absorbing
the call. The object graph a test depends on is declared, one double per node, which is why the Channel double was
built and wired first.

The declared graph is also reachable back from the configuration, so a fixture need not thread every double through to
the test:

>>> transport.open_channel.returns_value is channel
True

4.17.6 Asserting across the whole batch
Each method records events by parameter name, so the assertions read the same as they would against a real binding,
and the tape sees stubs, mocks and real bindings together. Here the order of one batch is checked end to end: the
channel is opened, both jobs are published, and the channel is closed after the last publish:

>>> with wrapture.timeline() as tape:
... pipeline.run(["job-1", "job-2"])
... channel.publish.events.with_args(body="job-1").assert_once()
... channel.publish.events.with_args(routing_key="jobs").assert_times(2)
... tape.assert_order(transport.open_channel, channel.publish,
... channel.publish, channel.close)
2
<EventLog Channel.publish[body='job-1']: 1 event(s)>

Channel.publish(body='job-1', routing_key='jobs')
<EventLog Channel.publish[routing_key='jobs']: 2 event(s)>

Channel.publish(body='job-1', routing_key='jobs')
Channel.publish(body='job-2', routing_key='jobs')

<Tape: 6 events>

with_args(routing_key="jobs") matched both publishes even though the pipeline never spelled the default out:
matching is against the signature-normalized call. The tape’s six events are the four transport calls plus the hook still
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wired from the previous section, everything the test’s stand-ins saw, in one recording. assert_order steps accept
stub and mock methods directly, alongside bindings and filtered logs; without flags it is a subsequence check, and
consecutive=True or exact=True tighten it when the test means “nothing between” or “nothing else at all”.

4.17.7 Failure paths, reconfigured in place
Every mock method carries the same returns() and raises() verbs, so a failure is injected where the test needs it
and the pipeline’s clean-up promise is checked: the channel must be closed even when a publish blows up.

>>> channel.publish.raises(ConnectionError("broker gone"))
<StubCallable 'Channel.publish'>

>>> with wrapture.timeline():
... try:
... pipeline.run(["job-1"])
... except ConnectionError:
... pass
... channel.close.events.assert_once()
<EventLog Channel.close: 1 event(s)>

Channel.close()

>>> channel.publish.returns(None)
<StubCallable 'Channel.publish'>

Two doubles of the same class stay apart, each recording its own events, so a pipeline that opens one channel per priority
can be tested without the calls merging:

>>> fast, slow = wrapture.mock(Channel), wrapture.mock(Channel)

>>> with wrapture.timeline():
... fast.publish("job-1", routing_key="fast")
... slow.publish("job-2")
... fast.publish.events.assert_once()
... slow.publish.events.with_args(routing_key="jobs").assert_once()
<EventLog Channel.publish: 1 event(s)>

Channel.publish(body='job-1', routing_key='fast')
<EventLog Channel.publish[routing_key='jobs']: 1 event(s)>

Channel.publish(body='job-2', routing_key='jobs')

4.17.8 As a pytest suite
The same pieces arranged as fixtures. The doubles are values, so a fixture builds and wires them; nothing needs
removing afterwards, because nothing was installed anywhere:

import pytest
import wrapture

pytest_plugins = ["wrapture.pytest_plugin"]

@pytest.fixture
def channel():

(continues on next page)
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return wrapture.mock(Channel)

@pytest.fixture
def transport(channel):

transport = wrapture.mock(Transport)
transport.open_channel.returns(channel)
return transport

def test_each_job_is_published_and_reported(transport, channel, tape):
hook = wrapture.stub("on_complete")
pipeline = Pipeline(transport, on_complete=hook)

assert pipeline.run(["job-1", "job-2"]) == 2

channel.publish.events.assert_times(2)
hook.events.assert_times(2)
tape.assert_order(transport.open_channel, channel.publish,

channel.publish, channel.close)

def test_the_channel_is_closed_when_a_publish_fails(transport, channel):
channel.publish.raises(ConnectionError("broker gone"))
pipeline = Pipeline(transport, on_complete=wrapture.stub())

with pytest.raises(ConnectionError):
pipeline.run(["job-1"])

channel.close.events.assert_once()

The plugin’s tape fixture spans the test, so the doubles record with no explicit timeline() block, and its leak sweep
still guards any real bindings the suite mixes in alongside them.

4.17.9 Where next
Supplying a stand-in with stub() covers the outcome verbs, kind= for coroutine and generator stand-ins, and what
mimics= borrows. A collaborator double with mock() states the spec rule and shows substituting a whole class at a
location with a factory in a value binding. The comparison page maps unittest.mock’s Mock(), create_autospec
and AsyncMock onto these pieces, and ends with the one kind of double wrapture deliberately does not provide. When
the collaborator’s calls must be told apart by which object they landed on, see filtering and asserting on events for
with_instance().

4.18 Checking that resources are released
Code that acquires a resource, a database connection, a file handle, a lock, a pooled client, has to give it back on every
path out: the normal return, the early return, and the exception. The acquire is easy to see, and so is the release that
sits at the end of the happy path. The path that forgets is the one nobody looks at, and it does not fail. The test passes,
the leaked connection is collected eventually or never, and the pool runs dry a week later in production.

This is hard to test from the outside because the failure is an absence. Nothing raises, nothing returns the wrong value;
one call that should have happened did not. Asserting on absence needs a record of what did happen at both ends of
the pairing, on the real objects, including objects a factory minted mid-call that the test never held.
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wrapture gives you that record without touching the code: bind the acquire and the release on their classes, record both
onto one timeline, and pair them up. When something is left open, stack capture on the acquire names the line that
took it. This example uses: recording on a timeline, filtering and asserting on events, the call tree, attribute bindings,
binding modes, stack capture, and the Counter collector inside a window.

4.18.1 The application: a database, connections, and a repository
A stand-in for any pooled resource. Database.connect() mints a Connection; a connection answers queries until
close() sets its closed flag:

>>> import wrapture

>>> class Connection:
... def __init__(self, number: int) -> None:
... self.number = number
... self.closed = False
...
... def execute(self, sql: str) -> list[tuple[int, str]]:
... if self.closed:
... raise RuntimeError("connection is closed")
...
... return [(1, "widget")] if "id = 1" in sql else []
...
... def close(self) -> None:
... self.closed = True
...
... def __repr__(self) -> str:
... return f"<Connection {self.number}>"

>>> class Database:
... def __init__(self) -> None:
... self.issued = 0
...
... def connect(self) -> Connection:
... self.issued += 1
...
... return Connection(self.issued)

The repository is the code under test. count() releases in a finally, so it is safe on every path. find() releases only
on the path where a row was found; the not-found early return leaks its connection:

>>> class Repository:
... def __init__(self, database: Database) -> None:
... self.database = database
...
... def count(self, table: str) -> int:
... connection = self.database.connect()
...
... try:
... return len(connection.execute(f"SELECT * FROM {table}"))
... finally:
... connection.close()
...

(continues on next page)
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... def find(self, table: str, key: int) -> tuple[int, str] | None:

... connection = self.database.connect()

...

... rows = connection.execute(f"SELECT * FROM {table} WHERE id = {key}")

... if not rows:

... return None

...

... connection.close()

... return rows[0]

>>> def report(repository: Repository, keys: list[int]) -> tuple[int, list[tuple[int,␣
→˓str]]]:
... found = [repository.find("products", key) for key in keys]
...
... return repository.count("products"), [row for row in found if row]

>>> report(Repository(Database()), [1, 2])
(0, [(1, 'widget')])

The report is correct. Nothing about that result says a connection was left open.

4.18.2 The naive approach: a fake database that keeps a list
The usual move is a hand-written fake Database whose connect() appends to a list and whose connections flip a
flag, then a test that walks the list. It works, but it tests a substitute: the real Database and Connection never run,
the fake has to be kept in step with them, and every acquiring class in the codebase needs its own fake. The record you
want is of the real calls.

4.18.3 Recording acquire and release on one timeline
Bind connect on Database and close on Connection, and record both onto one tape. Neither binding changes
behaviour; they observe:

>>> connect = wrapture.binding(Database, "connect")
>>> close = wrapture.binding(Connection, "close")

>>> with wrapture.timeline(connect, close) as tape:
... _ = report(Repository(Database()), [1, 2])
... print(tape.tree())
__main__:Database.connect() -> <Connection 1>
__main__:Connection.close() -> None
__main__:Database.connect() -> <Connection 2>
__main__:Database.connect() -> <Connection 3>
__main__:Connection.close() -> None

Three acquisitions, two releases, and reading down the tape you can already see which acquisition has no partner. That
is the whole question, answered by counting:

>>> with wrapture.timeline(connect, close):
... _ = report(Repository(Database()), [1, 2])
... connect.events.count, close.events.count

(continues on next page)
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(3, 2)

Notice that close is bound on the Connection class, not on any connection object. The connections do not exist when
the test starts; connect() mints them mid-call. A binding on the class wraps the method for every instance, present
and future, which is exactly what covers objects a factory hands out. The class does have to be imported already when
the binding is created, since a binding holds the wrapper it installs; only the config file’s [[observe]] entries, at the
end of this page, bind late when the module arrives. (An attribute binding on a single instance is refused for a related
reason: it installs on the class, so it would affect every instance; see known limitations.)

4.18.4 Pairing each acquisition with its release
Counts say something leaked. To say what leaked, pair the events. A connect event’s result is the connection it
minted, and a close event’s instance is the connection it was called on, so the leaked connections are the difference
between the two sets:

>>> with wrapture.timeline(connect, close):
... _ = report(Repository(Database()), [1, 2])
... acquired = {event.result for event in connect.events}
... released = {event.instance for event in close.events}
... acquired - released
{<Connection 2>}

To say who leaked it, add the repository methods to the timeline. The tape then nests each acquire and release under
the method that made it, and tape.children_of() walks the tree, so a method whose children include a connect
but no close names itself:

>>> find = wrapture.binding(Repository, "find")
>>> count = wrapture.binding(Repository, "count")

>>> with wrapture.timeline(find, count, connect, close) as tape:
... _ = report(Repository(Database()), [1, 2])
... print(tape.tree())
... for caller in tape.roots():
... paths = [child.path for child in tape.children_of(caller)]
... if "__main__:Connection.close" not in paths:
... print("leaked by", caller)
__main__:Repository.find(table='products', key=1) -> (1, 'widget')

__main__:Database.connect() -> <Connection 1>
__main__:Connection.close() -> None

__main__:Repository.find(table='products', key=2) -> None
__main__:Database.connect() -> <Connection 2>

__main__:Repository.count(table='products') -> 0
__main__:Database.connect() -> <Connection 3>
__main__:Connection.close() -> None

leaked by __main__:Repository.find(table='products', key=2)

The tree shows the bug as it happened: find() with a key that matched released its connection, find() with a key
that did not match never called close(), and count() released on the way out of its finally. Nothing here needed
the repository to be written with observation in mind.
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4.18.5 Watching the closed flag itself
Sometimes the release is not a method but a state change: close() sets closed = True, and execute() reads it. An
attribute binding records reads and writes of the flag as get and set events on the same tape. closed is assigned in
__init__ rather than defined on the class, so the binding takes missing_ok=True, and the writes made in __init__
are recorded too:

>>> closed = wrapture.binding(Connection, "closed", missing_ok=True)

>>> with wrapture.timeline(connect, closed):
... _ = report(Repository(Database()), [1, 2])
... connect.events.count, closed.events.of_kind("get").count
... print(closed.events.of_kind("set").with_value(True))
(3, 3)
<EventLog __main__:Connection.closed[set][value=True]: 2 event(s)>

set __main__:Connection.closed = True
set __main__:Connection.closed = True

Three connections were acquired, execute() read the flag three times, and two connections were marked closed:
the same answer, read from the state rather than the call. The attribute binding also carries the on_set and on_get
namespaces, so the same binding that watches the flag can enforce a rule about it, such as on_set.decorates() with
a handler that refuses to write False over a True, so a closed connection can never be quietly reopened; the attribute
bindings reference has the full set.

4.18.6 Naming the line that acquired without releasing
The tree names the method; when the method is long, or acquires in several places, you want the line. Stack capture on
the acquire binding records the calling frame with each connect event, and stack_frames() resolves it. Combined
with the pairing above, the report is “this connection was acquired here and never released”:

>>> connect = wrapture.binding(Database, "connect", stack="caller")

>>> with wrapture.timeline(connect, close):
... _ = report(Repository(Database()), [1, 2])
... released = {event.instance for event in close.events}
... for event in connect.events:
... if event.result not in released:
... frame = wrapture.stack_frames(event.stack)[0]
... print(f"{event.result} acquired at line {frame.lineno} in {frame.
→˓function}, never released")
<Connection 2> acquired at line 14 in Repository.find, never released

stack="caller" captures one frame, the code that made the call, with wrapture’s own machinery elided, and costs a
few hundred nanoseconds per event. It is priced per binding, so only the acquire pays for it.

4.18.7 Counting acquisitions against releases without keeping events
For a whole suite, or a long soak, keeping every event is more than the question needs. Two Counter collectors,
each behind a Filter that admits one path, count acquisitions and releases as numbers and retain nothing. Inside a
window() they report when the run closes:

>>> acquisitions = wrapture.Filter(lambda event: event.path == "__main__:Database.connect
→˓", wrapture.Counter("acquired"))

(continues on next page)
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>>> releases = wrapture.Filter(lambda event: event.path == "__main__:Connection.close",␣
→˓wrapture.Counter("released"))

>>> with connect, close, wrapture.window(collect=[acquisitions, releases]) as run:
... _ = report(Repository(Database()), [1, 2, 3])
... _ = report(Repository(Database()), [1])

>>> for entry in run.reports:
... print(entry.name, entry.data)
acquired {'count': 6}
released {'count': 4}

The window applies no bindings of its own, so the bindings are entered alongside it. Both counters declare that they
capture no values, so while they are the only listeners recording skips value capture altogether, which is what makes
this cheap enough to leave running.

4.18.8 The same check as a pytest test
In a test the pairing becomes the assertion, and the failure message carries the leaked connections and where each was
acquired. close is given a declared expectation of at least one call, verified when the timeline exits, so a path that
acquires nothing at all cannot pass by accident:

import wrapture

def test_find_releases_its_connection():
connect = wrapture.binding(Database, "connect", stack="caller")
close = wrapture.binding(Connection, "close").expect_at_least(1)

with wrapture.timeline(connect, close):
report(Repository(Database()), [1, 2])

released = {event.instance for event in close.events}
leaked = [

(event.result, wrapture.stack_frames(event.stack)[0])
for event in connect.events
if event.result not in released

]

assert not leaked, f"connections left open: {leaked}"

The test fails today, with output naming <Connection 2> and the frame inside find(); fix the early return with a
finally and it passes. With the pytest plugin enabled, the tape’s tree is attached to the failure report as well.

4.18.9 The same counters from a config file
The observe-and-count arrangement, minus the pairing, translates directly to a config file for a running process: two
[[observe]] entries and one window holding two filtered counters, reporting when the process exits or on whatever
trigger you give it:

[[observe]]
target = "myapp.db:Database"

(continues on next page)
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name = "connect"

[[observe]]
target = "myapp.db:Connection"
name = "close"

[[window]]
name = "connections"
report = "reports/connections-{datetime}.txt"

[[window.collect]]
type = "counter"
name = "acquired"
filter = { label = "Database.connect" }

[[window.collect]]
type = "counter"
name = "released"
filter = { label = "Connection.close" }

Two numbers that should be equal, one file per run, no code changed.

4.18.10 Where next
• Recording calls on a timeline covers what each event carries, capture policies, and stack capture in full.

• Attribute bindings has the complete on_get, on_set and on_delete namespaces.

• Counting without retaining shows a Counter as a whole-suite query budget, and scheduled tracing covers win-
dows, triggers and reports.

• Iterators and generators, another place resources are commonly held open, have their own treatment in Iterators
and generators.

4.19 Testing generators and streamed results
Code that streams is lazy by design. A paginated client yields one page at a time, and the consumer decides how far to
read: to the end, only until it finds what it wants, or until something goes wrong halfway. The behaviour that matters
lives in that interplay: how many pages the consumer really pulled, whether it stopped when it should, whether it closed
the source or left it hanging, and what it did when a page failed to arrive.

None of that shows in the return value. A test that hands the consumer a canned list of pages proves it can add up ids
and nothing else: a list is never lazy, cannot be abandoned, and cannot fail between items. wrapture leaves the real
generator in place and works in two layers. A binding on the generator method records the whole iteration as one event,
with a live item count and a visible difference between an iteration that finished and one that was dropped. An iterator
proxy from iterator() sits inside that and runs your own behaviour per item, at exhaustion, at abandonment, and on
error, including raising a failure at exactly the item you choose.

This example uses: bindings, call behaviour, iterators and generators, recording calls on a timeline, and filtering and
asserting on events.
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4.19.1 The application code: a paginated catalogue and its consumers
A stand-in for a paginated client. pages() is a generator: nothing is fetched until the consumer asks, and fetched
counts the pages the catalogue actually served.

>>> from collections.abc import Callable, Iterator
>>> from typing import Any

>>> Page = dict[str, Any]

>>> class Catalogue:
... def __init__(self, records: list[dict[str, Any]], page_size: int = 2) -> None:
... self.records = records
... self.page_size = page_size
... self.fetched = 0
...
... def pages(self, *, cursor: int = 0) -> Iterator[Page]:
... while cursor < len(self.records):
... batch = self.records[cursor : cursor + self.page_size]
... self.fetched += 1
...
... yield {"cursor": cursor, "items": batch}
...
... cursor += self.page_size

Three consumers with different reading patterns. collect_ids reads to the end. first_match returns as soon as
it finds an item, dropping the generator without closing it. Exporter.write swallows an OSError mid-stream and
reports how many rows it managed to write.

>>> def collect_ids(pages: Iterator[Page]) -> list[int]:
... ids: list[int] = []
...
... for page in pages:
... ids.extend(item["id"] for item in page["items"])
...
... return ids

>>> def first_match(pages: Iterator[Page], predicate: Callable[[dict[str, Any]], bool]) -
→˓> dict[str, Any] | None:
... for page in pages:
... for item in page["items"]:
... if predicate(item):
... return item
...
... return None

>>> class Exporter:
... def write(self, pages: Iterator[Page], out: list[str]) -> int:
... written = 0
...
... try:
... for page in pages:
... for item in page["items"]:

(continues on next page)

4.19. Testing generators and streamed results 149



wrapture, Release 1.0.0b4

(continued from previous page)

... out.append(f"{item['id']},{item['name']}")

... written += 1

... except OSError:

... pass

...

... return written

>>> records = [{"id": n, "name": f"item-{n}"} for n in range(1, 6)]
>>> catalogue = Catalogue(records)
>>> collect_ids(catalogue.pages())
[1, 2, 3, 4, 5]
>>> catalogue.fetched
3

4.19.2 The naive approach: a canned list of pages
The obvious test builds the pages by hand and passes them in:

canned = [{"cursor": 0, "items": records[:2]}, {"cursor": 2, "items": records[2:4]}]
assert first_match(iter(canned), lambda item: item["id"] == 3) == records[2]

It passes, and it says nothing about laziness. The list is fully built before the consumer starts, so the test cannot tell
whether first_match stopped after the second page or read them all, cannot tell whether it closed the source, and has
no way to make page two fail to arrive. Those are the properties a streaming consumer is written to have, and this test
cannot fail when they are lost.

4.19.3 Recording the iteration: one event, live item count
Bind the generator method and record inside a timeline. Calling a generator function records one event covering the
whole iteration, not one per page, and the event’s items field counts what was pulled through it. When the consumer
reads to the end, result holds the generator’s return value, None here:

>>> import wrapture

>>> pages = wrapture.binding(Catalogue, "pages")

>>> with wrapture.timeline(pages) as tape:
... collect_ids(catalogue.pages())
... print(tape.tree())
... event = pages.events.first
[1, 2, 3, 4, 5]
__main__:Catalogue.pages(cursor=0) -> None

>>> event.items, event.result
(3, None)

Stopping early looks different. first_match finds id 3 on the second page and returns, so the generator is dropped
before it is exhausted. The event closes with the item count reached and no result at all: wrapture.MISSING rather
than None, and no -> in the tree, which is the honest signal that the iteration never finished:
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>>> with wrapture.timeline(pages) as tape:
... first_match(catalogue.pages(), lambda item: item["id"] == 3)
... print(tape.tree())
... event = pages.events.first
{'id': 3, 'name': 'item-3'}
__main__:Catalogue.pages(cursor=0)

>>> event.items, event.result is wrapture.MISSING
(2, True)

That already answers “how far did it read” and “did it finish” without touching the consumer. This treatment keys on
the bound call returning a real generator, which pages() does; a method returning any other kind of iterator records it
as an ordinary result with no item count (see Iteration recording covers generators only).

4.19.4 Watching each item with an iterator proxy
Item values are deliberately not captured on the tape, so when a test wants to know which pages went by, or to react to
each one, it says so with an iterator proxy. iterator() creates a factory with no target; behaviour is configured on its
namespaces, and calling the factory with a generator returns a wrapped generator applying that behaviour. on_item.
validates_item() runs a check per item and passes the item through unchanged; on_finish.validates() runs
at normal exhaustion with the generator’s return value; on_abandon.notifies() runs when a started, unexhausted
generator is closed, by an explicit close() or by garbage collection:

>>> cursors: list[int] = []
>>> outcomes: list[tuple[str, Any]] = []

>>> watch = wrapture.iterator()
>>> watch.on_item.validates_item(lambda page: cursors.append(page["cursor"]))
<IteratorItemBehaviour of <IteratorProxy 1 behaviour(s)>>
>>> watch.on_finish.validates(lambda value: outcomes.append(("finished", value)))
<IteratorFinishBehaviour of <IteratorProxy 2 behaviour(s)>>
>>> watch.on_abandon.notifies(lambda: outcomes.append(("abandoned", None)))
<IteratorAbandonBehaviour of <IteratorProxy 3 behaviour(s)>>

Since the factory is a callable that takes an iterator and returns one, it slots straight into the binding’s
transforms_result(): every generator pages() returns is wrapped on the way out. Behaviour applies whenever
the binding is applied, timeline or not, so with pages: is enough here:

>>> pages.on_call.transforms_result(watch)
<CallBehaviour of <Binding '__main__:Catalogue.pages' callable unapplied configured>>

>>> with pages:
... collect_ids(catalogue.pages())
[1, 2, 3, 4, 5]
>>> cursors, outcomes
([0, 2, 4], [('finished', None)])

Run the early-stopping consumer through the same proxy, inside a timeline this time. The two layers compose: the
consumer drives the recording relay, which drives the proxy, which drives the real generator, so the event’s items and
the proxy’s cursors agree. The difference from collect_ids shows up as data: two pages seen, then an abandonment,
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because first_match dropped the generator and CPython closed it on the spot. An item stage can also call wrapture.
annotate() to pin what it knows onto the very event being recorded:

>>> def note_cursor(page: Page) -> None:
... wrapture.annotate(last_cursor=page["cursor"])

>>> watch.on_item.validates_item(note_cursor)
<IteratorItemBehaviour of <IteratorProxy 4 behaviour(s)>>

>>> cursors.clear(); outcomes.clear()

>>> with wrapture.timeline(pages):
... first_match(catalogue.pages(), lambda item: item["id"] == 3)
... event = pages.events.first
{'id': 3, 'name': 'item-3'}
>>> cursors, outcomes
([0, 2], [('abandoned', None)])
>>> event.items, event.data, event.result is wrapture.MISSING
(2, {'last_cursor': 2}, True)

Reconfiguring the factory affects only generators wrapped afterwards, so a proxy can be adjusted between calls without
re-binding.

4.19.5 Injecting a failure at page k
A canned list cannot fail between items; a proxy can. An item stage that raises fails the iteration at that point: the
wrapped generator is closed, on_error.notifies() hooks see the exception, and it then propagates to the consumer
exactly as if pages() had raised while producing that page. A small counter picks the item:

>>> def fail_at(position: int, exc: Exception) -> Callable[[Page], None]:
... seen = 0
...
... def check(page: Page) -> None:
... nonlocal seen
... seen += 1
...
... if seen == position:
... raise exc
...
... return check

>>> errors: list[BaseException] = []

>>> flaky = wrapture.iterator()
>>> flaky.on_item.validates_item(fail_at(2, OSError("connection reset")))
<IteratorItemBehaviour of <IteratorProxy 1 behaviour(s)>>
>>> flaky.on_error.notifies(errors.append)
<IteratorErrorBehaviour of <IteratorProxy 2 behaviour(s)>>

Give the binding this proxy instead (transforms_result stages accumulate, so clear the earlier one first) and put
the swallowing exporter under it. The exporter should report the two rows it wrote before the failure and no more; the
timeline shows the iteration ending in the injected error rather than exhaustion:
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>>> pages.on_call.passes_through().transforms_result(flaky)
<CallBehaviour of <Binding '__main__:Catalogue.pages' callable unapplied configured>>

>>> with wrapture.timeline(pages) as tape:
... out: list[str] = []
... Exporter().write(catalogue.pages(), out)
... print(tape.tree())
... event = pages.events.raising(OSError).first
2
__main__:Catalogue.pages(cursor=0) !! OSError

>>> out
['1,item-1', '2,item-2']
>>> errors
[OSError('connection reset')]
>>> event.items, event.exception
(1, OSError('connection reset'))

items is 1: page two never reached the consumer, because the check raised in its place. Either the raising() filter
on the events or the proxy’s own error list can carry the assertion. A consumer that does not catch the error, such as
collect_ids, lets it propagate, and a test asserts that with pytest.raises(OSError) as it would any other failure.
Note that the counter in fail_at counts items through the proxy, not through any one generator, so a proxy built with
it is good for one iteration: make a fresh one per test rather than sharing.

4.19.6 Transforming items on the way through
on_item.transforms_item() rewrites each item and hands the rewritten one on. The real generator keeps running,
so this changes only the one thing the test cares about: here, shrinking every page to a single item to check that the
exporter counts rows and not pages:

>>> thin = wrapture.iterator()
>>> thin.on_item.transforms_item(lambda page: {**page, "items": page["items"][:1]})
<IteratorItemBehaviour of <IteratorProxy 1 behaviour(s)>>

>>> pages.on_call.passes_through().transforms_result(thin)
<CallBehaviour of <Binding '__main__:Catalogue.pages' callable unapplied configured>>

>>> with pages:
... Exporter().write(catalogue.pages(), out := [])
3
>>> out
['1,item-1', '3,item-3', '5,item-5']

4.19.7 Proxying on the consumer side: an argument, not a result
So far the proxy has been attached where the generator is produced. It can equally be attached where one is consumed:
transforms_args() on the consumer’s binding rewrites the incoming arguments, and the factory wraps the generator
among them. This is the form for when the producer is not something you can or want to bind (a generator built inline,
or one arriving from outside the code under test), and it works without touching Catalogue at all:
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>>> pages.on_call.passes_through()
<CallBehaviour of <Binding '__main__:Catalogue.pages' callable unapplied>>

>>> cursors.clear(); outcomes.clear()

>>> write = wrapture.binding(Exporter, "write")
>>> write.on_call.transforms_args(
... lambda args, kwargs: ((watch(args[0]), *args[1:]), kwargs)
... )
<CallBehaviour of <Binding '__main__:Exporter.write' callable unapplied configured>>

>>> with write:
... Exporter().write(catalogue.pages(), [])
5
>>> cursors, outcomes
([0, 2, 4], [('finished', None)])

Recording is different on this side. The event for Exporter.write records the call and its result of 5 as usual, but
gains no item count: the item lifecycle belongs to the generator’s own event, which exists only when the producer is
bound too. Bind both when you want both.

4.19.8 Putting it together in a pytest test
The same moves as a test file, with fail_at from above in a helper module. The test builds its own proxy, so the
failure counter starts fresh, and the timeline scopes the binding so nothing stays applied afterwards:

import pytest
import wrapture

from catalogue import Catalogue, Exporter
from helpers import fail_at

@pytest.fixture
def catalogue() -> Catalogue:

records = [{"id": n, "name": f"item-{n}"} for n in range(1, 6)]
return Catalogue(records)

def test_exporter_keeps_rows_written_before_a_failure(catalogue: Catalogue) -> None:
flaky = wrapture.iterator()
flaky.on_item.validates_item(fail_at(2, OSError("connection reset")))

pages = wrapture.binding(Catalogue, "pages").on_call.transforms_result(flaky)

with wrapture.timeline(pages):
out: list[str] = []
assert Exporter().write(catalogue.pages(), out) == 2

pages.events.raising(OSError).assert_once()

assert out == ["1,item-1", "2,item-2"]
(continues on next page)
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assert catalogue.fetched == 2

The consumer’s error handling is asserted against a failure that arrived in the middle of a real iteration: the rows written
before it survive, raising() confirms the recorded event carries the injected OSError, and fetched confirms the
catalogue was never asked for a third page.

4.19.9 Where next
• Iterators and generators is the reference for the proxy: the full protocol guarantees, async generators and plain

iterators, and decorates() for wrapping conditionally on both sides of a call.

• Recording calls on a timeline covers what a generator event records, including body_duration versus wall time
and how calls made inside the body nest under it.

• Streamed HTTP response bodies get the same one-event treatment at the request level; see WSGI tracing and
ASGI tracing.

4.20 Testing async code
A notifier fans messages out through a push gateway. The client is async def all the way down: one coroutine method
per send, an async generator streaming delivery receipts back. The notifier’s logic is what the tests are for: does it send
to every user, does it survive a gateway timeout, does it actually await what it calls. That last one is the bug class
unique to async code, a coroutine created and dropped runs precisely nothing, and the code reads correctly right up
until production.

unittest.mock grew a separate class for all this (AsyncMock, with assert_awaited alongside assert_called).
wrapture needs no separate anything: a binding on an async def target delivers stubbed outcomes on await, exactly
as the real method would, and every event already records the call and its completion as two moments, so “called but
never awaited” is an ordinary filter.

This example uses: call behaviour, recording on a timeline and filtering and asserting on events.

4.20.1 The application code
The client refuses to run in tests, as ever. The notifier sends sequentially and treats a timeout as a partial result rather
than a failure:

>>> import asyncio
>>> import wrapture

>>> class PushClient:
... async def send(self, user: str, message: str) -> str:
... raise RuntimeError("no gateway in tests")
...
... async def receipts(self, batch: str):
... raise RuntimeError("no gateway in tests")
... yield

>>> class Notifier:
... def __init__(self, client: PushClient) -> None:
... self.client = client
...
... async def broadcast(self, users: list[str], message: str) -> int:
... delivered = 0

(continues on next page)
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...

... for user in users:

... try:

... await self.client.send(user, message)

... except TimeoutError:

... break

... delivered += 1

...

... return delivered

>>> notifier = Notifier(PushClient())

4.20.2 Stubbing an async method: outcomes arrive on await
returns() on a binding whose target is async def does not return the value from the call, because the real method
would not either: the call still produces an awaitable, and the value arrives when it is awaited. The notifier’s await
works unchanged against the stub:

>>> send = wrapture.binding(PushClient, "send")
>>> _ = send.on_call.returns("queued")

>>> with send, wrapture.timeline():
... asyncio.run(notifier.broadcast(["ana", "ben"], "hello"))
... send.events.with_args(user="ana").assert_once()
... send.events.finished().assert_times(2)
2
<EventLog __main__:PushClient.send[user='ana']: 1 event(s)>

__main__:PushClient.send(user='ana', message='hello')
<EventLog __main__:PushClient.send[finished]: 2 event(s)>

__main__:PushClient.send(user='ana', message='hello')
__main__:PushClient.send(user='ben', message='hello')

raises() is the same shape: the exception arrives on await, so the notifier’s except TimeoutError around the
await is what handles it, and the partial-result behaviour is tested with the real control flow:

>>> _ = send.on_call.returns("queued")
>>> _ = send.on_call.then(after=1).raises(TimeoutError("gateway busy"))

>>> with send, wrapture.timeline():
... asyncio.run(notifier.broadcast(["ana", "ben", "cal"], "hello"))
... send.events.raising(TimeoutError).assert_once()
1
<EventLog __main__:PushClient.send[raising=TimeoutError]: 1 event(s)>

__main__:PushClient.send(user='ben', message='hello')

>>> _ = send.on_call.reset()

One user was delivered to, the second send timed out, and the third was never attempted, all through the notifier’s real
loop.
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4.20.3 Catching the call that was never awaited
Here is the async bug worth a section of its own. A “fire and forget” notify that forgets the await compiles, runs, and
does nothing:

>>> class FireAndForget(Notifier):
... async def nudge(self, user: str) -> None:
... self.client.send(user, "nudge") # bug: missing await

An event has two moments, the call and the completion, and Event.finished says whether the second ever happened.
For a coroutine that means “was it awaited”, so the assertion that catches this bug is one line, pending():

>>> import warnings

>>> _ = send.on_call.returns("queued")

>>> with send, wrapture.timeline() as tape:
... with warnings.catch_warnings():
... warnings.simplefilter("ignore", RuntimeWarning)
... asyncio.run(FireAndForget(PushClient()).nudge("ana"))
... send.events.assert_once()
... send.events.pending().assert_once()
... send.events.finished().assert_never()
<EventLog __main__:PushClient.send: 1 event(s)>

__main__:PushClient.send(user='ana', message='nudge')
<EventLog __main__:PushClient.send[pending]: 1 event(s)>

__main__:PushClient.send(user='ana', message='nudge')
<EventLog __main__:PushClient.send[finished]: 0 event(s)>

(no events)

The send was called, which is why the assert_called() habit from unittest.mock misses this bug, but it never
finished: nothing was awaited. The tape counts its open events too, so the smell shows up even without a targeted
assertion:

>>> tape.pending
1

Python’s own safety net for this is the “coroutine was never awaited” RuntimeWarning when the dropped coroutine
is collected, silenced above to keep the example’s output stable. wrapture names that warning usefully as well: the
coroutine a stubbed async def hands back carries the target’s name, so the warning says PushClient.send, not the
name of some library helper.

4.20.4 Concurrent sends on one tape
Real notifiers fan out concurrently. Each task’s events land on the shared tape, correctly attributed, so the test asserts
on the whole fan without caring how the scheduler interleaved it:

>>> class ConcurrentNotifier(Notifier):
... async def broadcast(self, users: list[str], message: str) -> int:
... results = await asyncio.gather(
... *(self.client.send(user, message) for user in users),
... )

(continues on next page)
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... return len(results)

>>> with send, wrapture.timeline():
... asyncio.run(ConcurrentNotifier(PushClient()).broadcast(["ana", "ben", "cal"], "hi
→˓"))
... send.events.finished().assert_times(3)
... sorted(event.arguments["user"] for event in send.events)
3
<EventLog __main__:PushClient.send[finished]: 3 event(s)>

__main__:PushClient.send(user='ana', message='hi')
__main__:PushClient.send(user='ben', message='hi')
__main__:PushClient.send(user='cal', message='hi')

['ana', 'ben', 'cal']

4.20.5 An async generator: stubbed items arrive on iteration
The receipts stream is an async generator, and its stub follows the same rule: the outcome arrives the way the real
protocol delivers it. returns() on an async-generator target yields the given items under async for:

>>> receipts = wrapture.binding(PushClient, "receipts")
>>> _ = receipts.on_call.returns(["r-1", "r-2"])

>>> async def collect(client: PushClient) -> list[str]:
... return [receipt async for receipt in client.receipts("batch-9")]

>>> with receipts, wrapture.timeline():
... asyncio.run(collect(PushClient()))
... receipts.events.finished().assert_once()
['r-1', 'r-2']
<EventLog __main__:PushClient.receipts[finished]: 1 event(s)>

__main__:PushClient.receipts(batch='batch-9')

raises() on the same target fails the iteration rather than the call, which is where an async for consumer’s error
handling actually lives. A stream consumed halfway stays pending(), the same two-moments rule as everywhere else;
the streaming data example explores that interplay for generators at length.

4.20.6 As a pytest suite
pytest-asyncio (or anyio) drives the coroutines; the bindings and assertions are unchanged. Each test requests the
plugin’s tape fixture, which is what opens a recording scope spanning the test; the events read by the assertions are
only recorded inside one:

import pytest
import wrapture

pytest_plugins = ["wrapture.pytest_plugin"]

@pytest.fixture
def send():

(continues on next page)
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binding = wrapture.binding(PushClient, "send")
binding.on_call.returns("queued")

with binding:
yield binding

@pytest.mark.asyncio
async def test_every_user_is_sent_to_and_awaited(send, tape):

delivered = await Notifier(PushClient()).broadcast(["ana", "ben"], "hello")

assert delivered == 2
send.events.finished().assert_times(2)
send.events.pending().assert_never()

@pytest.mark.asyncio
async def test_a_timeout_stops_the_broadcast_early(send, tape):

send.on_call.then(after=1).raises(TimeoutError("gateway busy"))

delivered = await Notifier(PushClient()).broadcast(["ana", "ben", "cal"], "hello")

assert delivered == 1
send.events.raising(TimeoutError).assert_once()

The pending().assert_never() line is worth adopting as a habit in async suites: it costs nothing when everything
is awaited, and it is the line that fails when someone deletes an await two years from now.

4.20.7 Where next
Call behaviour covers async targets in full, including how phases and sequences interact with awaiting. Recording
calls on a timeline explains the two moments an event carries and how concurrent tasks nest on the shared tape, and
filtering and asserting on events lists finished(), pending() and the rest of the vocabulary. For supplying an async
stand-in rather than wrapping one, stub() takes kind="coroutine" and mock() reads each method’s kind from its
spec; see supplying hooks and collaborators.

4.21 Finding where a request spends its time
One endpoint is slow. The handler calls a service, the service calls a repository, and a template renders the result, and
the question is which of those layers the time is going to. A profiler answers with every frame in the process, most of
them framework internals you do not care about, and it cannot tell one request from the next. Logging answers only
where someone already thought to add a timer.

wrapture lets you name the four layers you suspect, record one request as one tree, and read the time off each level,
in a live interpreter, in a test, or against a running application from a config file, with none of the application’s code
changed.

This example uses: WSGI request tracing, observing a bare callable, the Printer sink, sink combinators, the call tree,
annotation, exporters and configuring from a file.
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4.21.1 The application
A stand-in for the web application: a repository (deliberately slow), a service over it, a template, a view function, and a
WSGI application object that dispatches to views by name and exposes its callable as wsgi_app, the way Flask does.
Nothing here imports wrapture.

>>> import sys
>>> import time
>>> import wrapture

>>> CATALOG = {"widget": 25, "gadget": 120}

>>> class Repository:
... def fetch(self, item: str) -> int:
... time.sleep(0.005)
... return CATALOG[item]

>>> class QuoteService:
... def __init__(self, repository: Repository) -> None:
... self.repository = repository
... def quote(self, item: str) -> dict:
... price = self.repository.fetch(item)
... return {"item": item, "price": price}

>>> class Template:
... def render(self, quote: dict) -> bytes:
... return f"{quote['item']}: {quote['price']}\n".encode()

>>> service = QuoteService(Repository())
>>> template = Template()

>>> def quote_view(item: str) -> bytes:
... return template.render(service.quote(item))

>>> class Shop:
... def __init__(self) -> None:
... self.routes = {"quote": quote_view}
... def wsgi_app(self, environ, start_response):
... _, name, item = environ["PATH_INFO"].split("/", 2)
... body = self.routes[name](item)
... start_response("200 OK", [("Content-Type", "text/plain")])
... return [body]
... def __call__(self, environ, start_response):
... return self.wsgi_app(environ, start_response)

>>> shop = Shop()

To drive it without a server, a helper plays the server’s part: build an environ, call the application, consume the body,
then close it. The close matters, because a request event ends when its body closes.

>>> from wsgiref.util import setup_testing_defaults

>>> def get(app, path: str, **headers: str) -> tuple[str, bytes]:
(continues on next page)
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... environ = {"PATH_INFO": path, **headers}

... setup_testing_defaults(environ)

... status = []

... body = app(environ, lambda s, h: status.append(s))

... chunks = b"".join(body)

... close = getattr(body, "close", None)

... if close is not None:

... close()

... return status[0], chunks

>>> get(shop, "/quote/widget")
('200 OK', b'widget: 25\n')

4.21.2 The naive approach
The usual move is a stopwatch around each suspect: time.perf_counter() before and after the service call, a log
line with the difference, another pair around the repository, and so on down. Each timer is a code change in a layer that
should not know it is being measured, the numbers arrive as separate log lines that you correlate by eye, and none of
them are tied to the request they belong to, so a slow request among fast ones is invisible in the average.

4.21.3 One request as one event
WSGIMiddleware wraps a WSGI application and records each request as a single event: the method and path on the
opening line, the status line as the result, and the wall time from the call to the close of the body as the duration. Inside
a timeline() the request lands on the tape:

>>> application = wrapture.WSGIMiddleware(shop, label="shop")

>>> with wrapture.timeline() as tape:
... _ = get(application, "/quote/widget")
... print(tape.tree())
GET /quote/widget (shop) -> '200 OK'

>>> request = tape.all[0]
>>> request.kind, request.result, request.items
('request', '200 OK', 1)
>>> sorted(request.data)
['app_duration', 'bytes', 'content_type', 'interface', 'method', 'path', 'protocol',
→˓'scheme']

request.duration is time to last byte; data["app_duration"] is the synchronous phase alone, the call that re-
turned the iterable, and body_duration is the time spent producing chunks. For this application the body is one chunk
built before the call returned, so almost all of the time is in the synchronous phase, which is where the layers beneath
run.

4.21.4 The layers beneath the request
The service, repository and template are methods on classes, so bindings reach them, held here in one group and applied
together. The view function lives in a dispatch table rather than at an attribute, so observed() wraps the value instead,
and the wrapped value goes where the original was. Once applied, every call through them nests beneath whichever
request is in flight:
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>>> layers = wrapture.bindings(
... quote=wrapture.binding(QuoteService, "quote"),
... fetch=wrapture.binding(Repository, "fetch"),
... render=wrapture.binding(Template, "render"),
... )
>>> _ = layers.apply()
>>> shop.routes["quote"] = wrapture.observed(quote_view)

>>> with wrapture.timeline() as tape:
... _ = get(application, "/quote/widget")
... print(tape.tree())
GET /quote/widget (shop) -> '200 OK'
__main__:quote_view(item='widget') -> b'widget: 25\n'
__main__:QuoteService.quote(item='widget') -> {'item': 'widget', 'price': 25}
__main__:Repository.fetch(item='widget') -> 25

__main__:Template.render(quote={'item': 'widget', 'price': 25}) -> b'widget: 25\n'

That is the request as it ran, with real arguments and real results, and no timer in any of the layers.

4.21.5 Watching it live, with timings
Printer is a process sink: register it and every recorded event prints as it happens, an opening line as each operation
begins and a closing line with the outcome and the elapsed time. No timeline is needed; the applied bindings and the
sink are enough. Timing is on by default:

>>> printer = wrapture.add_sink(wrapture.Printer(sys.stdout))

>>> _ = get(application, "/quote/gadget")
GET /quote/gadget (shop)
__main__:quote_view(item='gadget')
__main__:QuoteService.quote(item='gadget')
__main__:Repository.fetch(item='gadget')
__main__:Repository.fetch -> 120 [...]

__main__:QuoteService.quote -> {'item': 'gadget', 'price': 120} [...]
__main__:Template.render(quote={'item': 'gadget', 'price': 120})
__main__:Template.render -> b'gadget: 120\n' [...]

__main__:quote_view -> b'gadget: 120\n' [...]
shop -> '200 OK' [..., body ... over 1 chunk]

>>> wrapture.remove_sink(printer)

The timings are elided above because they differ from run to run; the closing lines from one run read:

Repository.fetch -> 120 [5.9ms]
QuoteService.quote -> {'item': 'gadget', 'price': 120} [6.0ms]
Template.render -> b'gadget: 120\n' [11us]

__main__.quote_view -> b'gadget: 120\n' [6.3ms]
shop -> '200 OK' [6.4ms, body 2us over 1 chunk]

The answer is already readable: fetch accounts for essentially all of quote, which accounts for essentially all of the
view, and render is microseconds. The request’s closing line shows time to last byte and the body’s own share.
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4.21.6 Printing less: depth, filters and samples
On a busy application the full tree per request is too much. The combinators wrap a sink and gate what reaches it.
Depth(1, ...) forwards only the roots, which for a web application means one opening and one closing line per
request, an access log with timings:

>>> printer = wrapture.add_sink(wrapture.Depth(1, wrapture.Printer(sys.stdout)))

>>> _ = get(application, "/quote/gadget")
GET /quote/gadget (shop)
shop -> '200 OK' [..., body ... over 1 chunk]

>>> wrapture.remove_sink(printer)

Filter(predicate, ...) forwards only events the predicate accepts, decided once as each event enters, so it selects
by what the event is, its kind, path or label, not by how long it turns out to take. Here it keeps the request lines and the
repository, the layer under suspicion, and drops the rest:

>>> suspects = wrapture.Filter(
... lambda event: event.kind == "request" or event.path.endswith("fetch"),
... wrapture.Printer(sys.stdout, timing=False),
... )
>>> printer = wrapture.add_sink(suspects)

>>> _ = get(application, "/quote/gadget")
GET /quote/gadget (shop)

__main__:Repository.fetch(item='gadget')
__main__:Repository.fetch -> 120

shop -> '200 OK'

>>> wrapture.remove_sink(printer)

Sample(rate, ...) keeps a random fraction of whole request trees, the usual choice when the printer must stay on
under real traffic. Because a duration is known only when an event closes, “only the slow requests” is a few lines of
your own sink rather than a filter: hear on_exit, and print when the request took longer than a threshold.

>>> class SlowRequests(wrapture.Sink):
... def __init__(self, threshold: float, stream) -> None:
... self.threshold = threshold
... self.stream = stream
... def on_exit(self, event) -> None:
... if event.kind == "request" and event.duration > self.threshold:
... where = f"{event.data.get('method')} {event.data.get('path')}"
... print(f"slow: {where} {event.duration * 1000:.1f}ms", file=self.stream)

>>> slow = wrapture.add_sink(SlowRequests(0.003, sys.stdout))
>>> _ = get(application, "/quote/gadget")
slow: GET /quote/gadget ...ms
>>> wrapture.remove_sink(slow)
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4.21.7 Reading the time off the tree
The tape gives the same picture after the fact, and adds the figure that settles the question: self time, an event’s execution
time minus that of its observed children. tape.tree(times=True) shows both, and tape.self_time(event) gives
it for one event:

>>> with wrapture.timeline() as tape:
... _ = get(application, "/quote/widget")
... print(tape.tree(times=True))
GET /quote/widget (shop) -> '200 OK' [..., self ...]
__main__:quote_view(item='widget') -> b'widget: 25\n' [..., self ...]
__main__:QuoteService.quote(item='widget') -> {'item': 'widget', 'price': 25} [...,

→˓ self ...]
__main__:Repository.fetch(item='widget') -> 25 [...]

__main__:Template.render(quote={'item': 'widget', 'price': 25}) -> b'widget: 25\n' ␣
→˓[...]

>>> request, view, quote, fetch, render = tape.all
>>> tape.self_time(fetch) > 0.5 * view.duration
True
>>> tape.self_time(quote) < 0.5 * quote.duration
True

With the numbers in, one run of that tree looked like this:

GET /quote/widget (shop) -> '200 OK' [5.3ms, self 40us]
__main__.quote_view(item='widget') -> b'widget: 25\n' [5.3ms, self 154us]
QuoteService.quote(item='widget') -> {'item': 'widget', 'price': 25} [5.1ms, self␣

→˓59us]
Repository.fetch(item='widget') -> 25 [5.1ms]

Template.render(quote={'item': 'widget', 'price': 25}) -> b'widget: 25\n' [6us]

quote and the view are slow only because of what they call; fetch is slow in its own right. That distinction, “slow
itself” versus “slow because of a child”, is what the self time column carries and what a wall-clock timer around the
service call cannot express.

One thing to know about the request row: a request streams, so its figure in the tree is the application’s own time, the
synchronous phase plus the time spent producing body chunks, leaving out any time the server took between chunks.
The whole-request wall time and the two phases are on the event itself, and the view’s own duration sits inside the
synchronous phase:

>>> request.body_duration < request.data["app_duration"] <= request.duration
True
>>> view.duration <= request.data["app_duration"]
True

4.21.8 Tagging a request with who it was for
A slow endpoint is often slow for one tenant, one account or one request id, and the middleware cannot know which
header carries that. annotate(**data) merges values into the in-flight event’s data, and a decorates() handler
on the request is a place to call it from where the environ is in hand. That handler lives on the on_request namespace
of a mode="wsgi" binding, which installs the same middleware at the attribute the application exposes, so the direct
WSGIMiddleware used above is set aside here in favour of the binding form:
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>>> app = wrapture.binding(shop, "wsgi_app", mode="wsgi", label="shop")

>>> def tag(application, environ, start_response):
... wrapture.annotate(tenant=environ.get("HTTP_X_TENANT"),
... request_id=environ.get("HTTP_X_REQUEST_ID"))
... return application(environ, start_response)

>>> _ = app.on_request.decorates(tag)

>>> with wrapture.timeline(app) as tape:
... _ = get(shop, "/quote/widget", HTTP_X_TENANT="acme", HTTP_X_REQUEST_ID="r-1")
... _ = get(shop, "/quote/gadget", HTTP_X_TENANT="globex", HTTP_X_REQUEST_ID="r-2")
... globex = app.events.matching(lambda e: e.data.get("tenant") == "globex")
... print(globex)
... [child.path for child in tape.children_of(globex[0])]
<EventLog shop[matching=<lambda>]: 1 event(s)>

GET /quote/gadget (shop)
['__main__:quote_view']

The tags ride on the request event, so a Filter predicate reading event.data.get("tenant") narrows a printer to
one tenant’s requests, and in a test the same expression selects the request to assert on; tape.children_of() walks
from there to the layers beneath it. shop(...) is called directly here rather than through application, because the
binding has patched shop.wsgi_app and wrapping the app twice would record every request twice.

4.21.9 Handing the trace to other tools
For a request with a dozen layers the printed tree stops being the easiest reading. chrome_trace() renders a tape as
Chrome trace JSON, which the Perfetto UI opens as a timeline with nested slices whose widths are the durations, and
mermaid() renders it as a sequence diagram that pastes into a pull request:

>>> import json
>>> trace = json.loads(wrapture.chrome_trace(tape))
>>> len([e for e in trace["traceEvents"] if e["ph"] == "X"])
10

>>> print(wrapture.mermaid(tape))
sequenceDiagram

participant caller
participant P1 as Shop
participant P2 as __main__
participant P3 as QuoteService
participant P4 as Repository
participant P5 as Template
caller->>+P1: GET /quote/widget
P1->>+P2: quote_view
P2->>+P3: quote
P3->>+P4: fetch
P4-->>-P3: return
P3-->>-P2: return
P2->>+P5: render
P5-->>-P2: return
P2-->>-P1: return

(continues on next page)
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P1-->>-caller: return
caller->>+P1: GET /quote/gadget
...

Both exporters also accept the records a JSONLines sink wrote, so a trace file from a running server renders the same
way, from a shell as python -m wrapture.tools convert --format chrome -o trace.json trace.jsonl.

That is the end of the in-process walk, so take the patches down:

>>> _ = layers.remove()
>>> shop.routes["quote"] = quote_view

4.21.10 The same thing from a config file
Against a real application, none of the above needs to be code. The flask-app directory in the repository’s examples
is a small Flask shop whose wrapture.toml installs the WSGI middleware on every Flask instance and observes every
view function from an [[instrument]] entry, and names the application’s own quote helper in an [[observe]]
entry. To get the timing view of this page, the [[sink]] entry is a printer with timing on (the default, shown here for
emphasis), and depth gates it to the request, the view and one layer beneath:

pythonpath = "."

[[observe]]
target = "myapp"
name = "quote"

[[instrument]]
name = "wrapture_local.flask_support:FlaskInstrumentation"

[[sink]]
type = "printer"
timing = true
timestamps = true
depth = 3

Every key after type goes to the Printer constructor, except the gating keys depth, sample and filter, which are
the file’s spelling of the combinators shown earlier; filter = { kind = "request" } would give the access-log
view. Save it as timing.toml next to the example and run the example’s script under it; the runner applies the config,
then runs main.py as __main__ (Flask is not a dependency of the repository, so uv supplies it):

$ cd examples/flask-app
$ uv run --with flask python -m wrapture --config timing.toml main.py
18:26:03.144 GET / (myapp.wsgi_app)
18:26:03.145 myapp.index()

myapp.index -> <Response 20 bytes [200 OK]> [77us]
myapp.wsgi_app -> '200 OK' [553us, body 5us over 1 chunk]

18:26:03.145 GET /quote/widget (myapp.wsgi_app)
18:26:03.145 myapp.quoted(item='widget')
18:26:03.146 myapp.quote(item='widget')

myapp.quote -> {'item': 'widget', 'price': 25} [13us]
myapp.quoted -> <Response 29 bytes [200 OK]> [154us]

(continues on next page)
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myapp.wsgi_app -> '200 OK' [525us, body 3us over 1 chunk]
...

The same file traces the development server, with the trees arriving in its log as requests come in (uv run
--with flask python -m wrapture --config timing.toml -m flask --app myapp run), and adding a
second [[sink]] of type jsonlines streams every event to a file for the exporters afterwards.

4.21.11 Where next
• WSGI request tracing has the full request event, the on_request namespace and query redaction; ASGI request

tracing is the async counterpart.

• Counting without retaining covers Aggregate, which keeps the self-time table for every bound path with no
events retained, and scheduled tracing turns it into a periodic report.

• Configuring from a file has the complete config grammar, including [[instrument]] entries like the Flask one
used above.

4.22 Watching a service over time
A service has been running in staging for a day. Nothing is on fire, but nobody can say with confidence what it actually
does: which functions the traffic reaches, how often, how slow each one is, and whether any of that changes through
the day. The code has no instrumentation, and adding some means an edit and a redeploy for every question, with the
answers scattered through a log file that was never designed to be summed.

Recording every call for a day is the wrong tool, because the answer is a handful of numbers per function, not a million
events. What is wanted is a summary that resets on a schedule, so the same table can be compared hour against hour,
a way to ask for one right now when something looks off, and, for the occasional deep dive, a raw stream that rotates
rather than grows.

wrapture’s windows and collectors are that shape. An Aggregate keeps one row per bound location in bounded
memory; a Window opens runs on a schedule or on an operator’s signal and turns each run into a report; a JSONLines
sink streams the raw events to rotating files; and a config file makes the whole arrangement zero-code, so the application
under observation is never edited.

This example uses: collectors, window() and Window, triggers, reports, JSONLines, output paths and rotation,
shutdown() and [[window]] in config.

4.22.1 The service: a shop answering quotes
A stand-in small enough to fit here: a shop that answers price quotes, one class per layer, and a driver that plays the part
of a day’s traffic. One item in five is not in the catalog, so a share of the calls raise, and the shop renders each answer
as a JSON page listing the whole catalog, which is where most of its own time goes.

>>> import json
>>> import wrapture

>>> def price_list() -> dict[str, int]:
... base = {"widget": 25, "gadget": 120, "gizmo": 60}
... packs = {f"{name}-x{n}": price * n for name, price in base.items() for n in␣
→˓range(2, 21)}
...
... return {**base, **packs}

(continues on next page)
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>>> class Catalog:
... PRICES = price_list()
...
... def lookup(self, item: str) -> int:
... return self.PRICES[item]

>>> class Pricing:
... def __init__(self) -> None:
... self.catalog = Catalog()
...
... def quote(self, item: str, quantity: int = 1) -> dict[str, int | str]:
... price = self.catalog.lookup(item)
...
... return {"item": item, "quantity": quantity, "total": price * quantity}

>>> class Shop:
... def __init__(self) -> None:
... self.pricing = Pricing()
...
... def handle(self, item: str) -> str:
... quote = self.pricing.quote(item, quantity=2)
... listing = [
... {"item": name, "price": price}
... for name, price in sorted(Catalog.PRICES.items())
... ]
...
... return json.dumps({"quote": quote, "catalog": listing}, indent=2)

>>> def traffic(shop: Shop, requests: int = 50) -> None:
... items = ["widget", "gadget", "gizmo", "widget", "missing"]
... for index in range(requests):
... try:
... shop.handle(items[index % len(items)])
... except KeyError:
... pass

Nothing here knows it will be observed. The bindings are declared once and applied for the rest of the page; applied
but with nothing listening, they record nothing:

>>> shop = Shop()
>>> service = wrapture.bindings(
... handle=wrapture.binding(Shop, "handle"),
... quote=wrapture.binding(Pricing, "quote"),
... lookup=wrapture.binding(Catalog, "lookup"),
... )
>>> service.apply()
<BindingGroup ['handle', 'quote', 'lookup']>
>>> service.handle
<Binding '__main__:Shop.handle' callable active>

One warm-up run before measuring anything, as with any profiling: the first call through a code path pays for imports
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and caches that later calls do not, and that one-off cost should not land in the numbers.

>>> traffic(shop)

4.22.2 The naive approach: a log line and a stopwatch
The usual answer is a time.perf_counter() pair and a log.info() in each function of interest, then a script over
the log file to group and average. Every new question is another edit and redeploy, and the timings mislead: a function
that is slow only because of what it calls looks as guilty as one slow in its own right, because a stopwatch around a call
cannot see inside it.

4.22.3 One report: the Aggregate collector in a window
Aggregate keeps one row per path and nothing else: how many calls began and completed, how many raised, and
total, self, fastest and slowest times. It is a collector, so it lives in a window: the run opens on entry, accumulates, and
closes on exit with a report per collector.

>>> with wrapture.window(collect=[wrapture.Aggregate()]) as run:
... traffic(shop, 2000)

>>> run
<Run 1 of 'window', closed>
>>> report = run.reports[0]
>>> print(report.text)
aggregate "aggregate" run 1, ... to ... (...s), pid ...
3 paths, 6,000 operations begun, 6,000 completed, 1,200 raised

calls total self per-call min max errors path
2,000 ... ... ... ... ... 400 __main__:Shop.handle
2,000 ... ... ... ... ... 400 __main__:Pricing.quote
2,000 ... ... ... ... ... 400 __main__:Catalog.lookup

The header says which run this was, when it opened and closed in local time, and whose process; the table has one
row per bound location, sorted by self time, the figure that answers “where is the time going”: Shop.handle spends
more time in its own body than Pricing.quote does, even though every quote runs inside a handle, because self time
excludes what the observed children account for. The errors column appears only when something failed, and counts
an exception the code caught and noted with note_exception() the same as one that escaped. The same figures are
on the report as data, for a dashboard or a test to read without parsing the table:

>>> report.kind, report.window, report.run, report.cut_short
('aggregate', 'window', 1, False)
>>> report.data["begun"], report.data["raised"]
(6000, 1200)
>>> report.data["paths"]["__main__:Shop.handle"]["errors"]
400

window() suits a script or a one-off run of the traffic. For a service that runs all day the schedule has to come from
somewhere else.
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4.22.4 Reports on a schedule: Window with every=
Window takes the same contents plus the triggers, and start() arms it. every= on its own is the back-to-back shape:
each run lasts the whole period and closes as the next opens, so the report at each boundary covers exactly one period,
totals reset. Reports are retained on the window (the last ten by default), and on_report= hands each one to a callable
the moment its run closes. Durations are the forms rotate= accepts ("30s", "15m", "1h", or a number of seconds);
an hour is too long to wait for here, so a tenth of a second stands in, and the page waits for the first report to arrive
before sending the second burst of traffic:

>>> import time
>>> seen = []
>>> ticking = wrapture.Window(
... name="ticking", every=0.1, collect=[wrapture.Aggregate()], on_report=seen.append
... )
>>> ticking.start()
>>> traffic(shop)
>>> deadline = time.monotonic() + 5
>>> while not seen and time.monotonic() < deadline:
... time.sleep(0.01)
>>> traffic(shop)
>>> ticking.stop()

>>> seen[0].run, seen[0].cut_short, seen[0].data["begun"]
(1, False, 150)
>>> ticking.reports[-1].cut_short
True
>>> ticking.runs >= 2
True

Run 1 closed on schedule and reached seen from the scheduler thread; the run open when stop() was called was
closed early and its report says so with cut_short. Adding duration= (config key for) gives the sampled shape,
thirty seconds of every hour, say, so the service pays nothing in between; align=True puts the openings on the wall-
clock hour.

4.22.5 Reports as files: report= and its path template
An on_report callback needs code to receive it. The file form needs none, and is the one a config file can spell:
report= is an output path template written once per run per collector, whole file then rename, so a reader never sees
a half-written report. Inside a window three variables join the usual {date} and {pid}: {window} is the window’s
name, {first} is when the schedule’s first run opened, the same for every run of one schedule, and {run} is the run
number. Driving the runs by hand shows the files appear:

>>> import os
>>> import tempfile

>>> outputs = tempfile.TemporaryDirectory()
>>> daily = wrapture.Window(
... name="daily",
... every="1h",
... collect=[wrapture.Aggregate()],
... report=os.path.join(outputs.name, "{window}-{first}/run-{run:02}.txt"),
... )
>>> daily.start()

(continues on next page)
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>>> traffic(shop)
>>> daily.close()
<Run 1 of 'daily', closed>
>>> daily.open()
True
>>> traffic(shop, 5)
>>> daily.stop()

>>> from pathlib import Path
>>> for path in sorted(Path(outputs.name).rglob("run-*.txt")):
... print(path.relative_to(outputs.name).as_posix())
daily-...T...-...-.../run-01.txt
daily-...T...-...-.../run-02.txt

start() opened run 1 at once (no after=), close() ended it and wrote its file, open() began run 2 by hand, and
stop() closed that one, cut short. On a real schedule the runs open and close by themselves; the directory is one per
schedule, and a restart starts a new one, named by its own first run.

4.22.6 Opening a window on demand: on_signal and on_file
Something looks odd at 15:40 and the hourly report is twenty minutes away. on_signal= and on_file= open a run
from outside the process, no restart and no code: kill -USR1 <pid>, or touch a path the window watches. Either
can be the only trigger, or sit beside every=, where kicks add runs to the schedule.

peek = wrapture.Window(
name="peek",
on_signal="SIGUSR1",
duration="60s",
collect=[wrapture.Aggregate()],
report="reports/{window}-{datetime}.txt",

)
peek.describe() # 'on SIGUSR1, for 60s'

>>> profile = wrapture.Window(
... name="profile",
... on_file=os.path.join(outputs.name, "profile-now"),
... collect=[wrapture.Aggregate()],
... )
>>> profile.describe()
'on touch of ...profile-now, until the next kick'

peek collects for a minute after each signal, and a signal during that minute is refused rather than overlapping, since
runs never do. profile has no duration, so a kick toggles: touch to start collecting, touch again to report and start
over, the file being removed as it is consumed. The signal handler is installed by start(), on the main thread, and
neither window is started here. SIGUSR1 and SIGUSR2 do not exist on Windows, where naming one is refused at
construction; on_file works everywhere, including under servers that own the signal handlers.
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4.22.7 The always-on stream: JSONLines with rotate=
Sometimes the individual events are wanted after all, for a jq query over the afternoon’s failures. A JSONLines sink
registered at the process tier hears every event from every thread and writes it as one JSON object per line, never
blocking the observed call; a time variable in the path plus rotate= keeps one file per day rather than one forever:

>>> stream = wrapture.add_sink(
... wrapture.JSONLines(
... os.path.join(outputs.name, "traces/trace-{date}.jsonl"), rotate="1d",␣
→˓align=True
... )
... )
>>> traffic(shop, 5)

Lines are queued to a writer thread, so the file is complete only once the sink is flushed. At interpreter exit wrapture
flushes every process sink and closes any open window run itself; wrapture.shutdown() does exactly that on demand,
for hosts that tear the interpreter down without running atexit callbacks. Under mod_wsgi, subscribe it to the process
shutdown event, and everything owed is delivered while the interpreter and its threads are still alive. Calling it more
than once is safe, and it uninstalls nothing.

>>> wrapture.shutdown()
>>> os.path.basename(stream.path)
'trace-...-...-....jsonl'
>>> with open(stream.path) as lines:
... events = [json.loads(line) for line in lines]
>>> len(events)
15
>>> sorted({event["path"].rpartition(":")[2] for event in events})
['Catalog.lookup', 'Pricing.quote', 'Shop.handle']
>>> [event["exception"]["type"] for event in events if "exception" in event]
['KeyError', 'KeyError', 'KeyError']

Releasing everything the page applied:

>>> wrapture.remove_sink(stream)
>>> stream.close()
>>> service.remove()
<BindingGroup ['handle', 'quote', 'lookup']>
>>> service.handle
<Binding '__main__:Shop.handle' callable unapplied>
>>> outputs.cleanup()

4.22.8 The same thing from a config file: the Flask shop
The examples/flask-app directory in the repository is a real version of this scenario: a small Flask shop in myapp.
py that never imports wrapture, and a wrapture.toml whose [[instrument]] entry instruments Flask itself, so
every request records as one tree with its view function beneath it, plus an [[observe]] entry for the app’s own
quote helper. Its shipped config ends in a printer sink, the live view; for a day in staging, replace that with a rotating
stream and a scheduled report:
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pythonpath = "."

[[observe]]
target = "myapp"
name = "quote"

[[instrument]]
name = "wrapture_local.flask_support:FlaskInstrumentation"

# The raw stream, one file per day, rotated at local midnight.
[[sink]]
type = "jsonlines"
path = "traces/trace-{date}.jsonl"
rotate = "1d"
align = true

# A summary of the app's own functions every minute, on the minute,
# one file per run, grouped by the schedule's start.
[[window]]
name = "minutely"
every = "1m"
align = true
report = "reports/{window}-{first}/run-{run:02}.txt"

[[window.collect]]
type = "aggregate"
filter = { kind = "call" }

# On demand: kick with `kill -USR1 <pid>` for a minute's summary.
[[window]]
name = "kick"
on_signal = "SIGUSR1"
for = "60s"
report = "reports/{window}-{datetime}.txt"

[[window.collect]]
type = "aggregate"
filter = { kind = "call" }

filter on a collect entry is the same gating key a sink takes; here it keeps the request events out of the table, so the
report is about the view functions and helpers and the request stream is left to the JSONLines file. Relative paths anchor
to the config file’s directory. every = "1m" is for watching reports appear; for a day in staging every = "1h" gives
one file per hour with the totals reset.

Run the app under the runner, so the config is applied before Flask is imported, and put load on it with any HTTP load
tool, here bombardier:

$ cd examples/flask-app
$ uv run --with flask python -m wrapture --config wrapture.toml -m flask --app myapp run␣
→˓--port 8000

$ bombardier -c 4 -d 3m http://localhost:8000/quote/widget
$ bombardier -c 4 -d 3m http://localhost:8000/export

(continues on next page)
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$ ls reports/minutely-*/
run-01.txt run-02.txt run-03.txt

Each file is one minute’s table, and the picture emerges from comparing them: which views the traffic reaches, how
many quotes fail, and whether per-call moves as the load does. A whole-process run of the same config over a few
thousand requests through the Flask test client produced this:

aggregate "aggregate" run 1, 2026-08-18 18:25:42 to 18:25:43 +10:00 (1.1s), pid 16745
4 paths, 2,400 operations begun, 2,400 completed, 600 raised

calls total self per-call min max errors path
900 74.7ms 71.7ms 83us 57us 415us 300 myapp:quoted
300 9.1ms 9.1ms 30us 28us 97us myapp:index
300 4.0ms 4.0ms 13us 12us 48us myapp:export
900 2.9ms 2.9ms 3us 1us 13us 300 myapp:quote

When something looks off between reports, kill -USR1 <pid> opens the kick window for a minute and drops a
timestamped report beside the scheduled ones, no restart involved. Under a pre-fork server each worker has its own
windows, so put {pid} in the report path and add jitter to spread the aligned openings. The raw stream is there for
when a summary raises a question only the events can answer:

$ jq -c 'select(.exception)' traces/trace-2026-08-18.jsonl | head

4.22.9 Where next
The scheduled tracing page is the full reference for windows: every trigger, the report shape, clocks and restarts, and
how to write a collector of your own. The ad-hoc tracing page covers sinks, output paths and rotation, the config file
grammar and the runner, and the WSGI request tracing page explains what the request events in the stream contain and
how the Flask instrumentation records them.

4.23 Changing what a third-party library does
A vendored HTTP client sends every request the application makes. It has no hook for what you now need: every
request must carry a tenant header, a transient connection reset should be retried once, and in development the timeout
it reads from a class attribute must be clamped. The library is not yours to edit, and forking it to add three lines means
carrying that fork forever.

Assigning replacement functions onto the module is the traditional answer, and it works until you need it not to: a
hand-rolled patch has no off switch, leaves no record of what was changed, cannot be reconfigured without being
reinstalled, and has to be placed after the library’s import in a way nothing enforces. wrapture treats a patch as an
object with a lifecycle: it wraps the real method rather than replacing it, applies and removes cleanly, can be suspended
and reconfigured while installed, reports its own state honestly, and can be installed at process start from a config file
without the application knowing.

This example uses: call behaviour, applying and removing, suspending and resuming, attribute bindings, capture
policies, the wrapt escape hatch and configuring from a file.

4.23.1 The library you cannot edit
The client is a stand-in for the vendored library. Its shape is the usual one: a request()method that assembles headers,
reads a timeout from a class attribute, and hands the call to a transport. The transport here just echoes what it was given,
so every example below shows exactly what the library would have sent:
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>>> import sys
>>> import wrapture

>>> class Client:
... timeout: int = 30
...
... def __init__(self, base_url: str, transport) -> None:
... self.base_url = base_url
... self.transport = transport
...
... def request(self, method: str, path: str, headers=None, token=None) -> dict:
... headers = dict(headers or {})
... if token is not None:
... headers["Authorization"] = f"Bearer {token}"
...
... return self.transport(method, self.base_url + path, headers, self.timeout)

>>> def echo(method: str, url: str, headers: dict, timeout: int) -> dict:
... return {"method": method, "url": url, "headers": headers, "timeout": timeout}

>>> client = Client("https://api.example", echo)
>>> client.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {}, 'timeout': 30}

4.23.2 The naive approach: assign over the method
The direct route is to save the original and assign a replacement:

_original = Client.request

def request(self, method, path, headers=None, token=None):
headers = {**(headers or {}), "X-Tenant": "acme"}
return _original(self, method, path, headers=headers, token=token)

Client.request = request

This has to re-declare the method’s signature, and silently breaks when the library changes it. Nothing records that
Client.request was patched, so a debugger shows a plain function with a different __code__ and no explanation.
Turning it off means assigning _original back, which is wrong if anyone else patched the same method in between.
And there is no way to say “keep the patch, but stop it for a moment”.

4.23.3 Injecting the header: a transform on the way in
A binding names the method and holds behaviour for it. transforms_args receives the call as the caller made it,
(args, kwargs), and returns what the real method should receive. The real request() still runs; only the headers
keyword is different by the time it does:

>>> def with_tenant(args, kwargs):
... headers = {**(kwargs.get("headers") or {}), "X-Tenant": "acme"}
... return args, {**kwargs, "headers": headers}

>>> request = wrapture.binding(Client, "request")
(continues on next page)
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>>> request.on_call.transforms_args(with_tenant)
<CallBehaviour of <Binding '__main__:Client.request' callable unapplied configured>>

Nothing has changed yet: the repr says unapplied, and creating and configuring a binding never patches anything.
apply() installs the wrapper, and every call through the class picks up the header, merged with whatever the caller
passed:

>>> request.apply()
<Binding '__main__:Client.request' callable active configured>
>>> client.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {'X-Tenant': 'acme'},
→˓'timeout': 30}
>>> client.request("GET", "/orders", headers={"Accept": "text/csv"})
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {'Accept': 'text/csv',
→˓'X-Tenant': 'acme'}, 'timeout': 30}

The transform sees the arguments as written, so a caller passing headers positionally would need handling too; for a
signature that callers use in many spellings, decorates() below gives you the whole call to normalise as you see fit.

4.23.4 Reversibility: suspend, resume, remove
The patch stays visible as an object whose state can be queried at any time. applied says whether you installed it and
active inspects the target on every access, so if some other code replaced Client.request wholesale the binding
would say so:

>>> request.applied, request.active, request.suspended
(True, True, False)

suspend() makes the wrapper inert without removing it. This is the safe way to switch a patch off in a live process:
the wrapper keeps its place in the chain, so it can be toggled while other parties have wrapped the same method, and
calls that pass through while suspended are counted:

>>> request.suspend()
<Binding '__main__:Client.request' callable active suspended configured>
>>> client.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {}, 'timeout': 30}
>>> request.suspended_calls
1
>>> request.resume()
<Binding '__main__:Client.request' callable active configured>

remove() uninstalls the wrapper and restores the original exactly, and a removed binding can be applied again later;
for a patch scoped to a block, the binding is a context manager. Both appear further down.

4.23.5 Reconfiguring the live patch
Behaviour can be changed while the wrapper is installed, without removing and re-applying it. Composing stages such
as transforms_args accumulate in the order added, so switching the tenant means dropping the current pipeline with
passes_through() and setting the new one; the patch itself never leaves the method:
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>>> def with_other_tenant(args, kwargs):
... headers = {**(kwargs.get("headers") or {}), "X-Tenant": "globex"}
... return args, {**kwargs, "headers": headers}

>>> request.on_call.passes_through().transforms_args(with_other_tenant)
<CallBehaviour of <Binding '__main__:Client.request' callable active configured>>
>>> client.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {'X-Tenant': 'globex'},
→˓ 'timeout': 30}

If calls may be in flight on other threads while you reconfigure, suspend() first, reconfigure, then resume(), so no
call sees a half-built pipeline.

4.23.6 Retrying with a wrapper around the whole call
Adding a retry needs control of the whole call: run it, catch one kind of failure, run it again. decorates() takes a
function with wrapt’s wrapper signature and makes it the centre of the pipeline; the tenant transform already configured
still wraps around it, because transforms_* stages compose while decorates() replaces only the terminal stage. A
transport that drops its first connection shows the retry working:

>>> def retry_once(wrapped, instance, args, kwargs):
... try:
... return wrapped(*args, **kwargs)
... except ConnectionError:
... return wrapped(*args, **kwargs)

>>> request.on_call.decorates(retry_once)
<CallBehaviour of <Binding '__main__:Client.request' callable active configured>>

>>> class DropsFirst:
... def __init__(self) -> None:
... self.calls = 0
...
... def __call__(self, method: str, url: str, headers: dict, timeout: int) -> dict:
... self.calls += 1
... if self.calls == 1:
... raise ConnectionError("connection reset")
...
... return echo(method, url, headers, timeout)

>>> flaky = Client("https://api.example", DropsFirst())
>>> flaky.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {'X-Tenant': 'globex'},
→˓ 'timeout': 30}
>>> flaky.transport.calls
2

The same function could carry a @wrapt.decorator in production code; decorates() takes it undecorated. Now
take the patch down. The class is exactly as it was, and the binding is back to unapplied, ready to be applied again:

>>> request.remove()
(continues on next page)
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<Binding '__main__:Client.request' callable unapplied configured>
>>> client.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {}, 'timeout': 30}

4.23.7 Clamping an attribute the library reads
Client.request reads self.timeout, a plain class attribute. There is no method to wrap for that, but an attribute
binding intercepts the read itself: on apply() it installs a descriptor on the class over the existing default, and on_get.
transforms rewrites every value an instance reads through it, whether the class default or an instance override. Used
as a context manager, it is a scoped clamp:

>>> timeout = wrapture.binding(Client, "timeout")
>>> timeout
<Binding '__main__:Client.timeout' attribute unapplied>
>>> timeout.on_get.transforms(lambda value: min(value, 5))
<GetBehaviour of <Binding '__main__:Client.timeout' attribute unapplied configured>>

>>> with timeout:
... client.timeout = 120
... client.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {}, 'timeout': 5}

>>> del client.timeout
>>> client.request("GET", "/orders")
{'method': 'GET', 'url': 'https://api.example/orders', 'headers': {}, 'timeout': 30}

The mode was detected from what was found at the target: timeout is plain data, so the binding is in attribute mode and
offers on_get, on_set and on_delete instead of on_call. One limit shapes where this applies: attribute bindings
intercept access through instances, so a library reading Client.timeout off the class would not be affected (see known
limitations). A module-level constant is bound the same way, with the module as the owner; see Attribute bindings.

4.23.8 Applying before the library is imported
A binding resolves its target when created, so the module must already be imported. wrapt’s deferred form, a trailing
? on the module name that registers a post-import hook instead, is refused, because a binding must hold the wrapper it
applied in order to remove, suspend and report on it:

>>> wrapture.binding("vendored_client?", "Client.request")
Traceback (most recent call last):

...
wrapture.exceptions.DeferredTargetError: deferred patching is not supported: ...

What is supported is running the binding code from a post-import hook. wrapture.when_imported (wrapt’s dec-
orator of the same name, re-exported so application code need not import wrapt for this one job) registers a callback
against a module name; the callback runs with the module as its argument the moment that module is imported, or im-
mediately if it already was. To show it firing, the vendored client here is written to disk as a real module the interpreter
has not yet seen:

178 Chapter 4. Documentation



wrapture, Release 1.0.0b4

>>> import pathlib
>>> import tempfile

>>> libdir = tempfile.TemporaryDirectory()
>>> _ = pathlib.Path(libdir.name, "vendored_client.py").write_text(
... "class Client:\n"
... " def request(self, method, path):\n"
... " return {'method': method, 'path': path, 'headers': {}}\n"
... )
>>> sys.path.insert(0, libdir.name)

>>> installed: list[wrapture.Binding] = []

>>> @wrapture.when_imported("vendored_client")
... def install(module):
... request = wrapture.binding(module.Client, "request")
... request.on_call.transforms_result(lambda r: {**r, "headers": {"X-Tenant": "acme"}
→˓})
... installed.append(request.apply())

>>> "vendored_client" in sys.modules
False
>>> installed
[]

>>> import vendored_client
>>> installed
[<Binding 'vendored_client:Client.request' callable active configured>]
>>> vendored_client.Client().request("GET", "/orders")
{'method': 'GET', 'path': '/orders', 'headers': {'X-Tenant': 'acme'}}

The hook created the binding after the import it depends on, by construction, and the patch was in place before any
caller could reach request(). Because it runs on the first import of that module, wherever that import happens, the
application only has to register the hook early (its own package __init__, or a startup module) and no longer cares
which of its modules imports the client first. Keeping the applied binding in a module-level list is deliberate: the
hook’s local variable is gone once it returns, so hold the handle if you want to suspend() or remove() the patch later.
Registering after the module is already imported is harmless, the hook simply runs at once, so the same code works
whether or not something imported the library first.

The function form, wrapture.register_post_import_hook(callback, "module.name"), does the same with-
out the decorator, for the case where the patches are built in a loop or from data.

>>> _ = installed[0].remove()
>>> vendored_client.Client().request("GET", "/orders")
{'method': 'GET', 'path': '/orders', 'headers': {}}

The config layer offers the same trigger without any code in the application. An [[instrument]] entry names an
Instrumentation class whose apply() runs with the module as its argument as soon as the trigger module is im-
ported, or immediately if it already was, and the binding it creates lands before the application’s first call. Applied by
python -m wrapture or by autowrapt, the config is in place before the application imports anything, so the ordering
nothing enforced in the naive version is now guaranteed by the launcher. The last section shows the file.

4.23. Changing what a third-party library does 179



wrapture, Release 1.0.0b4

4.23.9 Recording calls without recording the token
An installed patch is also an observation point, and the honest way to check what a library is doing is to listen.
request() takes a bearer token, so record it with a capture policy that redacts that parameter by name; the token
also comes back out inside the Authorization header of the echoed result, so capture the result as a type name only.
A Printer sink shows each call as it happens:

>>> audited = wrapture.binding(
... Client, "request",
... capture_args=wrapture.redact("token"),
... capture_result="types",
... )
>>> printer = wrapture.add_sink(wrapture.Printer(sys.stdout, timing=False))

>>> with audited:
... _ = client.request("GET", "/orders", token="s3cr3t")
__main__:Client.request(method='GET', path='/orders', headers=None, token='<redacted>')
__main__:Client.request -> '<dict>'

>>> wrapture.remove_sink(printer)

Redaction matches by parameter name against the normalised call, so it covers the token however the caller spelt the
argument. Everything not named is captured at the reference level unless redact(..., level=) says otherwise.
Behaviour and capture policy live on the same binding, so the tenant transform and the redaction can be one object.

4.23.10 Escape hatch: the wrapt handle underneath
Occasionally one call must bypass the patch entirely, or something must inspect what wrapt actually installed. The bind-
ing exposes its wrapt.FunctionWrapper as wrapper while applied, and the original function is its __wrapped__,
so a bypass is a direct call to that:

>>> request = wrapture.binding(Client, "request")
>>> request.on_call.transforms_args(with_tenant).apply()
<Binding '__main__:Client.request' callable active configured>

>>> request.wrapper.__wrapped__(client, "GET", "/health")
{'method': 'GET', 'url': 'https://api.example/health', 'headers': {}, 'timeout': 30}
>>> client.request("GET", "/health")
{'method': 'GET', 'url': 'https://api.example/health', 'headers': {'X-Tenant': 'acme'},
→˓'timeout': 30}

>>> request.remove()
<Binding '__main__:Client.request' callable unapplied configured>

request.target and request.name are the patch coordinates, and wrapt.unwrap_object(request.target,
request.name, request.wrapper) is exactly what remove() does. Anything core wrapt can do with those three
remains reachable, and if code outside wrapture removes the wrapper behind your back, the binding’s repr changes to
displaced rather than pretending.
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4.23.11 The same thing from a config file
Everything above ran in a process that already had the library imported. To install the header patch at startup, without
the application mentioning wrapture, put the binding in an Instrumentation class next to a wrapture.toml. The
pythonpath key makes the companion code importable, anchored to the config file’s own directory, and any key on
the [[instrument]] entry other than name is one of the settings the class declares:

pythonpath = "."

[[instrument]]
name = "wrapture_local.patches:ClientInstrumentation"
tenant = "acme"

# wrapture_local/patches.py
import wrapture

class ClientInstrumentation(wrapture.Instrumentation):
"""Stamp the tenant header on every vendored client request."""

target = "vendored_client"
removable = True
settings = {"tenant": wrapture.Setting("", "the tenant to send")}

@wrapture.instrumentation_hook("vendored_client")
def client(self, name, module):

tenant = self.settings["tenant"]

def with_tenant(args, kwargs):
headers = {**(kwargs.get("headers") or {}), "X-Tenant": tenant}
return args, {**kwargs, "headers": headers}

request = wrapture.binding(module.Client, "request")
request.on_call.transforms_args(with_tenant)
request.apply()

self.on_cleanup(request.remove)

The hook receives the freshly imported vendored_client module, so module.Client is the real class, and the
binding is created after the import it depends on by construction. The module defining the class imports only wrapture,
so naming it from the config never causes the library to be imported ahead of time. Registering the binding’s remove()
with on_cleanup() is what puts the patch inside what the config can undo: AppliedConfig.revert() removes
every trigger it applied, most recent first, and the threshold-style setting a typo would have silently dropped is instead
a ConfigError at load, because the declaration says which keys exist.

Run the application through the launcher, or point the environment at the file:

$ python -m wrapture -m myapp
$ WRAPTURE_CONFIG=/etc/myapp/wrapture.toml python -m wrapture manage.py runserver

Without --config, python -m wrapture looks in WRAPTURE_CONFIG, then wrapture.toml in the current direc-
tory, then a [tool.wrapture] table in pyproject.toml, and finding none is an error. Where the command line is
not yours (a service manager, a container entry point), autowrapt applies the same file at interpreter startup, gated on
the package being installed and AUTOWRAPT_BOOTSTRAP=wrapture being set.

Loading a config runs the code it names, so the trust boundary is write access to the file. Failures are loud: an apply()
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that raises while the config is being applied propagates to the caller, and one that raises later, from inside the application’s
own import of the library, warns with ConfigWarning and lets the import continue, because a patch must never fail
the import it rode in on.

4.23.12 Where next
Call behaviour lists the full vocabulary, including validates_args() and transforms_result(), and explains
how composing and terminal stages form the pipeline. Attribute bindings covers on_set and on_delete, and deco-
rating a bound method per access. Configuring from a file has the whole file format, including [[observe]] entries for
pure observation and [[instrument]] entries naming packaged instrumentation by its entry point name, and known
limitations lists what a binding cannot intercept and why.

4.24 Pinning configuration for a test
A pricing function reads its configuration from everywhere configuration usually lives: an API key in an environment
variable, a settings dict on a config module that other modules imported directly, a module-level timeout constant, and
a formatter looked up in a registry dict by name. The function is what the test is for; the configuration is what each test
needs pinned to known values, put back afterwards no matter how the test ends, and pinned in a way every holder of
the configuration sees, including code that grabbed a reference at import time.

The stdlib answers are unittest.mock.patch.dict and pytest’s monkeypatch, one idiom per shape. wrapture
spells all of them as bindings, which buys the same lifecycle everywhere: each is a context manager, they group, they
can be suspended and resumed, and the pytest plugin’s leak sweep reports any left applied. And when the question shifts
from “hold this value” to “who reads this value”, the same location upgrades from a value binding to an interception
binding that sees every read.

This example uses: value bindings, mapping bindings, module attributes, binding modes and recording on a timeline.

4.24.1 The application code
The config module here is built with types.ModuleType and registered in sys.modules so the example runs any-
where; read the next few lines as your application’s config.py, imported as any module would be. The price()
function reads all four shapes on every call:

>>> import os, sys, types
>>> import wrapture

>>> config = types.ModuleType("config")
>>> sys.modules["config"] = config # as `import config` would
>>> config.SETTINGS = {"currency": "USD", "tax_rate": 0.2}
>>> config.TIMEOUT = 30.0
>>> config.FORMATTERS = {"plain": lambda total: f"total={total:.2f}"}

>>> def price(amount: int, style: str = "plain") -> str:
... if "API_KEY" not in os.environ:
... raise RuntimeError("API_KEY is not configured")
...
... total = amount * (1 + config.SETTINGS["tax_rate"])
... formatter = config.FORMATTERS[style]
...
... return f"[{config.SETTINGS['currency']} within {config.TIMEOUT}s] " +␣
→˓formatter(total)

>>> price(100)
(continues on next page)
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Traceback (most recent call last):
...

RuntimeError: API_KEY is not configured

4.24.2 The naive approach: assign and hope
Tests can assign to all of this directly and put it back in a finally, and many suites do. The failure modes are well
known: the restore is skipped on the path nobody tested, a dict is replaced rather than mutated so the module that did
from config import SETTINGS keeps the old one, and the cleanup code grows until it is its own source of bugs.
Each shape below replaces one of those hand-rolled patterns with a binding whose removal is the library’s problem.

4.24.3 An environment variable: item=
os.environ is a mapping, so one entry of it is a value binding with item=. overrides() holds the value while
applied and restores the prior state on exit, whether the variable existed before or not:

>>> api_key = wrapture.binding(os.environ, item="API_KEY")

>>> with api_key.overrides("sk_test"):
... price(100)
'[USD within 30.0s] total=120.00'

>>> "API_KEY" in os.environ
False

The other direction is hides(): the entry is absent while applied, which is how the missing-configuration branch gets
tested even on a machine where the variable is set:

>>> with api_key.overrides("sk_test"):
... with wrapture.binding(os.environ, item="API_KEY").hides():
... price(100)
Traceback (most recent call last):

...
RuntimeError: API_KEY is not configured

4.24.4 The settings dict: mode=”mapping”
SETTINGS is shared by reference: other modules did from config import SETTINGS at import time, so replacing
the dict on the module would strand them with the old one. A mapping binding mutates the one dict in place and never
replaces it, so every holder sees the test’s content, and the original entries come back on exit in their original order:

>>> SETTINGS = config.SETTINGS # a holder, as another module would have

>>> settings = wrapture.binding(config, "SETTINGS", mode="mapping")

>>> with settings.updates({"tax_rate": 0.0}), api_key.overrides("sk_test"):
... price(100)
'[USD within 30.0s] total=100.00'

(continues on next page)
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>>> with settings.overrides({"currency": "EUR", "tax_rate": 0.1}), api_key.overrides("sk_
→˓test"):
... price(100)
'[EUR within 30.0s] total=110.00'

>>> SETTINGS == {"currency": "USD", "tax_rate": 0.2}, SETTINGS is config.SETTINGS
(True, True)

For readers coming from unittest.mock: updates() merges the named keys over what is there, patch.dict’s
default, and overrides() makes the given entries the whole content, patch.dict(..., clear=True). Both took
effect through the holder’s reference and both restored it.

4.24.5 The module constant: attr=, then interception
The timeout is a module attribute. When all the test wants is a different value in place, that is a value binding with
attr=. A module is named by its import path, so the test needs no import of its own; the module object works in the
same position when it is already in hand, as config is everywhere above:

>>> with wrapture.binding("config", attr="TIMEOUT").overrides(0.5), api_key.overrides(
→˓"sk_test"):
... price(100)
'[USD within 0.5s] total=120.00'

>>> config.TIMEOUT
30.0

The value binding holds a value; it observes nothing. When the question becomes “does the retry path re-read the
timeout, or did it cache it?”, name the same attribute positionally instead and the binding intercepts the module attribute:
each read becomes an event, and on_get can shape what the reads see:

>>> timeout = wrapture.binding("config", "TIMEOUT")
>>> _ = timeout.on_get.returns(0.5)

>>> with timeout, wrapture.timeline() as tape, api_key.overrides("sk_test"):
... price(100)
... price(100)
'[USD within 0.5s] total=120.00'
'[USD within 0.5s] total=120.00'

>>> [event.kind for event in tape.for_binding(timeout)]
['get', 'get']

Two calls, two reads: price() reads the timeout every time rather than caching it, and the tape proves it. Under the
covers the interception form gives the module a private subclass of its type while applied; the module attributes section
covers the mechanics and the visible consequences.
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4.24.6 The formatter registry: item= with mode=”callable”
The formatter is configuration too, a callable in a dict. A value binding could swap the entry wholesale, but naming
the entry with mode="callable" wraps it instead: the stand-in is installed in the slot, records like any bound callable,
and the original entry comes back on removal:

>>> loud = wrapture.binding(config.FORMATTERS, item="plain", mode="callable")
>>> _ = loud.on_call.transforms_result(str.upper)

>>> with loud, api_key.overrides("sk_test"):
... price(100)
'[USD within 30.0s] TOTAL=120.00'

>>> config.FORMATTERS["plain"](120.0)
'total=120.00'

The real formatter ran, its result was adjusted on the way out, and the registry holds the original again after the block.
Everything the call vocabulary offers applies here, returns(), raises(), phases, recording, because the entry is a
callable binding like any other, just addressed through a mapping slot instead of an attribute.

4.24.7 One test, every shape at once
Bindings group, and a group applies and removes atomically, so a test that needs all four shapes pins them in one
declaration:

>>> pinned = wrapture.bindings(
... api_key=wrapture.binding(os.environ, item="API_KEY").overrides("sk_test"),
... settings=wrapture.binding(config, "SETTINGS", mode="mapping").overrides(
... {"currency": "EUR", "tax_rate": 0.0}
... ),
... timeout=wrapture.binding("config", attr="TIMEOUT").overrides(0.5),
... )

>>> with pinned:
... price(100)
'[EUR within 0.5s] total=100.00'

>>> price(100)
Traceback (most recent call last):

...
RuntimeError: API_KEY is not configured

As a pytest fixture the group is a with around a yield, and the plugin’s leak sweep fails, by name, any test whose
configuration binding was left applied, the failure mode hand-rolled cleanup gets wrong silently.

import pytest
import wrapture

pytest_plugins = ["wrapture.pytest_plugin"]

@pytest.fixture
(continues on next page)
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def pinned_config():
group = wrapture.bindings(

api_key=wrapture.binding(os.environ, item="API_KEY").overrides("sk_test"),
settings=wrapture.binding(config, "SETTINGS", mode="mapping").overrides(

{"currency": "EUR", "tax_rate": 0.0}
),

)

with group:
yield group

def test_pricing_in_the_pinned_world(pinned_config):
assert price(100) == "[EUR within 30.0s] total=100.00"

A pin only one test wants need not earn a fixture: the decorator form holds a value binding around a single test, the
direct counterpart of unittest.mock’s @patch.dict as a decorator, with the binding injected in case the test wants
hides() or a different value mid-flight:

@wrapture.bound(os.environ, item="API_KEY").overrides("sk_test")
@wrapture.bound("config", attr="TIMEOUT").overrides(0.5)
def test_pricing_against_a_slow_gateway(API_KEY, TIMEOUT):

assert price(100) == "[USD within 0.5s] total=120.00"

Scoping with decorators covers the form.

4.24.8 Where next
Value bindings covers the full slot vocabulary, including instance attributes, a stand-in module in sys.modules, and
when to prefer on_get over holding a value. Mapping bindings has the exact semantics of overrides(), updates()
and restoration. Module attributes explains the class-swap mechanics behind the interception form and what it can and
cannot see. The comparison page maps unittest.mock’s patch.dict and each monkeypatch helper onto these
shapes.

4.25 Known limitations
Known limits of what wrapture can intercept, with the reason for each and a workaround where one exists. These are
boundaries of the mechanisms wrapture builds on, documented so a silent gap does not have to be discovered the hard
way.

4.25.1 Attribute bindings intercept instance access only
An attribute binding observes what instances do with an attribute, wherever the attribute is defined. An attribute
defined on the class is the normal case, and reads, writes and deletes made through an instance are all intercepted.
Access performed on the class object itself is not:

• A class-level read (Model.status) returns the installed descriptor before behaviour is consulted. The descriptor
is a transparent proxy of the prior definition, so introspection and comparisons still behave, but on_get does not
run.

• A class-level write (Model.status = "x") cannot be intercepted, and replaces the descriptor outright, displac-
ing the binding. The binding reports this honestly: active becomes False and repr() shows displaced.

• A class-level delete removes the descriptor the same way.
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The reason is the descriptor protocol itself: descriptors on a class fire for attribute access on its instances. The class is
an instance of its metaclass, so intercepting class-level access would require the descriptor to live on the metaclass. For
a class with a custom metaclass, binding the attribute name on the metaclass does work as a recipe, but almost every
class’s metaclass is type, which cannot be patched.

4.25.2 Module attributes are intercepted through a type swap
Binding an attribute of a module for interception (binding(module, "NAME")) works, but by a different mechanism
from a class: a module is an instance of ModuleType, whose attributes cannot take a descriptor, so the binding assigns
a private ModuleType subclass to the module’s __class__while any binding on it is applied and installs the descriptor
there (see Attribute bindings). The limits that follow:

• type(module) is types.ModuleType is False while a binding is applied. isinstance(module,
ModuleType), inspect.ismodule() and the module’s repr are unaffected.

• A module whose type does not permit __class__ assignment (an extension module with its own layout) is
refused with TypeError at apply(). binding(module, attr="NAME").overrides(v), a value binding,
still works there, without observing reads.

• Access that does not go through the module object is not seen: a name copied with from module import NAME,
and reads or writes made on module.__dict__ directly, which is also how importlib.reload() rebinds
names.

• If something else assigns the module’s __class__ after the binding is applied, the binding keeps working beneath
it, but on removal the module’s type is not restored, since it is no longer wrapture’s to restore.

4.25.3 Attribute bindings install on the class, never one instance
An attribute binding with an instance as target is refused with TypeError. The descriptor must be installed on the class,
so it would affect every instance, which is unlikely to be what a binding on one instance was meant to do. Callable-
mode bindings on a single instance are supported and affect only that instance, and setting an attribute on one instance
for the duration of a test is binding(instance, attr="name").overrides(v), a value binding, which does not
observe reads.

4.25.4 Dynamically served attributes have no place to patch
An attribute produced by a module-level or class __getattr__ exists in no __dict__, so there is no owning location
to install a wrapper on. Resolution fails with wrapt’s PathResolutionError naming the problem.

4.25.5 Class access and instance access look the same
Neither binding mode can distinguish a call made via the class (Gateway.charge(obj, 1)) from one made via
an instance (obj.charge(1)). A callable-mode wrapper receives the same instance either way, because wrapt
deliberately normalises the two forms. An attribute binding does not see class-level access at all, per the first limitation.
Distinguishing the access route requires a purpose-built descriptor owning the attribute, which is outside what a binding
does.

A related question does have an answer: while the form the caller wrote is not observable, the line of code that made
the call is, with stack= on the binding, per the stack capture section of the unit testing page.

4.25.6 Targets must already be imported
A binding always holds the wrapper it applied, so wrapt’s deferred patching (a trailing ? on a string target, registering
a post-import hook that returns no handle) is rejected with DeferredTargetError. Import the module first and bind
against it, or create the binding inside a wrapture.when_imported hook for the module, which runs with the module
as soon as it is imported (see patching a module before it is imported).
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The config layer’s [[observe]] and [[instrument]] entries are the same idea in file form: applying a config
registers a post-import hook per target or trigger module and constructs the bindings when the module arrives, so
zero-code configuration does not carry this restriction. Deferral is a property of when the hook runs, never a state a
binding models.

4.25.7 Calls on other threads may not be recorded
This limitation is about scoped recording, timelines and their tapes, not about recording itself: a process sink registered
with add_sink() is visible to every thread and hears thread work with nesting intact, see ad-hoc tracing. What follows
applies to recording onto a timeline’s tape.

The scoped recording state (which tapes are listening, what call is in progress) lives in context variables, which is what
makes concurrent asyncio tasks record correctly isolated trees. Threads are the other side of that coin: a thread that
does not carry the caller’s context sees no scoped sinks, so its calls run normally, with behaviour still applied, but record
nothing onto the timeline’s tape.

Whether a plain threading.Thread carries context depends on the Python build. From Python 3.14, Thread
accepts a context= argument and inherits a copy of the caller’s context by default where sys.flags.
thread_inherit_context is set, which is the free-threaded default; on GIL builds, and everywhere on 3.12 and
3.13, threads start with an empty context and do not record.

What wrapture guarantees is that the gap is loud rather than silent: an observed operation that runs with no context
while a timeline is active elsewhere raises RecordingGapWarning (once per binding per apply) and is counted on
Binding.missed_calls, so a shorter tape than expected can be explained. To record thread work deliberately, wrap
the thread’s target with propagate(), called inside the timeline:

thread = threading.Thread(target=wrapture.propagate(work))

Underneath this is just contextvars.copy_context(): each invocation of the propagated callable runs in its own
copy of the context that was current when propagate()was called, so one propagated callable can be shared by several
threads, and on Python 3.14+ passing context= to Thread directly achieves the same thing. The tape is safe to record
onto from several threads at once.

propagate() nests the thread’s work under the caller’s in-flight event, which is right when the caller waits for the
thread. For work the caller does not wait for (a fire-and-forget thread, a pool job that outlives the request) wrap the
target with detach() instead: the thread’s work records as a root of its own, linked back to the operation that started
it rather than nested under it, so the caller’s duration stays honest. See work the caller does not wait for.

A propagated thread that outlives the timeline is safe by construction: the tape closes when the scope exits, and events
arriving after that are discarded and counted on Tape.discarded rather than appended, so a result already asserted on
cannot change shape. The count is visible in the tape’s repr: <Tape: 7 events, 2 discarded after close>.

Asyncio tasks are unaffected: every task runs in a copy of the context it was created under. Copying a context copies
variable bindings, not the objects they refer to, so every task’s binding points at the one shared tape and their events
all land there, visible to the parent’s assertions. Only the in-progress nesting state is per-task, which is what keeps
concurrent tasks’ call trees from tangling. The asyncio thread bridges split along the same context line as plain threads.
asyncio.to_thread() copies the caller’s context per call and records normally. loop.run_in_executor() prop-
agates nothing per call: a pool worker keeps whatever context existed when that worker thread was first created, which
on inheriting builds makes recording depend on pool warm-up timing, and elsewhere means no context at all. Treat
executor work as unrecorded, and expect the gap warning for it.

4.25.8 A forked child starts with nothing in flight
When a process forks, the child deliberately discards the inherited in-flight stack and with it any active trace: those
events belong to the parent, which will run their bodies and close them, so a child that kept the stack would nest
its first event under an operation completing in another process. Immediately after a fork, current_event(),
current_trace() and trace_headers() report the nothing-in-flight state until new work starts; the child’s first
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operation is a genuine root. An operation that was open across the fork appears in the parent’s record only. The forked
worker processes section of the tracing guide covers what wrapture does at fork and how sinks participate.

4.25.9 Iteration recording covers generators only
When a recorded call returns a generator or async generator, the event tracks the iteration: item count, wall and body
durations, the return value at exhaustion, and a visibly unfinished event on abandonment, as described on the unit
testing page. That treatment keys on the returned object actually being a generator. A call that returns any other kind
of iterator (map() and filter() objects, itertools results, a custom class implementing __next__, or an already
materialised list) records that object as an ordinary by-reference result, with no item count and no iteration lifecycle.

This is deliberate: only generators have the suspended-body semantics the one-event-per-iteration model is built on,
and wrapping arbitrary iterators would substitute objects flowing through the program far more broadly. For item-level
visibility on other iterators, wrap them explicitly with iterator() or record what matters with annotate().

4.25.10 Builtin and extension types cannot be patched
Attributes of types implemented in C (list, dict, str, and extension types generally) cannot be replaced, so bindings
on them fail at apply() with the TypeError CPython raises for the assignment. This is a CPython restriction, not a
wrapture one. Wrap the Python-level call sites that use such types instead; or, where a factory function hands the C
objects out, bind the factory and record through a proxy class of your own, the pattern When the target is a C extension
describes.

4.26 Release notes

4.26.1 Version 1.0.0b4
• wrapture.Part is renamed wrapture.Aspect, and the resolved form on the instance AspectSettings,

the config file being unchanged. Reviewed in the packages that declare them, Part did not read right beside
Instrumentation, and an aspect of what the instrumentation covers is a better fit for a thing that spans many
call sites. The rename lands hours after 1.0.0b3 introduced the class, so there is no alias for the old name. See
aspects.

4.26.2 Version 1.0.0b3
• A new shape capture level, between reference and summary. A string or container records as its type and size

(<dict 3 keys>, <list 40 items>, <str 5120 chars>) and never its contents; an atomic value records as
itself and anything else as the bounded summary. It is the level for values that are data rather than objects, such
as the result a framework turns into a response body. See how much is captured.

• Instrumentation parts. An instrumentation declares the groups of call sites it binds as wrapture.Part values
in its settings, each with a switch, recording defaults and settings of its own. The config addresses a part as a
sub-table of the [[instrument]] entry ([instrument.views]) using the keys an [[observe]] entry takes,
so capture_result, redact, leaf and the rest mean the same thing everywhere. A package may mark one
part primary, whose keys may be written flat on the entry, and a bare boolean under a part’s name is its switch.
The listing tool and the generated template print the parts. See aspects.

4.26.3 Version 1.0.0b2
• [[observe]] entries take capture, capture_args and capture_result, the binding() options of the same

names. An entry’s own level beats the config’s top-level capture, and a redact list composes over whatever
level the arguments axis resolves to.

• [[observe]] entries also take stack, redact_result and redact_marker. Behind redact_result,
redact() with no names now masks every value on whichever axis it sits, so capture_result=wrapture.
redact() hides a result while the tape still shows the call returned.

4.26. Release notes 189



wrapture, Release 1.0.0b4

4.26.4 Version 1.0.0b1
The first beta, and the first release meant for use beyond the project’s own development. Everything is new in this
version, so rather than listing changes, see the rest of the documentation for what the library provides, starting with
getting started.
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FIVE

SOURCE, ISSUES AND RELEASES

wrapture is developed on GitHub at GrahamDumpleton/wrapture, under the BSD 2-Clause licence. Bug reports and
feature requests go to the issue tracker; a report is easiest to act on when it names the wrapture and Python versions
and includes a small binding that reproduces the problem. Releases are published to PyPI, and each page of these docs
carries an “Edit on GitHub” link to its source under docs/ in the repository, so a documentation fix can be raised the
same way.
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